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Abstract
Automatic composition of web services refers to how services can be
used in a complex and aggregate manner, to serve a specific and known
functionality. Given a list of services described by the input and output
parameters and a request of a similar structure: the initially known and
required parameters; a solution can be designed to automatically search for
the set of web services that satisfy the request, under certain constraints.
We first propose two efficient algorithms that solve the problem of the
automatic composition of the web services as it was formulated in the
competitions organized in 2005 and 2008 and a test generator, creating
cases where much longer compositions are necessary. Further, we design
two new models to match service’s parameters, extending the semantic
expressiveness of the 2008 challenge. We also adhere to modern service
description languages like OpenAPI and especially schema.org. Algorithms
for the new models can solve instances of significant size, though the
computational complexity is increased. Also, we define the dynamic or
online version of the composition problem. In this regard, we consider
that web services and compositions requests can be added and removed
in real-time, and the system must handle such operations on the fly. This
follows a practical perspective considering that it is necessary to maintain
the workflows for users who actively run the compositions over time.
Thesis contributions fall under a few categories: algorithms and optimizations for existing models, the design of new semantic matching models
and the dynamic composition problem.

v

Contents

1 Introduction
1.1 Automatic Web Service Composition .
1.2 State of the Art in Service Composition
1.3 Thesis Overview . . . . . . . . . . . .
1.4 List of Publications . . . . . . . . . . .
2 Service Composition Models
2.1 Parameter Matching by Name
2.2 Hierarchical Parameter Types
2.3 Relational Parameters Model .
2.4 Object-Oriented Model . . . .
2.5 Online Composition Problem

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.
.

11
. . . . . 11
. . . . 12
. . . . 14
. . . . . 17
. . . . 19

3 Complexity of Composition Models
3.1 Upper Bounds - Overview . . . . . . . . . . . . . . . .
3.1.1 Name Matching Model . . . . . . . . . . . . . .
3.1.2 Hierarchical Model . . . . . . . . . . . . . . . .
3.1.3 Relational Model . . . . . . . . . . . . . . . . .
3.1.4 Object-Oriented Model . . . . . . . . . . . . . .
3.1.5 Online Problem Operations . . . . . . . . . . .
3.2 Lower Bounds . . . . . . . . . . . . . . . . . . . . . . .
3.2.1 Shortest Composition is NP-Hard . . . . . . . .
3.2.2 Relational Parameter Matching is NP-Complete
3.3 Algorithms and Performance . . . . . . . . . . . . . . .
3.3.1 Name Matching Algorithm . . . . . . . . . . . .
3.3.2 Hierarchical Algorithm . . . . . . . . . . . . . .
3.3.3 Relational Algorithm . . . . . . . . . . . . . . .
3.3.4 Object-Oriented Algorithm . . . . . . . . . . . .
3.3.5 Online Composition Algorithm . . . . . . . . .
3.3.6 Failover Algorithm . . . . . . . . . . . . . . . .
vi

.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
. .
.

3
4
6
7
8

23
. 23
. 24
. 24
. 25
. 26
. 26
. . 27
. . 27
. 28
. 29
. 29
. 33
. 33
. 35
. . 37
. 38

4 Applications
4.1 Composition In Software Development . . . . .
4.1.1 Yahoo! Pipes . . . . . . . . . . . . . . .
4.1.2 The Altova Software . . . . . . . . . . .
4.2 Natural Language Processing Services . . . . .
4.2.1 NLP-Services Composition Systems . . .
4.3 Design Document of a Composition Framework
4.3.1 Functionalities and API Description . . .
4.3.2 Open Questions . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

43
. 43
. 44
. 44
. 46
. . 47
. 48
. 49
. . 51

5 Conclusion
5.1 Contributions . . . . . . . . . . . . . . . . . . . . . . . . .
5.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . .

53
53
54

Selected bibliography

57

Contents

1

Introduction
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Web Service Composition is an area in Computer Science and Software
Development which enables the use of multiple services in an aggregated
manner, to reach a functionality of a wider range. It is gaining popularity
in recent years as it is part of the emerging Service-Oriented Architecture
[PL03] software architecture style.
The core element is the Web Service. A Web Service is a standardized functionality and a method of communication between entities in a network.
Some of these entities are service developers, exposing the services interface and functionalities, and the other consumers that use them by calling
the services. Principally, services have a precise and narrow functionality.
Further, the domain considers that a large number of services are already
known. They constitute the service repository. There is also interest in
a new functionality, usually more complex and described by a similar
definition. Most often there is no single service satisfying the required
functionality; but there may be several services from the repository that
together can reach the requirement. Web Service Composition refers to
finding those services.
Specifically, automation is the key idea behind our research. The goal is
to find such a composition programmatically, without human intervention.
Automation is motivated by several factors: the repositories of services
can be very large, and it is cheaper and faster than manual composition.
But automation of the process brings two new difficulties: the need of a
model, i.e. a set of formal rules, guiding the construction of the workflow
of services; and second, the algorithm to build the composition. The two
are clearly separated in the thesis by two main parts: Chapter 2 Models,
and Chapter 3 Complexity.
3

Finally, as any research domain, our automated composition should be
applied in practice. As an example of knowledge representation and
reasoning it requires modeling and some design decisions. To apply them
in practice makes it possible to receive and consider feedback of the
industry, that should validate the feasibility. There are also specialized
domains where composition needs to be adapted, like Natural Language
Processing. All of these are part of Applications, (Chapter 4).

1.1 Automatic Web Service Composition
Suppose we knowing the definitions of a set of services, and the request
for some new functionality. For automation some parameter matching
rules are needed, defining how parameters are transfered between services.
A satisfying composition is a list of services from the repository, which,
starting from the information given in the request, reaches the required
information respecting all matching rules. In the simplest form, services
are defined only by a set of input and a set of output parameters. Services
can be called or invoked if all their input parameters are known and all
the output parameters are learned. Learned parameters ca be used further
as inputs of other services, based on the matching model which can be
arbitrary complex. For example, it can include: parameter concept definitions, subsumption between these concepts, other semantic properties,
quality of service metrics, service state and others.
In the simplest form, each parameter is defined by a concept from a simple
set of concepts or types; specified by names. One output parameter of
a service can be matched with the input of another service if they have
the same name. The goal is to add to this set, i.e. learn, all the required
parameters of the request. If successful, the result consists of the services
called and the order is relevant.
Throughout the thesis, services will remain stateless, meaning that they
do not alter their state or any external state. This type of services is also
referred to as information-providing services, like in [ZLC12], highlighting
4
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that services just produce new information based on previously known
information.
Web Services Challenges
By Web Services Challenges, or composition challenges or competitions; we
refer to the series of the competitions organized to centralize, and evaluate
different automatic composition algorithms. The competition had six
editions [BWB10], between 2005 and 2010, organized as part of several
related conferences. The competitions take a big part of the motivation for
the thesis domain, as our first research papers propose new algorithms for
the competition’s editions of 2005 and 2008.
Further, two other papers closely related to the challenges, lead to our
first contributions. The first is [Zou+14] which reduces the composition
model of the 2005 edition to Artificial Intelligence Planning instances,
solved by Fast-Forward planner [Hof01]. After the implementation of the
first algorithm, the next natural step was to adapt the algorithm to more
recent versions of the challenges, in particular the 2008 edition. Similarly, we compared the solution with post-challenge results, particularly
to [RMML11]. The algorithms developed for these two versions of the
problems were used as a basis for other algorithms in the thesis, which
solve newly proposed models of composition.
The first 2005 edition [BTW05] of the challenge series, EEE-05 Web Services
Challenge, defines the composition problem and the parameter matching
model. It also provides benchmarks and the final evaluation criteria. The
parameter matching model used is the simple name matching described
in Section 2.1. The second edition from 2006 [Bla+06] is the first step
to introduce semantics to parameter description, through a simple hierarchy of concepts. The 2007 edition [Bla+07] adds modern semantic web
standards for parameter description: the Web Ontology Language - OWL
[MVH+04], and also introduces parallel execution of services. The 2008
edition [Ban+08] on which we have our second contribution, uses modern
1.1

Automatic Web Service Composition

5

web standards like SOAP for message transmission and WS-BPEL to represent workflows. The 2009 is the first to include non-functional properties:
Quality of Service - QoS. The series ends with the 2010 edition [BWB10],
which extends the QoS metrics to both response time and throughput.

1.2 State of the Art in Service Composition
First research papers on Automatic Web Service Composition appeared
around the year 2000. In the following period, there is a stagnation. There
are several possible reasons for this. First of all, the research domain may
have reached a satisfying maturity level. However, in practice, applications
using effectively automatic composition are still limited, even if there is
interest in applying automatic composition in practice. Secondly, the right
balance between semantic expressibility and ease of use is hard to find.
Much of the research proposals are not adopted in practice as they make
service definitions too complex for developers. Computational complexity
also contributes to this, as the number of services can be too large to
allow fast computation of compositions. Finally, even the end of the web
services challenge series in 2010 can be another factor. The contributions
of the thesis provide some steps to mitigate the all alleged reasons for this
trend.
The evolution of the automated composition as a research domain and
the latest advances are presented in several survey papers, like [VKK16],
[Syu+12], or the early but popular [RS04]. Overcoming its incipient
phase, the service composition advanced consistently with the semantic
web ideas, models and standards. The need for integration and heterogeneity is obvious, and the first languages and technologies to be included in
compositions studies were WSLD1 [Chr+01] for service definition, UDDI2
[Ste00], [KP08] for service description, discovery and managing repositories, SOAP3 for message exchange. The compositions as workflows are
1 WSDL

– https://www.w3.org/TR/wsdl.html
– http://uddi.xml.org/specification
3 SOAP – https://www.w3.org/TR/soap/
2 UDDI

6
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described using BPEL4WS [Cha+04], used as well in the services challenge.
More recently, other aspects are taken into consideration, like Quality of
Service, occasionally modeled with the WSLA language [Lud+03], and
also the recent paradigms of Internet of Things [Bak+17]. Most recent of
all, Micro-Services provide a favorable context for automatic composition.
Another modern approach, many publications propose composition for
RESTful services [RR08], including the OpenAPI specification4 [KK16] and
our paper [Net+19] falls in this category. Therefore, the automatic service
composition domain is always adapting to many technology trends in the
web, or service-oriented computing in general.
As a computational problem, solutions for automatic service composition
use various algorithmic techniques. Some transform composition instances
to artificial intelligence planning instances or Answer Set Programming
[Rai05]. Other solutions use various heuristics to build the compositions
directly, based on evolutionary algorithms [JGB15], others on (hyper)
graph search algorithms [RMML11].

1.3 Thesis Overview
The Models Chapter 2 focuses on the design-level difficulties in automatic
service composition. Similarly to other chapters, it addresses the parameter
matching models in this order: initial name-matching, hierarchical, the
proposed relational and object-oriented models and finally the higher-level
of dynamic or online problem version. These sections are the generic
problem statements.
The Complexity Chapter 3 discusses the upper bound measure of the
problems associated to each model on a short description of proposed
algorithms. The next, lower bounds section presents two complexity proofs.
The third section presents implemented algorithms with more details, and
the results on various benchmarks: run-times, composition sizes, and other.
4 OpenAPI

– https://swagger.io/specification/

1.3 Thesis Overview
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We refer to this as the empirical evaluation of the algorithms to emphasize
its experimental nature, relative to the previous asymptotic computational
complexity analysis. Another important contribution in this section are the
four test generators.
Applications Chapter 4 connects our research to the real-world and to
the software industry. Natural Language Processing (NLP in the following)
specific applications are presented in the following. The last section,
provides the design of a composition framework.
The Conclusion Chapter 5 highlights the contributions of the thesis and
provides future work directions.

1.4 List of Publications
The thesis is based on the following papers.
• Dan Cristea, Daniela Gîfu, Mihaela Colhon, Paul Diac, Anca-Diana
Bibiri, Cătălina Mărănduc, and Liviu-Andrei Scutelnicu. „Quo Vadis:
A Corpus of Entities and Relations“. In: Language Production, Cognition, and the Lexicon. Springer, 2015, pp. 505–543
• Paul Diac. „Engineering Polynomial-Time Solutions for Automatic
Web Service Composition“. In: International Conference on KnowledgeBased and Intelligent Information and Engineering Systems (KES).
vol. 112. Elsevier, 2017, pp. 643–652
• Paul Diac. „WARP: Efficient Automatic Web Service Composition“. In:
19th International Symposium on Symbolic and Numeric Algorithms
for Scientific Computing (SYNASC). IEEE. 2017, pp. 284–285
• Liana Ţucăr and Paul Diac. „Semantic Web Service Composition
Based on Graph Search“. In: International Conference on KnowledgeBased and Intelligent Information and Engineering Systems (KES).
vol. 126. Elsevier, 2018, pp. 116–125
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• Paul Diac, Liana Ţucăr, and Andrei Netedu. „Relational Model for
Parameter Description in Automatic Semantic Web Service Composition“. In: International Conference on Knowledge-Based and Intelligent
Information and Engineering Systems (KES). Elsevier, 2019
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Composition Formalism with Relational Parameters“. In: Working
Formal Methods Symposium (FROM). 2019
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Software Technologies (ICSOFT). 2019
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• Anca-Diana Bibiri, Mihaela Colhon, Paul Diac, and Dan Cristea.
„Statistics Over a Corpus of Semantic Links – Quo Vadis“. In: Linguistic Resources And Tools For Processing The Romanian Language (LREC).
2014, p. 33
• Paul Diac, Mihaela Colhon, and Cătălina Mărănduc. „Relationships
and Sentiment Analysis of Fictional or Real Characters“. In: International Conference on Computational Linguistics and Intelligent Text
Processing (CICLing). 2018
• Cosmin Pascaru and Paul Diac. „Vehicle Routing and Scheduling for
Regular Mobile Healthcare Services“. In: IEEE 30th International
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Conference on Tools with Artificial Intelligence (ICTAI). IEEE. 2018,
pp. 480–487
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Processing for Anomaly Detection on Numerical Data Streams“. In:
11th ACM International Conference on Distributed and Event-based
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Service Composition
Models

2

In addition to the elements used for describing services and initial and
goal states; the parameter matching model is required for automation.
The validity of a composition of services is conditioned by the parameter
matching constraints.
Our initial work was focused on solving some known composition models.
In time, it became clear that these models had limited expressivity and
the semantics was only partially introduced. This motivated us for the
proposal of two new models described in Section 2.2 and Section 2.4. Both
of them define elements that allow service parameters to relate to each
other.
Finally and from a practical perspective, the use-case of solving a single
composition request given a static repository of services is unrealistic. For
this, we define the dynamic version of the problem, described in Section
2.5, that is included as a model as it can be seen as a particular case of the
stateful composition.

2.1 Parameter Matching by Name
The following definitions provide a formal description of the name matching model.
Definition 2.1.1. Parameter. A parameter is, in the simplest form, an
element of the set of all parameters, that we write as P.
Definition 2.1.2. Web Service. A Web Service is defined by a pair (I, O)
of input and output parameter sets (I, O ⊂ P).
11

If ws is a web service, then we write its input as ws.I and output as ws.O.
The set of all services or repository, is R.
Definition 2.1.3. Request. A user request is defined by two sets of parameters: the initially known parameters and the required parameters.

It is convenient to use the structure of web services requests as well, so
for a request req we write the initially known parameters as req.I and the
goal parameters as req.O.
Definition 2.1.4. Parameter Matching. If P is a set of parameters and
ws a web service, we say that the set P matches the web service ws if
ws.I ⊆ P . We also define P ⊕ ws = P ∪ ws.O as the addition of ws.O to
P under the constraint of P matching ws.
Definition 2.1.5. Chained Matching. If P is a set of parameters and
hws1 , ws2 , ...wsk i is an ordered list of web services, we say that P ⊕ ws1 ⊕
ws2 ⊕ ... ⊕ wsk is a chain of matching services over the set P if:
ws1 .I ⊆ P, and
wsi .I ⊆

P∪

 i−1
[

wsj .O



!
,

∀

i = 2..k

j=1

Definition 2.1.6. Service Composition Problem. Given a repository of
web services R and a user request req = (req.I, req.O), find an ordered
list of web services hreq.I, ws1 , ws2 , ...wsk , (req.O, ∅)i with wsi ∈ R, ∀ i =
1...k; matching the parameter set req.I.

2.2 Hierarchical Parameter Types
It is clear that name matching model from Section 2.1, used for the first
version of automatic composition, enables only little of what is involved
in manual matching or passing parameters between services. Frequently
12
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the information contained within a parameter can be used in more than
one way. More precisely, that information can play different roles and
parameter names usually express local interpretations.
A more expressive parameter model, uses a hierarchy of concepts, or a
taxonomy, to define service parameters. We will use the model of hierarchical parameters types as defined in the 2008 edition [Ban+08] of the
composition challenge.
Definition 2.2.1. Taxonomy. The taxonomy is composed of a set of concepts C, a set of instances I, the subTypeOf relation between concepts:
subTypeOf ⊆ C × C, and a function parent that for any instance returns
the (most specific) concept that the instance belongs to, parent : I → C.

For two concepts c1 and c2 we can write c1 is a subtype of c2 as: subTypeOf(c1 ,
c2 ) or c1 subTypeOf c2 ; and if instance i is of type c then: parent(i) = c.
Definition 2.2.2. Parameter. A parameter is an element from the set of
instances I.
Definition 2.2.3. Web Service. A Web Service is, as in Definition 2.1.2, a
pair (I, O) of input and output parameter sets, elements of the I set.


Definition 2.2.4. subsumes ⊆ I × I is a helper relation (or notation)
defined over pairs of instances of the taxonomy.

subsumes(i1 , i2 ) ⇐⇒ i1 = i2 or subTypeOf parent(i1 ), parent(i2 )



Definition 2.2.5. subsumesSet ⊆ P(I) × P(I) is another helper relation
(or notation) defined over pairs of sets of instances of the taxonomy. P(I)
is the set of all subsets of I.
subsumesSet(P1 , P2 ) ⇐⇒ ∀ i2 ∈ P2 , ∃ i1 ∈ P1 such that subsumes(i1 , i2 )
2.2

Hierarchical Parameter Types
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Definition 2.2.6. Parameter Matching. If P is a set of parameters (instances of the taxonomy) and ws a web service, we say that the set P
matches the web service ws if and only if subsumesSet(P, ws.O).
We also define P ⊕ ws as the addition or the learning of ws’s output as:
P∪

n

i ∈ I | ∃ io ∈ ws.O such that subsumes (io , i)

o

With these notations the chained matching and the composition problem
are defined as in the previous model.

2.3 Relational Parameters Model
Parameters passing between services can be based on the following kind of
relations: partOf, sameAs, relatedTo, about, and others. A classic example
in service composition papers reveals exactly such a problem: latitude
and longitude can define together as parameters an exact position on the
map, but it is not possible to express that it is essential that both refer
the same position. If multiple services use these terms, it can be easy to
automatically mix them in a wrong way, by using, for example, the latitude
from the output of a service and the longitude from another.
As in general ontologies in the Semantic Web, relations between concepts
should be freely expressed and this is what we propose for Automatic Service Composition as well. Therefore, we introduce a new model to express
different types of relations. Web Services themselves can define restrictions on the input/output parameters. Relations on output parameters are
added if the service is added to the composition. This leads to a different,
and more natural distinction between concepts and instances, or objects.
In this model, we refer to instances or objects as the elements passed or
matched between services in the context of a workflow under construction.
Another benefit, that is also natural in manual composition, is that we can
have multiple instances of the same concept or type, differentiated by their
relations to other objects or their provenance.
14
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Definition 2.3.1. Concept. A concept c, identified by a conceptName is
an element of the given set of concepts C. Concepts are arranged in a
hierarchy.
Definition 2.3.2. Object. An object, or an instance, is a pair of an id and
a type. The set of all objects is written as O = {o = hid, typei}. The id is
a unique identifier generated at object creation. The type of objects are
concepts: type ∈ C. Intuitively, objects exist in the dynamic context of a
set of services that have been called. So, they are instances of Concepts, for
which we know how and when they were produced and how they were
used in the workflow.
Definition 2.3.3. Relation. A relation r is a triple consisting of the name
as a unique identifier, relation properties, and the set of pairs of objects
that are in that relation.

R = h name, prop, objects i prop ⊆ {transitivity, symmetry}
and objects ⊆ O 2
Relation properties.
Symmetric relations r are not oriented from the first object to the second,
nor vice-versa, i.e. if (o1 , o2 ) ∈ r.objects then (o2 , o1 ) ∈ r.objects as well.
Transitivity implies that if (o1 , o2 ) ∈ r.objects and (o2 , o3 ) ∈ r.objects, then
(o1 , o3 ) ∈ r.objects. An example of a transitive relation is subTypeOf.
Definition 2.3.4. The knowledge K is a dynamic structure consisting of
objects and relations between these objects. K = h O, R i.
Definition 2.3.5. Web Services are tuples ws = hname, I, O, relationsi
where relations specify preconditions and postconditions (effects) over
objects matched to the inputs and outputs; inspired by the planning domain
[McD+98]. Relations between inputs are preconditions, and relations
between outputs are generated after the call. Relations between input and
output parameters are also effects.

ws.relations = h name, parameters i name ∈ names f rom R
and parameters ⊆ (ws.I ∪ ws.O)2
2.3

Relational Parameters Model
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Definition 2.3.6. Inference Rules are tuples of the from:
rule = hname, parameters, preconditions, effectsi where parameters are
untyped identifiers with local visibility (within the rule), and preconditions
and effects are relations defined over the parameters:
rule.preconditions, rule.effects ⊆

D [

rel.name, rule.parameters 2

E

rel ∈ R

preconditions are separated from effects here, because in rules, unlike in
services there are no output parameters. Rules only produce relations,
more exactly just add pairs of objects to existing relations. Rules apply
automatically and with no cost. We can write properties such as transitivity
and symmetry using rules. For example, the following rules expresses that
eq relation is symmetric and that gr relation is transitive.

grtrans.

(effects)
D(parameters)
n
o n (preconditions) o n
oE
(rule name)
eqsymmetric =
X, Y , heq, {(X, Y )}i , heq, {(Y, X)}i
Dn
o n
o n
oE
=
X, Y, Z , hgr, {(X, Y )}i, hgr, {(Y, Z)}i , hgr, {(X, Z)}i

Definition 2.3.7. The Ontology G consists of: the concepts, relations and
inference rules. G = h C, R, I i.
Definition 2.3.8. Parameter Matching. In the ontology G = h C, R, I i, a
web service ws matches (or is "callable" in) a knowledge state K = h O, R i,
iff:
∃ f unction f : ws.I → O such that : (1)

∀ i ∈ ws.I, f (i).type, i.type ∈ subtypeOf and (2)
∀ j ∈ ws.I and ∀ rws ∈ ws.relations, with (i, j) ∈ rws .parameters (3)

∃ robj ∈ R : robj .name = rws .name and f (i), f (j) ∈ robj .obj. (4)
In (1), the matching function f associates any input of the service to one
of the objects in the knowledge, that, as specified in (2) can be of any
more specialized type than the input type. This association has to respect
the service’s preconditions: (3) any other input parameter j that is in any
precondition-relation rws with i has to be associated with an object from
16
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the knowledge f(j) that is in a relation with the same name (identifier)
with f(i) at the knowledge level.
We skip other similar definitions of the relational model, such as parameter
learning, chained matching, and the result ⊕ of a chain matching.
Definition 2.3.9. Request. The user request structure is similar to a web
service: input specifies what the user initially knows, that are objects with
types and known relations between them, and the output is the user’s
required objects with required relations between them.
Relational Model WSC Problem. Given an ontology defining: concepts
and their hierarchy, relations with properties and inference rules, a repository
of services, and a user request, all defined over the ontology; find an
ordered list of services that are validly callable, that solves the user request,
starting with the initial information.

2.4 Object-Oriented Model
The motivation for designing this model is to integrate modern Web Service
definition standards into our composition methods, such as the OpenAPI
standard and the schema.org [GBM16] data model 1 . Schema.org is a
popular ontology, created as a community initiative to structure data on
the Internet.
Service parameters are defined over a set of concepts, first organized by
using the isA or subsumes relation, equivalent to subTypeOf. It is the
inheritance as in object-oriented programming.
The new elements are concept properties. These are similar with members
of classes in object-oriented programming, hence the name of our model:
object-oriented. Any concept has a set of properties, possibly empty.
1 Schema.org

Data Model – https://meta.schema.org/docs/datamodel.html

2.4 Object-Oriented Model
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Each property p is a pair hname, typei. The name is just an identifier of
the property. The type of a property is a concept also from the same set of
concepts C and is also called the range of the property in schema.org.
Properties are inherited: if ca isA cb and cb has some property hnamex , typex i
then ca also has the property hnamex , typex i. For example, if an apple is a
fruit, and fruit has property hhasColor, Colori stating that fruit instances
have a color, then apples must have a color as well.
A partially defined concept is a pair (c, propSet), where c is a concept from
C and propSet is a subset of the properties that c has defined directly
or through inheritance from more generic concepts. At some stage of a
workflow, a partially defined concept describes what is currently known
about a concept.
A Web Service w is defined by a pair of input and output parameters: (win ,
wout ). Both are sets of partially defined concepts. To be able to validly
call a service all input parameters in win must be known together with
their specified required properties. After calling the service all output
parameters wout will be learned with the properties specified at output.
Parameter matching. Let P be a set of partially defined concepts, and
suppose w = (win , wout ) is a Web service. The set P matches service w
(or, equivalently, w is callable if P is known) iff: for any partially defined
concept pdc = (c, propSet) ∈ win , ∃ p = (cspec , propSuperSet) ∈ P such
that cspec isA c and propSet ⊆ propSuperSet.
After a call to a service, all its output parameters are selected, and for each
concept together with its selected properties (c, propSet) in wout , propSet is
added to c, c0 s parent in the concepts tree or the ascendants until we reach
the first node that gains no new information, or the root. More precisely,
for each p in propSet we add p to our knowledge base for c, for the parent
of c, and so on until p is no longer defined for the node we reached.
18
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Web Service Composition problem. Given an ontology having a set of
concepts C and a repository of web services W = (w1 , w2 , . . . , wn ), and
two sets of partially defined concepts Init and Goal, all defined over C,
find a chain of matching services (wc1 , wc2 , . . . wck ) such that (∅,Init) ⊕
wc1 ⊕ wc2 ⊕ · · · ⊕ wck ⊕ (Goal, ∅).

2.5 Online Composition Problem
The term online problem is used to refer to problems that process input
data continuously, therefore processing queries that can either update some
state or request some information about that state. Web services provide
some functionality and their registration, updates, downtime, and eventual decommissioning; are dynamic events that can occur unexpectedly.
Systems developed on top of services need to prepare for these events, and
this is relevant for automatic composition as well.
The model definition below is presented with more details in [DO19],
which proposes a failover mechanism for service composition.
In the Online Service Composition, we consider three types of actors: the
service providers, the users requesting for compositions, and the composition generator. Usually generating the composition is a static method
applied only once, generating the composition and returning it to the user.
But in real-world tough, most often, we expect that the user would run the
resulting composition for a continuous period of time, over which the services should remain available. Also, we can imagine that service providers
can shut down services, or similarly, they can add services to registries, or
update the service interfaces. All of these are actually frequently met in
practice. Figure 2.1 displays this general scenario.

2.5
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Figure 2.1: Actors involved in the Online Web Service Composition problem.
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Operations. For simplicity, we will use the initial, simplest parameter
matching by name with its definitions of parameters, services, and composition request.
Online Web Service Composition Problem. A solution for the online version of the problem has to dynamically resolve the series of operations:

• registerService(wsi ) - a service developed adds a service to the registry.
Ideally, such an operation can modify existing compositions as well,
that were found at an earlier time. For example, if considering wsi
would make some compositions shorter, or if some compositions
requests were unsolvable and became solvable.
• removeService(wsi ) - a service developer stops providing a service.
At least, all compositions that basted on wsi need to be re-computed
(their solutions can increase in length or they can become unsolvable).
• detectServiceDown(wsi ) - the internal service monitor detects that a
service broke. In this case, the composition engine can only implement the same strategy as for the removeService(wsi ) above, eventually notifying the service developer as well. If more elaborate
20
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QoS metrics are considered, the service monitor would detect such
situations as well.
• findComposition(qx ) - a service consumers requests for a new composition. On top of providing a solution if it exists, the composition
manager has to store the request, response, and the client internally,
to be able to notify the respective user when relevant services become
inaccessible and to provide alternate compositions.
• dropCompositionRequest(qx ) - as compositions are maintained, the
users requesting compositions can also notify if some composition
request is no longer used.
In this chapter, we proposed several composition problem models and in
the next chapter, we will propose solutions and algorithms for each of
them.

2.5

Online Composition Problem
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This chapter provides a detailed analysis of the computational complexity
of various versions and operations of the automatic composition problem.
It also presents statistics about the optimization problem, in which the
number of services used is reduced, which can be seen as an approximation
for the running time or cost. Algorithms are first presented as proofs of the
upper bound measure of complexity, and in Section 3.3 they are evaluated
relative to the solutions that won in the challenges organized in 2005
and 2008. Algorithms solving the newly proposed models are evaluated
on benchmarks artificially created for these models; for which we also
describe how generators simulate all functionality.

In the following, we avoid the detailed description of algorithms and focus
on the theoretical complexity of the underlying problems: Section 3.1 for
the upper bound measure of complexity, where a short description of the
algorithms is provided; and Section 3.2 for the more theoretical lower
bound.

3.1 Upper Bounds - Overview
Generally, the upper bound is a measure of the computational complexity
of problems, that is the complexity of the fastest known algorithm that
solves the given problem. We will analyze the run-time complexity of the
best-performing algorithms (generally, i.e. the overall performance), that
we propose in Section 3.3.
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3.1.1 Name Matching Model
The Algorithm 1 maintains a set of known parameters that gradually increases; and for each web service, a set of remaining required input
parameters that are yet unknown. Once such a set becomes empty, the
service is marked as available to be called, i.e. callable. The next service to
call can be chosen without any criteria, or as in Algorithm 1, guided by a
heuristic score that estimates the usefulness of services. In our implementation, including this score was done with almost no drawback to efficiency.
Shortly, the algorithm is similar to a breadth-first traversal of a graph with
services as nodes and accessibility guided by input requirements. In BFS,
one node can be selected when it is neighbor of a node visited already;
like a service that can be called if all its inputs are known.
Following the notations in Section 2.1: if |R| = the size of the repository, or
the number of services; and P = the total number of parameters, i.e. the
sum of the number of parameters of each service, both input, and output,
we were able to design an algorithm of O(|R| + P ) run-time complexity. If
we try to reduce the composition size, in a way that proved very effective
on benchmarks, the complexity is increased only to O(|R| · log|R| + P ),
because of a priority queue operation. The first linear complexity is clearly
optimal, as it is the problem input size.

3.1.2 Hierarchical Model
The main contribution of the paper [ŢD18] is proving that the hierarchical
model, at least as introduced in the 2008 challenge, does not increase
the computational complexity. This was done by a pre-processing phase.
Shortly, a Euler-Tour traversal of the hierarchy helps to reduce the execution time of finding sub/super-concept relations to O(1).
Another metric introduced by the 2008 challenge is the execution path, that
counts the number of levels that a composition includes, where at a level
multiple services are executed in parallel. Finding the composition with
24
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optimum execution path is solvable in polynomial-time, and our proposed
Algorithm 3.3.2 computes such a composition.
The overall complexity of the implemented algorithm, following the notations in Section 2.2 is O(|C| + |R| · log|R| + P ) if we ignore the optional
reduction phase; where |C| is the number of concepts, R the repository
and, again, P the total number of parameters of services.

3.1.3 Relational Model
A consequence of adding binary relations over the set of parameters in the
model is the fact that now parameters with the same name can potentially
appear in different relational contexts, thus adding the need to distinguish
between instances of the same concept. This has an important effect on
the complexity as well. The problem becomes NP-Complete even for a
single service parameter match; as it will be shown later. But considering
that there are multiple instances of a concept, the problem is even harder
- as the number of generated instances is theoretically unlimited. In this
case, it may be impossible to say that an instance has a solution or not, for
specific problem instances. In practice, this issue was solved by limiting
the number of instances of the same concept, according to their relational
context.
The high-level description of the algorithm is broadly similar to previous
algorithms solving the first two versions of composition models. It starts
with the initially known knowledge state and at each step in a loop tries to
call a service with a new parameter match - a new set of concept instances
matched to inputs. The state contains the instances known of each concept
type, with associated relations to other instances. The knowledge is now
similar to a labeled directed graph unlike before where it was a simple
set. To match parameters to a given service, and backtracking procedure
is implemented. The procedure adds any instance matching the concepts
of each input parameter at a time and checks the matching relations
with parameters and instances already matched. To match a web service
3.1

Upper Bounds - Overview

25

ws to a knowledge state K = hO, Ri it takes a worst-case run-time of
O(|O||ws.I| · |ws.I|2 ) since all possible objects can be matched on any
input parameter, and verifying relations can take O(|ws.I|2 ). Obviously,
in practice, this runs much faster because the relations are verified at
each level and large portions of the execution tree are pruned. Also, type
matches are checked as well: candidate instances matched to parameters
must be sub-types of the type of the parameter. More details about the
theoretical complexity of the relational model are less important, other
than that the run time is exponential.

3.1.4 Object-Oriented Model
The nice surprise about the Object-Oriented model was that it kept the
polynomial complexity upper bound, even if no compromise was intended
in this regard. The proposed algorithm (which will be detailed in Section
P
3.3.4) has a run time complexity of O
{number of properties of c |

P
c ∈ C} + {|ws.I| + |ws.O| ws ∈ R} , i.e. linear in the input size,
if the composition length is not minimized, like in our implementation.
The conclusion is that the complexity is not increased, more than the
resolution of the knowledge state is increased: from single concepts to
concept properties.

3.1.5 Online Problem Operations
The Online version of the Composition Problem defines new operations,
other than the traditional and single findComposition operation. The complexity of finding the first composition for a query is the same, O(|R| + P ),
but once the composition is returned to the user, a background thread
searches for backups for the composition. If the composition length is
L, then at most 2·L new composition queries are processed. Therefore
the backups search can take O(|R| · (|R| + P )) but the execution is asynchronous. Creating the known and required parameters for these queries
is implemented efficiently, in amortized linear complexity.
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Once a web service breaks, the complexity of switching to backup composition - if existent - is also implemented efficiently, in O(U ), where U is the
number of compositions using that service. Of course, a new search for
backups is initiated in the background - that searches for backups for the
new active composition, which was a backup itself previously.

3.2 Lower Bounds
From the perspective of problem complexity, upper bounds provide measures of how efficient or fast can particular models be solved. The opposite
measure of problem complexity is usually referred to as lower bound. Our
analysis is mainly proves that some (sub)problems are NP-Complete.

3.2.1 Shortest Composition is NP-Hard
Set Cover Problem: For a universe (set of elements) U = {1, 2, ...n}; and
a collection S of m sets whose union equals the universe, find the smallest
set of sets from S which covers the universe: their union is U . The decision
problem associated to Set Cover is one of the Karp’s 21 NP-Complete
problems, shown to be NP-Complete in 1972.
Set Cover reduction to Web Service Composition (the version where the
shortest composition is required, namely Min-WSC). As exemplified in
Figure 3.1, each set Si is transformed into a web service wsi with empty
input and a parameter at the output for each element from the set, with a
corresponding name. The user request also has an empty set as the set of
initially known parameters and requires finding all parameters with names
from the elements of the universe. The reduction is linear so an algorithm
that would guarantee the shortest composition in linear time, would also
resolve the Set Cover in polynomial-time, which is possible only if P =
NP.
Therefore,
finding the shortest composition is NP-Hard on the simple name
matching model. This extends to most of our other models: for the
optimization problem when the shortest composition is required.
3.2
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Figure 3.1: Example transformation of a SetCover instance to a Min-WSC instance. Shortest composition yields the smallest cover set.
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3.2.2 Relational Parameter Matching is NP-Complete

To verify if a match exists in the relational model, implies assigning known
instances to each parameter, such that all relations in the service definition
are satisfied i.e. matched. This is a particular case of labeled subgraph
isomorphism. Subgraph isomorphism is NP-Complete [Cor+04]. The
instance-to-parameter matching problem is more general because: (1) the
relations are directed edges, and (2) an instance and parameters are typed,
with types organized in the hierarchy of concepts, with the polymorphism
implications. To prove that NP-Complete complexity holds, (2) is not
an issue because: a dummy hierarchy of a single node/concept simulates
the non-hierarchical model. Similarly (1), the directed relations, are a
generalization of the un-directed edges in graphs, as they can simply
be replaced by two edges covering both directions, with the same label.
Therefore, the problem of verifying just if a Web Service can be validly
called in a knowledge state is NP-Complete. The general composition
problem is obviously at least as hard since it requires applying the match at
any stage of the composition, and moreover properly choosing the service
to match as well.
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3.3 Algorithms and Performance
The first two stages of our research are the implementations of efficient
algorithms aiming to provide the best performing solutions to the 2005
[BTW05] and 2008 [Ban+08] challenges. These are presented in detail in
papers [Dia17a] and [ŢD18] and both scored the highest relative to the
solutions present at the challenges years before, on challenges benchmarks
and with the challenges scoring system.

3.3.1 Name Matching Algorithm
The algorithm makes valid calls to available services from the repository
until the goal is reached: all the user required parameters are found. To
implement this efficiently, a set of known parameters K is maintained
that is first initialized with the user’s initially known parameters. We
define an accessible service, a service from the repository that has all input
parameters included in the currently known parameters. The algorithm
chooses a new accessible service repeatability, while it is possible, or the
user request is already satisfied. The output of the chosen service is added
to K and the process continues. If at any point all goal parameters are
completely included in the known parameter set, the search stops since
a satisfying composition is found already. The search also stops if there
are no accessible services and in this case, the problem instance has no
solution.
Shortening Compositions. Adding a computationally-simple method for
reducing the composition size had very good results in this regard.
Each distinct parameter and Web Service is associated with a positive
floating-point score that approximates the expected benefit of finding that
parameter or calling that Web Service. First, the scores are calculated for
all parameters and services. Then the composition algorithm follows as
described with the only difference that when one service is chosen from
3.3 Algorithms and Performance
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Algorithm 1 Composition Search on Name Match model.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

function F IND C OMPOSITION(R, i, g)
sol ← empty list // (of nodes)
K ← i.O // set of known parameters
ni ← newAccessibleService(R, sol, K)
while ni 6= N U LL do
sol.add(ni)
K ← K ∪ ni.O
if (g.I ⊆ K) then
return sol // and exit
ni ← newAccessibleService(R, sol, K)
return NULL

12: function NEWA CCESSIBLE S ERVICE(R, sol, K)
13:
for n ∈ R do
14:
if (n.I ⊆ K) ∧ (n 6∈ sol) then return n
15:

return NULL

the currently accessible services the one with the highest score is chosen.
The set is simply replaced by a set ordered decreasingly by the score values,
and the time complexity is increased from O(1) to O(logN) if using Binary
Search Tree or Heap structures.

The score-assigning algorithm follows two key principles: I. Service score
cumulates the score of its output parameters and II. Parameter score
cumulates the scores of all services for which they are inputs.

Results on the 2005 Challenge and WS-Ben. The performance of our
solution is compared with the planning based approach described in Zou
et al [Zou+14].
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Table 3.1: Results on a selection of ICEBE’05 tests.

|R|

file name

2656

Algorithm 1

GraphPlan

Fast-Fwd

time (s)

length

time (s)

length

time (s)

length

c.-50-16

0.46

2

0.3

2

2.99

2

4156

c.-100-4

0.26

4

0.64

4

2.6

4

5356

c.-50-32

2.1

7

6.6

7

14.3

7

8356

c.-100-32

3.6

7

3.0

7

22.1

7

|R| is the number of web services in the .WSDL file or the repository size.
len column specifies the length of the provided composition in the number
of web services.
Table 3.2: Results on a selection of WSBen [Oh+06] (Scale-Free option).

|R|
300
1000
5000
10000

Algorithm 1

GraphPlan

Fast-Fwd

time (s)

length

time (s)

length

time (s)

length

0.03
0.1
0.7
1.7

9
7
8
9

0.08
0.3
2.7
3.6

9
11
13
15

0.07
1.4
4.6
error

9
6
6
?

Generating Complex Compositions
In previous tests, the solution length is relatively short, of at most 12 Web
Services.It is expected that the running time would be highly influenced
by the solution length, this is not sufficient, so we propose a new test
generator.
The generator creates a large repository of Web Services and chooses an
ordered list of distinct Web Services that is later changed to contain a
solution. It creates the user request and the sequence of services such that
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they depend on each other in that order, by changing their parameters, as
in Figure 3.2.

Figure 3.2: Inputs are based on the output of previous services in the chain.

wssol0 in

wssol0 out

wssol1 in

wssol1 out

wssol2 in
..
.

wssol2 out
..
.

wssollen in

wssollen out

wssollen+1 in

wssollen+1 out

Table 3.3: Results on generated tests. Times are expressed in seconds.
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|R|

sol.
length

pars. per
service

Algorithm 1

GraphPlan

Fast-Fwd

time

len.

time

len.

time

len.

300

100

15

0.07

50

1.5

51

3.3

50

300

100

40

0.2

95

61

98

43

95

200

150

70

0.3

141

>3 h

?

22 min

141

1000

200

50

1.6

130

39.9

133

error

?

1000

500

20

0.5

314

>3 h

?

error

?

1000

100

20

0.4

86

4.8

87

error

?
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The newly generated tests revealed much more information as seen in Table
3.3, for comparing not only our solution but even the relative behavior of
the two planners.

3.3.2 Hierarchical Algorithm
For the exact problem version of the 2008 challenge, we also implemented
a solution algorithm that was later published in paper [ŢD18]. This was
done as part of a bachelor’s thesis of the main author of the paper. The
essence of the paper, that was the bachelor’s student idea was to precompute the Euler Traversal ordering of the concept-nodes of the hierarchy.
In this manner, the sub-concept relations can be solved in O(1) run-time,
and together with appropriate data structures, it leads to an almost linear
run time complexity, relative to the problem’s input size.
The algorithm runs two processes in a loop. The first step, the construction
phase, consists of building a valid composition, attempting to use as few
services as possible. The second step, the reduction phase, removes useless
services in the current composition based on some specific criteria. The
loop ends when the second step provides no further improvement.
Hierarchy traversal: reduce run-time complexity of subsume queries
to O(1) The pre-processing phase computes the "entry time" and "exit time"
of each node of a concept in the taxonomy, performing a linearization of the
taxonomy tree. Later, this is used based on the following observation: node
b is a successor of node a iff entryT ime[a] < entryT ime[b] < exitT ime[a],
thus the reduction to O(1). The the rest of the algorithm and its evaluation
can be found in [ŢD18].

3.3.3 Relational Algorithm
The implemented solution includes some limitations to the number of
generated instances and also reduces the branches of exponential execution
if possible - for matching parameters. In this manner, we can show it
3.3 Algorithms and Performance
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applies to considerable-sized instances. The high-level of the algorithm is
inspired by previous algorithms. The solution was published in [DŢN19].
The high-level view of the main Algorithm 2 is simple: iterate all services
and verify for each if the service can be called with the current knowledge,
and do so if possible. After looping all services, the inference rules are
applied, similarly. If at any time, the user required output is satisfied with
all specified relations, the composition is complete, and it is then returned
and the algorithm ends. If in some loop, no new service or rule could
be applied, then the algorithm is blocked in the current state; thus the
instance is unsolvable.
Algorithm 2 Composition search - main loop.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:

function SEARCH C OMPOSITON(query)
CALL S ERVICE ((∅, query.in), ∅);
APPLY I NFERENCE R ULES ( );
newCall ← true;

while newCall ∧ FIND M ATCH((query.out, ∅)) = null do
newCall ← f alse;
for all service ∈ repository do
matchObjects[ ] ← FIND M ATCH(service);
if (matchObjects 6= null) then
newCall ← true;
CALL S ERVICE (service, matchObjects);
APPLY I NFERENCE R ULES ( );

if FIND M ATCH((query.out,∅)) 6= null then return called services;
. // services for which CALL S ERVICE () was invoked
. // also, useless services are dropped
else return null;

Evaluation. To evaluate the Algorithm 2, we implemented a special test
generator. The generator produces a problem instance containing the
repository, the ontology and a user query that has a high probability of
being solvable.
We evaluated its efficiency on tests generated as above, with and without
inference rules (and also, ignoring them). Results in Table 3.4 show
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Table 3.4: Results on generated tests. Headers: number of services or repository
size, composition length, number of applied rules, running time, and
composition length if rules are ignored.
repository

solution

number of
rules applied

run time
(seconds)

| solution |
(ignoring rules)

63
30
30
46

11
14
8
4

0
74
3
0

0.07
0.30
0.04
0.02

13
15
13
4

that the use of inference rules improves the composition, that becomes
shorter on two tests; and that the algorithm is efficient. The slowest run is
observed on a test-case where more rules are applied, which is expected.

3.3.4 Object-Oriented Algorithm
The proposed algorithm is a generic solution to generates a valid composition. In a simplified form, the main entities have the following structure:
c l a s s Concept { // used f o r f u l l or p a r t i a l l y d e f i n e d
S t r i n g name ; // c o n s i d e r e d as a l a b e l
Concept p a r e n t ; // t h e " i s A " r e l a t i o n
Set<P r o p e r t y> p r o p e r t i e s ; // i n c l u d e s i n h e r i t e d
}
c l a s s Property {
S t r i n g name ;
Concept t y p e ;
}
c l a s s WebService {
S t r i n g name ;
Set<Concept> in , out ; // I /O p a r a m e t e r s
}

Important global data structures are:
Set < Concept > C ; // knowledge : concepts , isA , properties
3.3
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Set < WebService > webServices ; // service repository
WebService Init , Goal ; // user ’s query
Map < Concept , Set < Property > > known ;
// partial concepts : known . get ( c ) = concept ’s known
Map < Concept , Map < Property , Set < WebService > > > required ;
// . get ( c ) . get ( p ) services with property p of C in input
Map < WebService , Map < Concept , Set < Property > > > remaining ;
// . get ( w ) . get ( c ) = properties of C necessary to call W
Set < WebService > callableServices ;
// services with all input known in the current state

After reading the problem instance, the described data structures have
to be loaded. Init and Goal can be used as web services to reduce the
implementation size, if they are initialized as above. Then, for each
parameter in service’s input, we add the corresponding concepts with their
specified properties to the indexes (maps) that efficiently get the services
that have those properties at input and the properties that remain yet
unknown but required to validly call a service.
List < WebService > findComp ( WebService Init , Goal ) {
List < WebService > composition ; // the result
callService ( Init ) ; // learn the initially known
parameters
while (!( required . get ( Goal ) . isEmpty () ||
callableServices . isEmpty () ) ) {
WebService ws = callableServices . first () ;
callableServices . remove ( ws ) ;
composition . add ( ws ) ;
callWebService ( ws ) ;
}
if ( remaining . get ( Goal ) . isEmpty () ) { return
composition ; }
} else { return null ; } // no solution
}
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The main method that searches for a valid composition satisfying user’s
query is findComp(). The result is simplified for now as an ordered list of
services. As long as the Goal service is not yet callable, but we can call
any other new service, we pick the first service from the callableServices
set. If callableServices empties before reaching the Goal, then the query is
unsolvable.
Evaluation
Table 3.5: Algorithm run-times and composition size on random instances.
ontology size

repository

run time

composition

dependencies

#classes + #props.

#services

seconds

#services

#services

10 (5 + 5)

10

0.002

3

5

20 (10 + 10)

20

0.003

4

10

50 (30 + 20)

20

0.007

12

20

20 (10 + 10)

50

0.011

6

20

Table 3.5 shows the algorithm performance. The first two columns briefly
describe the input size, by the number of concepts and properties in the
generated ontology and the total number of services in the repository.
The column composition specifies the length of the composition found by
the algorithm. The last column, dependencies, measures the length of the
composition generated by the tests generator algorithm. The dependencies
represents the length of a valid composition, hidden within the repository
and that may contain useless services, as dependency is not guaranteed.

3.3.5 Online Composition Algorithm
In the proposed definition for the online composition, there are more
operations to be resolved. The service repository is dynamic, and user
requests for composition can be added or dropped as well.
3.3 Algorithms and Performance
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The composition algorithm is built upon an adjusted breadth-first search
traversal over the set of parameters. This starts from the user known
parameters, aiming to obtain the user required parameters. A loop tries
to select the next services to call if any is available and stops when all
user required parameters are learned. To compute the alternative backup
compositions, the algorithm prepares for cases in which each (but only
one) service goes down.

3.3.6 Failover Algorithm

The first functions used in Algorithm 3 create a composition for a user
query. This integrates with computing the needed backups for failure
situations, described in Algorithm 4. The functions of the algorithms use a
series of temporary structures instantiated per query: known, required,
score, and ready.

Their exact role is explained at the beginning of the listings. The FIND C OMPOSITION () function is used to find the main, first solution for any
composition query. This makes use of LEARN PARAMS () helper function,
which has the role to maintain the known parameters set up-to-date during
the algorithm’s execution. The function FIND B ACKUP () is responsible for
computing the backup for one component service in a composition. The
functions are wrapped in BACKUP C OMPOSITION (), which is essentially the
function that the user should call for executing a composition with failover
support.
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Algorithm 3 Find composition and learning.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:

function FIND C OMPOSITON(query)
solution ← new Solution();
solution.query ← query; known, ready ← ∅;
score ← COMPUTE S ERVICE S CORES(query);
for all service ∈ repository do
required.put(service, service.In);
LEARN PARAMETERS (query.In);
while (¬ ready.empty() ∧ query.Out * known) do
nextService ← ready.first(); // best scoring
solution.main.add(nextService);
LEARN PARAMETERS (nextService.Out);
if (query.Out * known) then
return N U LL; // query is unsolvable
else
REMOVE U SELESS S ERVICES (solution, query);
for all (service ∈ solution.main) do
usages.get(service).add(solution);
return solution;

19:

function LEARN PARAMS(SethParameteri pars)
for all (service ∈ (repository \ ready)) do
required.get(service).removeAll(pars);
if (required.get(service).isEmpty()) then
ready.add(service); // just became callable
25:
known ← known ∪ pars;

20:
21:
22:
23:
24:

3.3 Algorithms and Performance
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Algorithm 4 Finding backup alternatives.
function BACKUP C OMPOSITION(query)
solution ← FIND C OMPOSITION(query);
3:
for all (service ∈ solution.main) do
4:
bkp ← FIND B ACKUP(solution, service);
5:
solution.backup.put(service, bkp);
1:

2:

6:

function FIND B ACKUP(sol, service)
p ← sol.main.indexOf(service);
9:
knownbkp ← sol.query.In;
10:
for (i ← 0 to p - 1) do
11:
knownbkp ← knownbkp ∪ sol.main.get(i).Out;
7:

8:

12:
13:
14:
15:
16:

reqbkp ← sol.query.Out;
for (i ← sol.main.length down-to p + 1) do
reqbkp ← reqbkp \ sol.main.get(i).Out;
// remove {gen}
reqbkp ← reqbkp ∪ sol.main.get(i).In;

21:

s ← FIND C OMPOSITION((knownbkp , reqbkp ));
if (s == N U LL) then
query ← (knownbkp ,sol.query.Out\knownbkp );
s ← FIND C OMPOSITION(query);
// second type or ”suffix-query” backup

22:

if (s 6= N U LL) then s.parent ← sol;

23:

return s;

17:
18:
19:
20:

Empirical Evaluation We evaluated our algorithms on synthetic generated
data, created by a special tests generator that creates failover scenarios,
with and without backups. First, several queries are generated, each from
two disjoint sets of random parameters: input and output, i.e. initially
known and requested parameters.
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For each of these queries, we build the resolving composition as a sequence
of services modified to have each input chosen randomly from the outputs
of previous services or from the query’s input parameters. To create backup
possibilities, we build an alternative solution for a randomly chosen service
of the main solution. The alternative solution can either replace just the
chosen service - the first type of backup or also all it’s successive services the second type of backup.
Table 3.6 presents our evaluation metrics. The first columns define the
experiment instance size: the total number of distinct parameters, the total
number of services in the initial repository and the total number of user
queries. The following column specifies the total number of services used
in all solutions found initially, for all queries. For each query, one service is
deleted, simulating its failure.
Table 3.6: Experimental algorithm results. All run times are in seconds.

|P|

|R|

|Q|

parameters

repository

queries

services
used

1000

100

5

23

15

1000

500

20

171

10000

1000

100

10000

2500

20

backups found
of each type

build
solutions

search
backups

2

0.005

0.022

63

12

0.07

0.35

464

232

29

0.56

2.02

905

273

132

0.41

9.05

Conclusion
The complexities chapter presents some of the most important contributions of the thesis, other than the two newly proposed models of parameter
matching. It starts with the chronologically-first algorithm designed for
the initial name-match model, which has excellent results on the Services
Challenge. Then we show how we can keep similar complexities for algorithms solving the first semantic model introduced by the hierarchy of
concepts, and even for the newly proposed object-oriented model inspired
by schema.org data model.

3.3 Algorithms and Performance
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Although the number of research papers studying Web Service Composition
is relatively large, there are yet only a few applications, tools or frameworks
that use service composition models in practice, i.e. in the software
industry. Most works are research-developed initiatives to provide proof of
concept rather than real-world applications. We believe this is motivated by
the fact that composition models require the definition of some standards,
which are hard to follow in practice on such a large scale, and that the
composition requires automation.

Our proposed models: the relational parameter matching, the objectoriented model and the online/dynamic view on the composition are trying
to resolve some of these problems. In this section we show a few examples
of practical implementations. The examples that we present are inspired
by the literature and some postings found on the web. We will analyze
how these examples are related to our view of service composition. Later,
we will discuss some possible Natural Language Processing specific applications, based on some previous experience. In the final section, we outline
the design documentation of a composition framework, in this context.
The implementation is currently left as future work.

4.1 Composition In Software Development
We identified several software related to service composition. Even if
not all of them also implement automation of composition; some design
decisions and use-cases inspired by such applications are potentially useful
in composition generally.
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4.1.1 Yahoo! Pipes
Yahoo! Pipes [Pru07] is an older tool developed by Yahoo! that was
shut down in 2015. It does not implement automation of composition as
we presented it in the models of Chapter 2. However, it is a visual tool
that helps to build mashups of web services, among other things: web
feeds, tools, resources, etc. Its naming suggests the similarity between
matching/aggregation of services/tools and piping in a general sense. Other
large software companies developed similar tools, for example, Google’s
Mashup Editor which evolved into Google App Engine, Microsoft PopFly,
Intel Mash Maker and IBM QEDWiki [Elm+08].

4.1.2 The Altova Software
For our analysis, Altova software is not fundamentally different than the
tools previously presented. The reason why we mention it here though is
that, unlike the above, this software is actively developed and upgraded.
The last edition was launched on 9 October 2019, less than one year ago.
Altova software consists of a suite of products, out of which MapForce is
the most relevant to the composition domain1 . MapForce is described as
a graphical data mapping tool used to integrate different data sources,
data processing units, and to automate transformations. The connectors
displayed as edges in Figure 4.1 correspond to parameter matching. There
is an option to auto-connect matching children based on naming, but it has
limited functionality (related to inheritance between data types). MapForce
does not implement the execution of the work-flows itself, execution is
done by a different tool: MapForce Server. Finally, Altova’s MapForce is a
good candidate to integrate with automatic composition.

1 Altova
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Figure 4.1: Modeling of the example in the thesis with Altova Mapforce 2020
using a 30-day evaluation license.

4.2 Natural Language Processing Services
There are several ways in which NLP domain is related to Web Service
Composition. Particularly related to service discovery is the idea of describing a required functionality in natural language. Service discovery
is the phase preceding composition, but similarly, the NLP domain can
potentially be used in the composition itself as well. For example, in
[Bos+06] restricted Natural Language is used to express requests, further
used with multiple purposes: discovery, selection, and composition of web
services. For this purpose, the request and service repository is processed
to build a so-called Semantic Service Catalog. This is generically similar to
our proposed semantic extension for parameter description and services in
Section 2.3 and Section 2.4. The distinction is that we do not explicitly
use natural language, just some structured, extended semantic knowledge
representation.
The vast majority of NLP web services deal with processing texts, generating some extra information about texts. One problem is representing
both data - the texts themselves, and metadata - the extra information
that we know about the texts. Metadata can include information about
the documents like authors, title, editing houses, year of publication, etc,
and annotations: different levels of linguistic expertise added to the text.
Most of the research in NLP is based somehow on a processing workflow
of this nature. One example developed by the local NLP Group2 is the
construction of the Quo Vadis Corpus [Cri+15], containing a large number
of entities, mostly references to characters in the novel, and different types
of relations between them. Before the semi-supervised annotation of the
corpus, a pre-processing phase was conducted. This phase consisted of
a sequence of five web services that added information to the corpus:
segmentation at the sequence level, tokenization, part-of-speech tagging,
lemmatization, and noun phrase chunking. There are a few dependencies between these levels, for example, tokenization requires sentence
segmentation. Therefore, similarly with the initial Definition 2.1.5 of
2 http://nlptools.info.uaic.ro/

Chained Matching in the simplest matching model, the processors/services
sequence must comply with a partial order defined by the dependence
between services. We can see the similarity with our service composition.
Recently the industry started developing large repositories of services or
APIs oriented towards NLP tasks: for example Amazon Comprehend3 or
Google Cloud Natural Language API4 , potential candidates for applying
composition.

4.2.1 NLP-Services Composition Systems
Automating the composition of NLP web services is not the only problem
in NLP workflows. There are still many issues in the area of standardizing
the formats used to keep the meta-data about texts, usually done inline,
in the same files with the texts. There are many works in this direction,
in general; and some of them are implemented by the NLP-Tools group in
the Faculty of Computer Science of "Alexandru Ioan Cuza" University of Iasi.
One of the most important is the ALPE system [CPF07; Pis+; CP08] that
proposes a hierarchy of annotation schemas and processing tools that is
also capable of automating the search of paths, the equivalent of general
work-flows.
ALPE (Automated Linguistic Processing Environment) is heavily focused
on the representation, which is the first requirement in practice. At a
high-level view, the ALPE model is based on a directed acyclic graph in
which nodes represent annotation schemas, and (hyper)arcs are subsumption relations between schemas. Subsumption in an ALPE hierarchy is
roughly similar to the subsumption in the semantic models in Chapter
2, but it is defined at the annotation level rather than on the semantic
interpretation of a sub/super-concept. The graph is augmented with three
possible operations: simplification, pipeline and merge. The pipeline is
conceptually similar to our parameter matching, tough it is again defined
at annotation state/schema level, and not parameter level. In ALPE, the
3 https://aws.amazon.com/comprehend/
4 https://cloud.google.com/natural-language

simplification operation reduces an annotated file to the format of another
subsuming format in the hierarchy, and merging combines two or more annotations applied to the same hub document onto one [PC09]. Merge and
simplification operations in the view of service composition are implicit
because of the model itself: parameters that are not needed are ignored,
and all known parameters are kept together in the stateful knowledge
anyway, without the need for an explicit merge. In service composition,
there is no support document. In a way, elements corresponding to the
(hyper)arcs in the ALPE schemas graph correspond to some form of (hyper)arcs - connecting multiple nodes (from general hypergraphs [Bre13]).
Another important feature in ALPE is the execution of workflows, while in
this thesis the execution is tackled only abstractly in the online version of
composition, in Section 2.5. For more details about the ALPE framework,
see Chapter 4 - A hierarchy for annotation formats and processing modules
and Chapter 5 - Automated Linguistic Processing Environment of the thesis
[Pis11].
A step towards the applicability of Automatic Service Composition is the
framework presented in the next section.

4.3 Design Document of a Composition
Framework
Short description
We propose an new abstract web service composition design, focusing on
the data model and functionalities. The intention is to provide an example
of what could be useful in practice, relative to previous works on service
composition and the analysis on what is currently being developed, in the
previous sections of this chapter. It defines semantic web service composition with modern-language, expressive service definition capabilities. The
data model includes both: the ontologies that enable the semantic description of parameters and a dynamic repository of services. Most important,
it can resolve composition requests. Internally, it can potentially also cache

frequently used service constructs, such that future requests can be solved
faster.

4.3.1 Functionalities and API Description
The framework’s functionalities are organized into three categories, named
levels. The Ontological Level is the new part, which didn’t exist in previous
models. It is motivated by the need for interoperability: the framework
is intended to be used simultaneously for more than one domain, since a
general all-in-one ontology does not seem feasible. Therefore, we allow
multiple ontologies.
The Ontological Level is represented by the set of types - concepts, defined
under the data model described in the next section of this document.
Adding, removing and updating ontologies are infrequent operations, so
there is no need to implement them efficiently. Also, hypothetically, service
providers should be restricted to update ontologies and should only be
able to get information about them, by accessing getter methods: read but
not write. Ontologies can potentially be referenced by a unique name or
id. Most important methods:
• getOntologies(...) → returns a list with all ontologies registered
• addOntology(...) → registers a new ontology
• removeOntology(...) → removes an unused ontology
• updateOntology(...) → a more complex method, used for example to
add a type to an ontology
One problem with the methods add/remove/update ontology is that they can
invalidate not only the cached compositions but, potentially the services
themselves.
The Service Level consists of the set or repository of web services. Each
web service is also defined on the data model, as parameters are defined

based on a known and existing ontology. Web services can also be read,
added, removed. Service providers can use these methods. In a simplified
version, there is no QoS or monitoring information associated with services.
Methods:
• addWebService(...) → creates a new web service in the repository.
• removeWebService(...) → removes an existing web service that gets
deprecated removeWebService(...) + addWebService(...) can be used
for a service update.
• getWebServiceRepository(...) → get the list of all services in the
repository defined over a given ontology.
• getWebServicesUsingTypes(...) → get a list of services that work with
the specified types (within an ontology). This is just an utility method
used, for example, to get all services that take as input one certain
type when it becomes available.
The Composition Level handles compositions requests and the (cached)
responses. Users of any type can create a request for a composition
(not only service developers). The request consists of the ontology and
the known and required types, which are structurally similar to service
parameters. The response is an ordered structure/workflow of services
that validly satisfy the request. It may not necessarily be a simple list, as
parallel execution is possible. Methods:
• getComposition(...) → given a set of types with some of their properties known, and a required list of types with properties; returns
a workflow of services that can be validly called in that order to
achieve the required parameters (types with specified properties).
All are defined under the same ontology.
• getCompositionWithQoS(...) is an enhanced method used to specify
which QoS measures should be prioritized (for example preference
over cheaper or faster compositions); or limit the total number
of services in the result, total cost, etc. Even more interesting, a

degree of how strictly the matching rules should be applied could be
specified.
The data model of parameters combines both of the Relational and Object
Oriented models. The description can be found in the thesis.

4.3.2 Open Questions
There are other several design decisions to take. They are left as future
work:
• It would be useful to add the possibility to model "containers", i.e.
Lists, Arrays, Sets; for example, by using schema’s ItemList type. The
model would allow a service that takes an input of a type to be used
for a container of elements of that type. The framework would call
the service for each element and would return the output for each.
It is easy to find motivating examples for this feature.
• It would be useful to model relations between objects, similarly with
the relational model in Section 2.3.
• It would be useful to include the possibility to specify required an
optional input parameters, as they are often met in practice, in service
definitions.
• Similarly, for any object, some properties could be defined as required,
with the meaning that if absent, the objects could not be defined.

Conclusion

5

Web Service Composition is an active research domain, important for the
modern service-oriented programming styles, applicable in many particular domains or use-cases. It can be seen as a tool for programming, or
meta-programming, accelerating integration, development, and favoring
re-usability. Automating the process of building compositions is critical
in more applications every day, not only because many independent services are created everyday. Moreover and more recently, institutions or
companies provide large web service-based platforms. Most of these are
domain-specific, therefore use the same standards and technologies for up
to thousands of services or more. Some specifications like the OpenAPI
are proposed by groups of companies and academics, cooperating for the
benefit of all. These trends give great opportunities to apply the earlier
research on automatic composition.
The thesis discusses the most frequent aspects of composition: semantics,
computational complexity, algorithm performance, comparative evaluation,
test generation, a fail-over mechanism of the dynamic version of the
composition problem, and highlights real-world applications.

5.1 Contributions
Our initial efforts were in designing the fastest possible composition algorithm, solving the simplest parameter matching model. We succeeded
not only to find the algorithm performing relatively the fastest on the
known benchmarks, but also to prove its complexity is optimal for the
composition problem that does not require the shortest composition. Also,
adding some heuristic scores, the composition size is reduced very close
to the best known results, without a significant increase in performance.
To emphasize the execution time spent searching compositions, we implemented generators that create the need for arbitrary-long compositions.
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For long compositions the difference with respect to the run time between
our algorithms and others from literature becomes huge.
Further, we adapted the initial algorithm to the first semantic matching
model that is the model of the organized composition challenge. To keep
the best performance, a Euler traversal of the hierarchy of concepts is
efficiently used.
However, we are also aware that the first semantic match model has a
number of limitations. Manual compositions are with consideration to
many other elements not included in a simple subsumption hierarchy.
Therefore, we extend the semantic models while keeping the complete
formal definition of automation. In the first extension we add binary
relations between concepts. Perhaps more important, we lowered the
abstraction level of parameters, with the addition of objects. Objects are
more concrete than previous concepts, as multiple objects of the same
concept are manipulated, but they do not hold actual values. Human
reasoning in manual composition makes use of objects of very similar
meaning.
Another contribution brings recent semantic web specifications like OpenAPI and the schema.org ontology to automatic composition. To do so,
concepts are extended with inheritable properties similar to members in
object-oriented programming or, more specifically, schema.org’s types.

5.2 Future Work
Most of the contributions of the thesis can be extended in several ways. In
this section we highlight the most relevant or interesting possibilities of
continuation, in the same order of the thesis structure.
When the first algorithm was implemented to solve the name matching
model, the heuristic score used to shorten the compositions was thought

to be dynamically updated when services are added or parameters are
learned. Due to time restrictions and because the results were good enough
on tests, this was not implemented. This feature can be done while building
the composition, without a significant increase in run-time complexity;
therefore it can give a neat improvement. Moreover, for the heuristic
in general, proving some rate of approximation or, at least, finding the
maximum number of loops of the final reduction phase of the algorithm
would be revealing. Since the score has promising results, another idea
is to adapt it for Quality of Service metrics. QoS was included in the last
editions of the services challenge, the only one not addressed explicitly
by our algorithms. This is a direction with promising results, especially if
modern QoS specifications are used.

Returning, for simplicity, to name matching, there are many other interesting problems, inspired by graph theory. Imagine the automatic composition
as a special path search problem. Similarly, other related graph problems
can translate into new composition problems. For example, if there is no
composition to satisfy a request, one can compute the minimum number of
missing services that, if added, can resolve the request, together with the
existing services. This is non-trivial but still realistic if the missing services
are limited by some constraints, like the number of parameters or, for
example, are imported from a foreign repository. Even flow problems can
be converted to the composition variants. If the throughput of services is
included, the user request may be associated with a minimum throughput
requirement. One workflow of services from the repository may satisfy the
throughput partially and there may be complementary compositions that
add up to satisfy the request both functionally and quantitatively.

There are a lot of ways to extend the semantics of matching models. In the
framework design, we combine the relational and object-oriented models.
This is just a step forward. Many concepts of knowledge representation or
reasoning can be added as well.

The applications section gives the most straightforward future work possibilities. The implementation of the framework is the most persuasive.
Some feedback from communities of developers can help to make the right
design decisions and answer open questions. A more feasible and smaller
effort approach would customize the framework for a given domain or
use-case. Natural Language Processing is an excellent candidate, providing
large repositories of services defined with the same standards and working
with the same concepts.
Considering all of the above, we believe that automatic (service) composition is an expansive, reliant and complex research area with many
unexplored opportunities, that will reveal a boosting development in the
near future.
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