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Abstract. This paper presents a new evolutionary computing strategy
which uses the linear programming duality information to help the search
for optimum solutions of hard optimization problems. The algorithm is
restarted several times when it is stuck into a local optima. At each
restart, the appropriate dual space is constructed. A new population of
primal individuals is generated using the information from dual solutions
and is considered for next iterations. The pursued goal was not to find the
best algorithm for solving winner determination problem, but to prove
the method’s viability using the problem as a case study. Experiments
on realistic instances were performed.

1 Introduction

Evolutionary Algorithms (EAs) are powerful heuristics for optimization, based
on the natural evolution paradigms [1]. Fitter individuals will result in future
generations by natural selection and adaptation processes. Evolutionary Algo-
rithms are used to tackle hard optimization problems for which classical meth-
ods are inappropriate. One of the major problem is that the algorithms could
converge to suboptimal solutions. Maintaining diversity to avoid premature con-
vergence toward local optima is an important goal inside EAs.

This paper describes a new scheme based on evolutionary computing strategies
and linear programming (LP) duality. The new approach is completely different
from the notion of duality in evolutionary algorithms, which is usually connected
with diploidy and dominance from nature. In this context, a primal-dual genetic
algorithm [2] operates on pairs of chromosomes which are primal-dual in a com-
binatorial way, governed by the Hamming distance.

Including techniques from operations research in metaheuristics is a popu-
lar approach leading to an efficient behavior [3]. The solutions of the relaxed
problem indicate in which areas of the search space good solutions might lie.
The LP-relaxed solutions are used to create promising initial solutions, to re-
pair infeasible solutions and to guide local improvement [3]. Dual variables of the
relaxed problem could also be exploited. This is the main goal of this paper. A re-
lated idea was considered in the paper [4], where a GA for the Multi-constrained
Knapsack problem uses the shadow prices of the LP-relaxed solution, but in-
side a repairing heuristic. Ratios based on the shadow prices give the likeliness
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of the items to be included in a solution. In [5] a primal-dual variable neigh-
borhood search for the simple plant location problem is presented. A primal
feasible solution is obtained by a variable neighborhood decomposition search.
A dual solution, resulted by exploiting the complementary slackness conditions
and improved then locally is transformed into an exact solution by the sliding
simplex algorithm. The dual solution is used to derive a good lower bound and
to strengthen next a Branch and Bound algorithm for solving the problem.

The primal-dual method [6] from the linear programming theory was initially
proposed for solving linear programs. The method has found widespread use
because it leads to a general methodology for the design of approximation algo-
rithms for NP-hard problems [7]. In the primal-dual method, a feasible primal
solution is searched that satisfies the complementary slackness conditions, given
a feasible dual solution. If one cannot be found, there is a way to modify the
dual solution to increase the dual objective value (considering the dual objective
is a maximization one). The primal-dual method for approximation algorithms
considers the dual of a linear programming relaxation of the integer program.
In this case, the method usually leads to dual-ascent algorithms in which dual
variables are never decreased (although there are some exceptions). The method
yields a solution that is within a factor of α of optimal.

Our new approach uses the duality information in order to escape from local
optima. A series of returns in primal after consulting the corresponding dual
space take place. The new primal solutions constructed at each return uses the
dual information. The construction of the dual, respectively primal solutions
for each restart obeys the complementary slackness conditions. To maintain the
progress, i.e. increasing the objective value, the best primal solution from previ-
ous iteration is kept in the next one.

The method is tested for one of the major problems raised by combinatorial
auctions, the winner determination problem (WDP). The problem is to select
a set of winning bids that maximize the auctioneer’s revenue. Exact algorithms
have been proposed to solve the problem, especially based on Branch-and-Bound
procedure [8], [9] and linear programming [10]. Optimal solutions have been
obtained using CPLEX solver [11]. Approximative methods were also developed:
a stochastic local search method [12], a hybrid simulated annealing [13] and a
memetic algorithm [14]. The winner determination problem can be modeled
as multidimensional knapsack problem (MDKP). Evolutionary algorithms have
proved their efficiency for solving the MDKP, thus many of the methods used
for MDKP can be used for WDP [4].

The paper is organized as follows. In the next section, the new general ap-
proach is presented. In section 3 the case study on the combinatorial auctions
problem is discussed. The experimental settings and results are reported next.
We conclude the work in section 5.

2 The Primal-Dual Genetic Approach

The new method is suited for hard linear programming problems. We know that
for a given linear program, a dual linear program could be easily constructed.
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Fig. 1. The new primal-dual genetic schema

The basic idea is to help the genetic search with the dual information from the
linear relaxation of the integer linear programming formulation. The steps of the
procedure are described next. First, a primal genetic algorithm for solving the
integer programming problem is started. Since the problem presents restrictions,
the GA must use techniques from constrained optimization field for modeling
and solving. When the algorithm gets trapped into a local optimum, the search
is stopped.

From the last primal population, a set of dual relaxed solutions is constructed.
The dual objective function is a lower bound on the value of the optimum integer
solution. The dual solutions are improved using a specific algorithm.

The information gathered by the dual solutions is transmitted to the primal
algorithm. The algorithm constructs a new population of primal individuals from
dual solutions and restarts the search with a new improved initial configuration.
The best solution from the previous iteration is copied into the new population.
Starting with a better population, the chances of finding a better solution grow.

Algorithm 1. PrimalDualGA()
initialize primal population
while optima not found or stopping condition not met do

while not trapped in local optima do
selection
apply operators
local optimization (using best dual relaxed solution)

end while
construct dual relaxed solutions from primal population
improve dual relaxed solutions
initialize primal population from dual relaxed solutions

end while
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A local optimization step, which makes use of the dual information takes place
on all primal individuals at each iteration. The best dual solution could be used
to improve the primal solutions.

The algorithm repeats these steps until a good enough solution for the problem
is found. The graphical representation and the pseudocode for the scheme are
given next.

3 A Case Study: Primal-Dual GA for Winner
Determination

3.1 Combinatorial Auctions

Combinatorial auctions [15] allow bids on combinations of items. They present
difficulties in terms of preference elicitation, how the bidder describes their pref-
erences concisely, and winner determination. The problem we consider is the
WDP, i.e. how to label the bids as winning or losing in order to maximize the
auctioneer’s revenue. The constraint is that each item can be allocated to at
most one bidder. The problem is computationally difficult (NP-complete and
inapproximable) [16].

The model. The problem is usually formalized as a packing problem. Consider
there are m items for sale and a set of bidders. The identity of the bidder does not
matter for the allocation algorithm, so consider there are n bids {Bi, i = 1, n}.
Each bid Bi is given by a pair (Si, pi) where Si is the subset of items and pi

specifies the bid for that subset, i.e. the price the bidder is willing to pay for
getting this bundle of goods. The problem is to find a feasible allocation with
maximum social welfare. It can be easily formalized as an integer programming
problem.

max

n∑
i=1

xipi

s.t.
∑

i|j∈Si

xi ≤ 1, ∀j = 1..m

xi ∈ {0, 1}, ∀i = 1..n

We assume that the bids are given in OR* language (OR with phantom items,
i.e. dummy items) [8]. In an optimum solution, if xi = 1 then Bi is a winner bid.

We consider the following LP relaxation of WDP:

max

n∑
i=1

xipi

s.t.
∑

i|j∈Si

xi ≤ 1, ∀j = 1..m

xi ≥ 0, ∀i = 1..n
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In this formulation, the variables xi have real values.
The dual of the LP relaxation is:

min

m∑
j=1

yj

s.t.
∑
j∈Si

yj ≥ pi, ∀i = 1..n

yj ≥ 0, ∀j = 1..m

The problem is to find some individual item prices to minimize the total price
over all items under some restrictions (the sum of the item prices from each bid
must be greater than the bid price). The dual variables, often called shadow
prices, serve as approximations of how valuable the goods are.

LP duality. Linear Programming is worth using for finding the optimal alloca-
tion in (multi-unit) combinatorial auctions [11], [17]. Approximation algorithms
may benefit from the construction of dual information. Individual item prices,
which correspond to a dual solution of the relaxed problem could be useful to
bidders in multiple round auctions. They can be used as approximate marginal
values that enable bidders to bid more efficiently in subsequent rounds [18].

Let x∗ and y∗ be the optimal solutions of the primal, respectively dual prob-
lem. The following comes from the LP-duality theory:

– Strong-duality
x∗ and y∗ are a pair of optimal solutions if and only if they are feasible and∑n

i=1 x∗
i pi =

∑m
j=1 y∗

j .
– Complementary slackness

For each i such that x∗
i > 0, the i’th constraint of the dual problem is

saturated, i.e.
∑

j∈Si
y∗

j = pi.
For each j such that y∗

j > 0, the j’th constraint of the primal problem is
saturated, i.e.

∑
i|j∈Si

x∗
i = 1.

3.2 The Primal-Dual Genetic Approach for WDP

Next, we detail the algorithms for the primal and the dual problem, and also for
the transition steps between them.

Primal algorithm. Because the considered problem is a constrained one, we
must include into the genetic algorithm a method to handle the constraints.

We have used an order based representation: a solution is encoded by a per-
mutation of length n, the number of bids from the combinatorial auction. The
permutation is decoded using a first-fit heuristic. Initially, all xi are equal with
0, and then set to 1 in the order they appear in permutation: if the current bid
together with the previous set bids satisfies the restrictions, it is assigned as
winning (the corresponding xi is set to 1). The representation assures that any
chromosome will express a feasible solution. A disadvantage is that the same
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solution can be encoded by multiple permutations, the search space becomes
larger this way. Phenotypic duplicate elimination is beneficial here [19].

The fitness function is equal with the auctioneer’s revenue, i.e. the sum of
prices of the selected bids. A generational model was considered. Fitter solu-
tions survive by the selection mechanism; the fitness proportionate selection was
used by the algorithm. The genetic operators used are: the uniform order based
crossover and inversion. In the uniform order based crossover [20] each position
of the first parent is transferred to the child with some probability. The remain-
ing gaps are completed from the second parent in the order they appear there.
The inversion operator reverses a part of the solution string.

Next a local optimization step is applied on the chromosomes of the popula-
tion. At each step, the method selects greedily an unsatisfied bid to include in
solution. The bid with the highest value of the shadow surplus [9], [4] is taken.
The shadow surplus of a bid i is equal with pi∑

j∈Si
yj

. The dual prices of the best
dual individual from the previous step are considered. The bid is placed on the
position of the first bid in conflict with. The assignment of bids to solution is
renewed. If the value of the new chromosome is better, the algorithm continues;
otherwise the method stops.

The algorithm uses the elitism mechanism: it keeps the best solution in
population.

The next step consists in constructing the corresponding dual solutions from
local optima solutions of the primal problem.

The construction of a dual solution from a primal one. In the paper [21]
a technique to construct a dual solution for the LP relaxation of the generalized
set packing problem is specified. Each element can have multiple copies and there
is an upper bound on the number of copies in the packing. The primal solution
is obtained using a greedy algorithm. We present next the method adapted for
our model.

Let S = {Bi = (Si, pi), i = 1, . . . , n} be the set of bids and P a primal feasible
solution (Si ∈ P if and only if xi = 1). The item j is saturated w.r.t. P if
there is a set Sk ∈ S \ P with j ∈ Sk such that |S|S∈P,j∈S > 0. Denote by
SATP = {j ∈ {1, . . . , m}|j is saturated w.r.t. P} the set of saturated items.
Observe that for each Sk ∈ S \ P , there is a j ∈ SATP called a witness: when
Sk was considered to be added at the (partial) solution P , element j violates
the restriction. For each set Sk ∈ S \ P , we keep in SATP only one (arbitrary)
witness.

The feasible dual solution is represented by
√

my, where y is a convex combi-
nation of two fractional solutions, y1 and y2. The main idea is to use the second
solution as a back-up: whenever on some set Sk ∈ S, y1 is not high enough to
satisfy the primal restriction, y2 is sufficiently high.

y1
j =

σ

m
, σ =

∑
Sk∈P

pk, ∀j

y2 is defined in a sequence of steps. Initially, for every item j, y2
j = 0. For each

bid Bk which was selected in solution, y2
j = y2

j + ΔSk

j , for all j ∈ P(Sk).
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P(Sk) =
{

Sk ∩ SATP , if Sk ∩ SATP �= ∅
Sk, otherwise

ΔSk
j =

pk

|P(Sk)| , for j ∈ P(Sk).

Notice that, for j ∈ Sk \SATP the value of y2
j is not updated and remains zero.

By weak duality,
√

m
∑m

j=1 yj is an upperbound on the value of the optimal
integral solution [21].

The dual heuristic. The next step in the approach is to improve the dual
solutions. We have used a simple local optimization procedure to improve the
dual solutions constructed from primal optima solutions. All items which did not
appear in any bids have zero prices. The price for each item is decreased with
a value such that the restrictions also stand. The value is equal with a percent
from the smallest difference of the sum of item prices and the bid price, divided
by the number of items (computed only for the bids in which the item appears).

By the weak duality theorem, the dual solution of the LP relaxation gives an
upper-bound to the WDP.

From the optimized dual set of solutions the method construct an initial set of
primal individuals. They will form the initial population of the primal problem.

The construction of a primal solution from a dual one. After returning
from the dual algorithm, we construct the initial set of primal individuals based
on the dual set of solutions. The normalized shadow surplus bid ordering heuris-
tic was used for this purpose. The differences between the sum of item prices
and the bid price (eventually divided by log of sum of item prices) are ordered.
This order represents a feasible primal solution.

The steps are repeated for a number of times (or until the primal and dual
bests have the same value). The implementation of the method is available online,
at the following address http://profs.info.uaic.ro/~mionita/pdga-ca/.

4 Experiments

To measure the performance of the algorithm, test problems were generated using
the CATS [22]. Each generator models a realistic scenario. Problems from each
of the main distributions were generated: arbitrary, matching, paths, regions and
scheduling.

Two categories of experiments were made: first, instances with a variable
number of bids and items were generated, and second, instances with a larger
number of bids were used. For the first category, the number of items ranges
from 40 to 400 and the number of bids ranges from 50 to 2000. In the second
category, only the paths distribution was considered with 10000 and 20000 bids
(and 256 items). Ten problem instances of each distribution were generated.

For small instances we used the mixed integer linear programming solver [23]
to compute the exact solution. For problems where the solver could not give a
result, we have used the approximation algorithm from literature [24] (ALPH).
The algorithms was run with the approximation error parameter ε equal with 1%.

http://profs.info.uaic.ro/~mionita/pdga-ca/
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The new approach, the primal-dual genetic algorithm (PDGA) was com-
pared with the ALPH algorithm and with the stochastic local search algorithm,
Casanova from [12]. Two other genetic algorithms were used for comparison:

– a simple genetic algorithm (sGA) with the same settings as PDGA algorithm,
without any restarting, and

– a genetic algorithm (rrGA) similar to PDGA, except that when restarting a
new random population of individuals is generated and the local optimization
step is excluded.

All genetic algorithms were executed ten times for each problem instance. The
genetic algorithms work with a population of 50 individuals. They are restarted
if the best value does not change after 75 iterations or after the termination of
250 iterations. The crossover probability is equal with 0.6 and the gene mutation
probability is 0.2.

The experimental results are given in Table 1 and Table 2. The experiments
consider five restarts of the rrGA and PDGA algorithms. The ALPH algorithm
was run with the parameter ε equal with 20% (the same value as in the experi-
ments from [24]). For the Casanova algorithm we have considered the walk prob-
ability equal with 0.5 and the novelty probability 0.15. The maximum number
of steps from Casanova was equal with the product of the number of individuals
and the number of iterations from the genetic algorithms. To compare the results
we used first the gap from optimum (the difference between optimum value and
the value of the objective function for the solution found, divided by optimum
value) as measure.

Table 1. The average gap (in percents) for CATS instances with ’varsize’ bids and for
paths instances with bigger number of bids

Distribution ALPH Casanova sGA rrGA PDGA

arbitrary 2.3 10.5 10.2 7.3 7.9

matching 0.3 4.8 23.9 21.2 4.8

paths 0.3 11.7 9.7 8.3 7

regions -1 11.7 7 4.5 4.6

scheduling 0.2 2.2 2 1 0.7

paths (10000,256) 0.3 20.1 12.7 11.1 10.6

paths (20000,256) 0.2 21.2 11 10.2 8.8

The best solutions are provided by the ALPH algorithm (note that ALPH is an
algorithm specially constructed for WDP). The Primal-Dual Genetic Algorithm
outperforms obviously the simple sGA on all instances. The PDGA provides
better results than rrGA for almost all distributions (exception is the arbitrary
data set); the results for the regions distribution for the two algorithms are very
close to each other. For the match distribution, the differences in values between
the PDGA algorithm and the simple versions sGA and rrGA are bigger.



260 M. Raschip and C. Croitoru

The same relation is found in the experiments with greater number of bids:
ALPH remains the best algorithm and the PDGA improves the simple versions
of genetic algorithms. The CATS instances with bigger number of bids prove to
be not more difficult than the smaller instances.

The PDGA algorithm gives better results than Casanova for all distributions.
For larger instances, the solution quality of PDGA is clearly superior to the one
returned by Casanova.

The mean and the standard deviation for ten instances of the matching dis-
tribution for all genetic algorithms are listed in Table 2. The best values are
the ones of the new method. The small values of the standard deviation of the
PDGA show that the algorithm is stable. The algorithm finds good solutions
more consistently.

Table 2. The mean and the standard deviation for ten instances of the matching data
set

Instance optimal sGA rrGA PDGA
mean (stdev) mean (stdev) mean (stdev)

1 556.8 429.82 (5.42) 433.07 (2.22) 525.06 (3.08)

2 369.33 309.56 (7.58) 315.54 (2.44) 359.76 (1.7)

3 281.59 190.04 (5.82) 201.68 (3.22) 266.59 (2.74)

4 485.66 359.9 (7.21) 367.67 (5.32) 455.62 (1.67)

5 223.35 189.5 (4.11) 193.18 (1.87) 216.7 (1.71)

6 156.55 123.87 (5.33) 136.78 (3.23) 156.51 (0.06)

7 421.78 343.03 (5.29) 349.21 (4.57) 406.83 (3.41)

8 483.02 336.04 (8.59) 350.16 (7.61) 446.92 (4.61)

9 468.72 331.19 (5.9) 341.82 (4.29) 427.09 (3.29)

10 293.82 211.31 (8.7) 220.17 (3.48) 278.11 (4.24)

Another measure of efficiency was also considered; the average number of
fitness evaluations for rrGA and PDGA algorithms is represented in Figure 2.
Except for the paths distribution, the PDGA algorithm uses a smaller number
of evaluations than the simple version rrGA.

We examine next the impact of the number of restarts in the proposed al-
gorithm. As we can expect, both algorithms rrGA and PDGA give better solu-
tions when the number of restarts increases. This is a consequence of the natural
progress of the genetic algorithm. When restarting, the new population receives
the previous best individual. The best value remains the same or increases. The
Figure 3 a) shows the results for the rrGA and PDGA algorithms on the paths
data set where the number of restarts ranges from 0 to 20. The results are better
for the PDGA algorithm because the PDGA takes advantage also of the dual in-
formation provided by the dual solutions. A balance between the solution quality
and the time resources must be considered.

Next we show how many times the best solution increases on restarts, as a
percent from the total number of restarts. Figure 3 b) shows the results for



A New Primal-Dual Genetic Algorithm: Case Study 261

 0.5

 1

 1.5

 2

 2.5

 3

 3.5

 4

 4.5

arbitrary

m
atching

paths
regions

scheduling

fit
ne

ss
 e

va
lu

at
io

ns

distributions

rrGA
PDGA

Fig. 2. The fitness evaluations for CATS instances with ’varsize’ bids (the values are
of 106 order)

 6

 7

 8

 9

 0  2  5  10
 20

ga
p 

fr
om

 o
pt

im
um

number of restarts

PDGA
rrGA

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

arbitrary

m
atching

paths
regions

scheduling

im
pr

ov
em

en
ts

distributions

rrGA
PDGA

a) b)

Fig. 3. a)A comparison between the PDGA and rrGA regarding the number of restarts
b)The percent of improvements for CATS instances with ’varsize’ bids

distributions with a variable number of bids; the algorithms are restarted five
times. Less than half of the times a restart increases the best value. Only the
matching distribution surpasses the 0.5 value.

From the experimental results we can conclude that the PDGA method takes
benefits from dual solutions. The scope was not to develop the best method
for solving winner determination problem, but to prove the effectiveness of the
PDGA method.

5 Conclusion

A new hybrid approach based on evolutionary computation and LP-duality for
solving hard integer linear programming problems is proposed. The information
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transmitted by the dual solutions helps the primal genetic algorithm to get
out from local optima. The approach is applied for solving a hard real-world
problem from the combinatorial auction field, the winner determination. The
method is evaluated on several realistic instances and compared with more simple
genetic algorithms, and with algorithms among the best ones from literature.
The obtained results are encouraging and show the feasibility of the proposed
method. Future experiments on different test sets from the same problem and
for other combinatorial optimization problems are needed.
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