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Introduction
• Statistical vs. symbolic
• Statistics
probabilities
– Joint probabilities
– Conditional probabilities
– Entropy
– Etc.
• Language models
• Machine Learning

Probabilities – very short reminder
• Probability of having 2 on a die
• Probability of having 7 on a die
• Probability of having either 1 or 2 or 3 or 4 or 5 or 6 on a
die
• Probability of next word in:
– What do you think the next …
• Probability of dog and bark together in a sentence?
• Probability of translating dog by câine?
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Language Models
• Speech recognition
– “Eye eight uh Jerry” or
– “I ate a cherry” ?

• OCR & Handwriting recognition
– More probable sentences are more likely correct readings.

• Machine translation
– More likely sentences are probably better translations.

• Generation
– More likely sentences are probably better generations.

• Context sensitive spelling correction
– “Their are problems wit this sentence”
– “Neam cumpărat un calculator care sa defectat dea doua zi:
supt multe cuvinte se pune o linie roșă care nu pot sos cot.”

Counting Words in Corpora
• What is a word?
– e.g., are cat and cats the same word?
– September and Sept?
– zero and oh?
– Is _ a word? * ? ) . ,
– How many words are there in don’t ? Gonna ?
– In Japanese and Chinese text -- how do we identify a
word?

What’s a word?
天主教教宗若望保祿二世因感冒再度住進醫院。
這是他今年第二度因同樣的病因住院。

 الناطق باسم- وقال مارك ريجيف
 إن شارون قبل- الخارجية اإلسرائيلية
الدعوة وسيقوم للمرة األولى بزيارة
 التي كانت لفترة طويلة المقر،تونس
1982 الرسمي لمنظمة التحرير الفلسطينية بعد خروجها من لبنان عام.

Выступая в Мещанском суде Москвы экс-глава ЮКОСа
заявил не совершал ничего противозаконного, в чем
обвиняет его генпрокуратура России.
भारत सरकार ने आर्थिक सर्वेक्षण में र्र्वत्तीय र्वर्ि 2005-06 में सात फीसदी
र्र्वकास दर हार्सल करने का आकलन र्कया है और कर सुधार पर ज़ोर
र्दया है
日米連合で台頭中国に対処…アーミテージ前副長官提言
조재영 기자= 서울시는 25일 이명박 시장이 `행정중심복합도시'' 건설안
에 대해 `군대라도 동원해 막고싶은 심정''이라고 말했다는 일부 언론의
보도를 부인했다.

Word-based Language Models
• A model that enables one to compute the probability, or
likelihood, of a sentence S, P(S).
• Simple: Every word follows every other word w/ equal
probability (0-gram)

– Assume |V| is the size of the vocabulary V
– Likelihood of sentence S of length n is = 1/|V| ×
1/|V| … × 1/|V|
– If English has 100,000 words, probability of each
next word is 1/100000 = .00001

Word Prediction: Simple vs. Smart
• Smarter: probability of each next word is related to
word frequency (unigram)
– Likelihood of sentence S = P(w1) × P(w2) × … × P(wn)
– Assumes probability of each word is independent of probabilities of
other words.

• Even smarter: Look at probability given previous
words (N-gram)
– Likelihood of sentence S = P(w1) × P(w2|w1) × … × P(wn|wn-1)
– Assumes probability of each word is dependent on probabilities of
other words.

N-Gram Models
• Estimate probability of each word given prior context.
– P(phone | Please turn off your cell)

• Number of parameters required grows exponentially
with the number of words of prior context.
• An N-gram model uses only N1 words of prior context.
– Unigram: P(phone)
– Bigram: P(phone | cell)
– Trigram: P(phone | your cell)

• The Markov assumption is the presumption that the
future behavior of a dynamical system only depends on
its recent history. In particular, in a kth-order Markov
model, the next state only depends on the k most recent
states, therefore an N-gram model is a (N1)-order
Markov model.

Maximum Likelihood Estimate (MLE)
• N-gram conditional probabilities can be estimated from
raw text based on the relative frequency of word
sequences.
Bigram:

C ( wn 1wn )
P( wn | wn 1 ) 
C ( wn 1 )

N-gram:

n 1
C
(
w
n  N 1 wn )
P( wn | wnn1N 1 ) 
C ( wnn1N 1 )

• To have a consistent probabilistic model, append a
unique start (<s>) and end (</s>) symbol to every
sentence and treat these as additional words.

Evaluation of language models
• Perplexity and entropy: how do you estimate
how well your language model fits a corpus
once you’re done?
• Smoothing and Backoff : how do you handle
unseen n-grams?
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What is a Collocation?
• A COLLOCATION is an expression of two or more words that
correspond to some conventional way of saying things.
• The words together can mean more than their sum of parts
• Examples of collocations
– noun phrases like strong tea and weapons of mass
destruction, hot dog, mother in law, disk drive
– phrasal verbs like to make up, and other phrases like the rich
and powerful.
• Valid or invalid?
– a stiff breeze but not a stiff wind (while either a strong
breeze or a strong wind is okay).
– broad daylight (but not bright daylight or narrow darkness).

Criteria for Collocations
• Typical criteria for collocations:
– non-compositionality
– non-substitutability
– non-modifiability
• Collocations usually cannot be translated into other languages
word by word.

• A phrase can be a collocation even if it is not consecutive (as
in the example knock . . . door).

Non-compositionality
• A phrase is compositional if the meaning can be predicted
from the meaning of the parts.
– E.g. new companies
• A phrase is non-compositional if the meaning cannot be
predicted from the meaning of the parts
– E.g. hot dog
• Collocations are not necessarily fully compositional in that
there is usually an element of meaning added to the
combination. Eg. strong tea
• Idioms are the most extreme examples of
compositionality. Eg. to hear it through the grapevine.

non-

Non-substitutability /
Non-modifiability
• We cannot substitute near-synonyms for the components
of a collocation.
• For example
– We can’t say yellow wine instead of white wine even
though yellow is as good a description of the color of
white wine as white is (it is kind of a yellowish white).
• Many collocations cannot be freely modified with
additional lexical material or through grammatical
transformations (Non-modifiability).
– E.g. white wine, but not whiter wine
– mother in law, but not mother in laws

Principal Approaches to Finding
Collocations
• How to automatically identify collocations in text?
• Simplest method: Selection of collocations by frequency
• Selection based on mean and variance of the distance
between focal word and collocating word
• Hypothesis testing
• Mutual information

Frequency
• Find collocations by counting the number of occurrences.
• Need also to define a maximum size window
• Usually results in a lot of function word pairs that need to be
filtered out.
• Fix: pass the candidate phrases through a part of-speech filter
which only lets through those patterns that are likely to be
“phrases”. (Justesen and Katz, 1995)

Example of most frequent
bigrams in an corpus
Except for New York, all the
bigrams are pairs of
function words.

The most highly ranked
phrases after applying
the filter on the same
corpus as before.

Collocational Window
• Many collocations occur at variable distances. A collocational
window needs to be defined to locate these. Frequency based
approach can’t be used.
– she knocked on his door
– they knocked at the door
– 100 women knocked on Donaldson ’ s door
– a man knocked on the metal front door

Mean and Variance
• The mean  is the average offset between two words in the
corpus.
• The variance s
where n is the number of times the two words co-occur, di is the
offset for co-occurrence i, and  is the mean.
• Mean and variance characterize the distribution of distances
between two words in a corpus.
– High variance means that co-occurrence is mostly by
chance
– Low variance means that the two words usually occur at
about the same distance.

Finding collocations based on mean
and variance

Ruling out Chance
• Two words can co-occur by chance.
• High frequency and low variance can be accidental

• Hypothesis Testing measures the confidence that co-occurrence
was really due to association, and not just due to chance.
• Formulate a null hypothesis H0 that there is no association
between the words beyond chance occurrences.

• Compute the probability p that the event would occur if H0 were
true, and then reject H0 if p is too low (typically if beneath a
significance level of p < 0.05, 0.01, 0.005, or 0.001) and retain
H0 as possible otherwise.

The t-Test
• t-test looks at the mean and variance of a sample of
measurements, where the null hypothesis is that the sample
is drawn from a distribution with mean .
• The test looks at the difference between the observed and
expected means, scaled by the variance of the data, and tells
us how likely one is to get a sample of that mean and
variance, assuming that the sample is drawn from a normal
distribution with mean .
Where x is the sample (observed)
mean, s2 is the sample variance,
N is the sample size, and  is the
mean of the distribution.

t-Test significance table

t-Test example

Pearson’s chi-square test
• t-test
assumes
that
probabilities
are
approximately normally distributed, which is not
true in general. The 2 test doesn’t make this
assumption.
• the essence of the 2 test is to compare the
observed frequencies with the frequencies
expected for independence
– if the difference between observed and expected
frequencies is large, then we can reject the null
hypothesis of independence.

• Relies on co-occurrence table, and computes as

2 Test significance table

Pointwise Mutual Information
• An information-theoretically motivated measure for
discovering interesting collocations is pointwise mutual
information (Church et al. 1989, 1991; Hindle 1990).
• It is roughly a measure of how much one word tells us about
the other.
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Text CATEGORIZATION / CLASSIFICATION
 Given:
◦ A description of an instance, xX, where X is the instance
language or instance space.
 How to represent text documents?
◦ A fixed set of categories C = {c1, c2,…, cn}
 Determine:
◦ The category of x: c(x)C, where c(x) is a categorization
function whose domain is X and whose range is C.

Text Classification
 Pre-given categories and labeled document
examples (Categories may form hierarchy)
 Classify new documents
 A standard classification (supervised learning)
problem
Sports

Categorization
System

Sports
Business
Education

Business

…

Education

…

Science

Text Classification Examples
• Is it spam?
• Is it Spanish?
• Is it interesting to this user?
– News filtering
– Helpdesk routing

• Where should it go in the directory?
– Yahoo! / Open Directory / digital libraries
– Which mail folder? (work, friends, junk, urgent ...)

Text Classification Applications
• Web pages organized into category hierarchies
• Journal articles indexed by subject categories (e.g., the
Library of Congress, MEDLINE, etc.)
• Responses to Census Bureau occupations
• Patents archived using International Patent Classification
• Patient records coded using international insurance
categories
• E-mail message filtering
• News events tracked and filtered by topics

What is so special about text?
• No obvious relation between features
• High dimensionality, (often larger vocabulary, V, than the
number of features!)
• Importance of speed

Cost of Manual Text Categorization
◦ Yahoo!
 200 (?) people for manual labeling of Web pages
 using a hierarchy of 500,000 categories

◦ MEDLINE (National Library of Medicine)
 $2 million/year for manual indexing of journal articles
 using MEdical Subject Headings (18,000 categories)

◦ Mayo Clinic
 $1.4 million annually for coding patient-record events
 using the International Classification of Diseases (ICD) for billing
insurance companies

◦ US Census Bureau decennial census (1990: 22 million
responses)
 232 industry categories and 504 occupation categories
 $15 million if fully done by hand

Methods (1)
• Manual classification
– Used by Yahoo!, Looksmart, about.com, ODP, Medline
– very accurate when job is done by experts
– consistent when the problem size and team is small
– difficult and expensive to scale
• Automatic document classification
– Hand-coded rule-based systems
• Reuters, CIA, Verity, …
• Commercial systems have complex query languages
(everything in IR query languages + accumulators)

Methods (2)
— Supervised learning-lased systems , as used by
Autonomy, Kana, MSN, Verity, …
• Naive Bayes (simple, common method)
• k-Nearest Neighbors (simple, powerful)
• Support-vector machines (more powerful)
• … plus many other methods
• No free lunch: requires hand-classified
training data
• But can be built (and refined) by amateurs

Rule-based Approach to TC
• Text in a Web Page
“Saeco revolutionized espresso brewing a decade ago by introducing
Saeco SuperAutomatic machines, which go from bean to coffee at the
touch of a button. The all-new Saeco Vienna Super-Automatic home
coffee and cappucino machine combines top quality with low price!”

• Rules
– Rule 1.
(espresso or coffee or cappucino ) and machine* Coffee
Maker
– Rule 2.
automat* and answering and machine*
Phone
– Rule ...

Defining Rules By Hand
• Experience has shown
– too time consuming
– too difficult
– inconsistency issues (as the rule set gets larger)

Predicting Topics of News Stories
• Given: Collection of example news stories already labeled
with a category (topic).
• Task: Predict category for news stories not yet labeled.

• For our example, we’ll only get to see the headline of the
news story.
• We’ll represent categories using colors. (All examples
with the same color belong to the same category.)

Our Labeled Examples

Amatil
Proposes Twofor-Five Bonus
Share Issue

Citibank
Norway Unit
Loses Six Mln
Crowns in
1986

Heineken Joins
Bid for San
Miguel

Italy’s La
Fondiaria to
Report Higher
1986 Profits

Japan
Ministry Says
Open Farm
Trade Would
Hit U.S.

Isuzu Plans No
Interim
Dividend

Vieille
Montagne Says
1986
Conditions

Unfavourable

Senator
Defends U.S.
Mandatory
Farm Control
Bill

Jardine
Matheson
Said It Sets
Two-for-Five
Bonus Issue
Replacing “B”
Shares

Bowater
Industries
Profit Exceed

Expectations

What to predict before seeing the
document?

?

Amatil Proposes
Two-for-Five Bonus
Share Issue

Citibank Norway
Unit Loses Six Mln
Crowns in 1986

Japan Ministry Says
Open Farm Trade
Would Hit U.S.

Vieille Montagne
Says 1986
Conditions
Unfavourable

Jardine Matheson
Said It Sets Twofor-Five Bonus
Issue Replacing “B”
Shares

Heineken Joins Bid
for San Miguel

Italy’s La Fondiaria
to Report Higher
1986 Profits

Isuzu Plans No
Interim Dividend

Senator Defends
U.S. Mandatory
Farm Control Bill

Bowater Industries
Profit Exceed
Expectations

Predict with Evidence

Senate Panel
Studies Loan
Rate, Set Aside
Plans
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The Actual Topic
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Handling Documents with Multiple Classes

Amatil
Proposes
Two-forFive Bonus
Share Issue
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Open Farm
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Heineken
Joins Bid for
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Profits

Isuzu Plans
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Representing Documents
• Usually, an example is represented as a series of
feature-value pairs. The features can be arbitrarily
abstract (as long as they are easily computable) or very
simple.
• For example, the features could be the set of all words
and the values, their number of occurrences in a
particular document.

Japan Firm
Plans to Sell
U.S. Farmland
to Japanese

Representation

Farmland:1
Firm:1
Japan:1
Japanese:1
Plans:1
Sell:1
To:2
U.S.:1

Bayesian Methods for Text
Classification
• Learning and classification methods based on probability
theory (see spelling / POS)
• Bayes theorem plays a critical role
• Build a generative model that approximates how data is
produced
• Uses prior probability of each category given no information
about an item.
• Categorization produces a posterior probability distribution
over the possible categories given a description of an item.

Naïve Bayes Classifier: Assumptions
 P(cj)
◦ Can be estimated from the frequency of classes in the
training examples.
 P(x1,x2,…,xn|cj)
◦ Need very, very large number of training examples

Conditional Independence Assumption:
Assume that the probability of observing the conjunction of
attributes is equal to the product of the individual
probabilities.

The Naïve Bayes Classifier
Flu

X1

runnynose

X2

sinus

X3

cough

X4

fever

X5

muscle-ache

• Conditional Independence Assumption:
features are independent of each other
given the class:
P( X 1 ,, X 5 | C )  P( X 1 | C )  P( X 2 | C )   P( X 5 | C )

Text Classification Algorithms: Learning
 From training corpus, extract Vocabulary
 Calculate required P(cj) and P(xk | cj) terms
◦ For each cj in C do
 docsj  subset of documents for which the target
class is cj
P (c j ) 

| docs j |
| total # documents |

 single document containing all docsj
 for each word xk in Vocabulary
– nk  number of occurrences of xk in Textj
nk  1
– P ( xk | c j ) 
n | Vocabulary |
 Textj

1-Nearest Neighbor
• Looking back at our example
– Did anyone try to find the
most similar labeled item
and then just guess the
same color?
– This is
1-Nearest
Neighbor

Senate
Panel
Studies
Loan Rate,
Set Aside
Plans
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Share Issue
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Norway Unit
Loses Six Mln
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Japan Ministry
Says Open
Farm Trade
Would Hit U.S.
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Bid for San
Miguel

Italy’s La
Fondiaria to
Report Higher
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Isuzu Plans No
Interim
Dividend

Vieille
Montagne
Says 1986
Conditions
Unfavourable
Senator
Defends U.S.
Mandatory
Farm Control
Bill

Jardine Matheson
Said It Sets Two-forFive Bonus Issue
Replacing “B”
Shares

Bowater
Industries
Profit Exceed
Expectations

Key Components of Nearest Neighbor
• “Similar” item: We need a functional definition of “similarity”
if we want to apply this automatically.
• How many neighbors do we consider?
• Does each neighbor get the same weight?
• All categories in neighborhood? Most frequent only? How
do we make the final decision?

1-Nearest Neighbor (graphically)

1-NN: assign „x” (new point) to the class of its nearest neighbor

K-Nearest Neighbor using a majority voting
scheme

K-NN using a weighted-sum
voting Scheme

Possible Similarity Measures
• Cosine similarity

xy
x  

 
cos( x , y ) 

i

i

• Euclidean distance
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i
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i
i

d n   ( yi  x n ,i ) 2
i

• Kernel functions
• Kullback-Leibler distance
probability distributions)

(distance
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First, nomenclature…
• Information retrieval (IR)
– Focus on textual information (= text/document retrieval)
– Other possibilities include image, video, music, …
• What do we search?
– Generically, “collections”
– Less-frequently used, “corpora”
• What do we find?
– Generically, “documents”
– Even though we may be referring to web pages, PDFs,
PowerPoint slides, paragraphs, etc.

The Central Problem in Search
Searcher

Author

Concepts

Concepts

Query Terms

Document Terms

“tragic love story”

“fateful star-crossed romance”

Do these represent the same concepts?

Abstract IR Architecture
Query

Documents
online offline

Representation
Function

Representation
Function

Query Representation

Document Representation

Comparison
Function

Index

Hits

How do we represent text?
• Remember: computers don’t “understand” anything!
• “Bag of words”
– Treat all the words in a document as index terms
– Assign a “weight” to each term based on “importance”
(or, in simplest case, presence/absence of word)
– Disregard order, structure, meaning, etc. of the words
– Simple, yet effective!

• Assumptions
– Term occurrence is independent
– Document relevance is independent
– “Words” are well-defined

Sample Document

McDonald's slims down spuds

Fast-food chain to reduce certain types of fat
in its french fries with new cooking oil.
NEW YORK (CNN/Money) - McDonald's Corp. is
cutting the amount of "bad" fat in its french fries
nearly in half, the fast-food chain said Tuesday as it
moves to make all its fried menu items healthier.
But does that mean the popular shoestring fries won't
taste the same? The company says no. "It's a win-win
for our customers because they are getting the same
great french-fry taste along with an even healthier
nutrition profile," said Mike Roberts, president of
McDonald's USA.
But others are not so sure. McDonald's will not
specifically discuss the kind of oil it plans to use, but
at least one nutrition expert says playing with the
formula could mean a different taste.
Shares of Oak Brook, Ill.-based McDonald's (MCD:
down $0.54 to $23.22, Research, Estimates) were
lower Tuesday afternoon. It was unclear Tuesday
whether competitors Burger King and Wendy's
International (WEN: down $0.80 to $34.91, Research,
Estimates) would follow suit. Neither company could
immediately be reached for comment.
…

“Bag of Words”
14 × McDonalds
12 × fat
11 × fries
8 × new
7 × french
6 × company, said, nutrition
5 × food, oil, percent, reduce,
taste, Tuesday
…

Information retrieval models
• An IR model governs how a document and a query are
represented and how the relevance of a document to a
user query is defined.
• Main models:
– Boolean model
– Vector space model
– Statistical language model
– etc

Boolean model
• Each document or query is treated as a “bag of words”
or terms. Word sequence is not considered.
• Given a collection of documents D, let V = {t1, t2, ..., t|V|}
be the set of distinctive words/terms in the collection. V
is called the vocabulary.
• A weight wij > 0 is associated with each term ti of a
document dj ∈ D.
dj = (w1j, w2j, ..., w|V|j),
• For a term that does not appear in document dj, wij = 0.
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Boolean model (contd)
• Query terms are combined logically using the Boolean
operators AND, OR, and NOT.
– E.g., ((data AND mining) AND (NOT text))
• Retrieval
– Given a Boolean query, the system retrieves every
document that makes the query logically true.
– Called exact match.
• The retrieval results are usually quite poor because term
frequency is not considered.
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Sec. 1.3

Boolean queries: Exact match
• The Boolean retrieval model is being able to ask a query
that is a Boolean expression:
– Boolean Queries are queries using AND, OR and NOT to join
query terms
• Views each document as a set of words
• Is precise: document matches condition or not.
– Perhaps the simplest model to build an IR system on

• Primary commercial retrieval tool for 3 decades.
• Many search systems you still use are Boolean:
– Email, library catalog, Mac OS X Spotlight

70

Strengths and Weaknesses
• Strengths
– Precise, if you know the right strategies
– Precise, if you have an idea of what you’re looking for
– Implementations are fast and efficient

• Weaknesses
–
–
–
–

Users must learn Boolean logic
Boolean logic cannot capture the richness of language
No control over size of result set: either too many hits or none
When do you stop reading? All documents in the result set are
considered “equally good”
– What about partial matches? Documents that “don’t quite
match” the query may be useful also

Vector Space Model
t3

d2

d3
d1
θ
φ

t1
d5

t2
d4

Assumption: Documents that are “close together” in vector
space “talk about” the same things
Therefore, retrieve documents based on how close the
document is to the query (i.e., similarity ~ “closeness”)

Similarity Metric
• Use “angle” between the vectors:
 
d j  dk
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• Or, more generally, inner products:
 
n
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Other similarity metrics
Dice similarity
Sim(d j ,d k ) 
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Jaccard similarity
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Vector space model
• Documents are treated as a “bag” of words or terms.
• Each document is represented as a vector.
• However, the term weights are no longer 0 or 1. Each
term weight is computed based on some variations of TF
or TF-IDF scheme.
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TF - IDF
• TF-IDF: term frequency-inverse document frequency
– weight(t,d) = tf(t,d) * idf(t,D)
– a numerical statistic that reflects how important a word is
to a document in a corpus.
– used as a weighting factor in information retrieval and text
mining.
• Variations of the TF-IDF weighting scheme are often used by
search engines as a central tool in scoring and ranking a
document's relevance given a user query.
• TF-IDF can be successfully used for stop-words filtering in
various subject fields including text summarization and
classification.

TF - IDF

TF - IDF

Retrieval in vector space model
• Query q is represented in the same way or
slightly differently.
• Relevance of di to q: Compare the similarity of
query q and document di.
• Cosine similarity (the cosine of the angle
between the two vectors)

• Cosine is also commonly used in text clustering
79

Stopwords removal
• Many of the most frequently used words in a language are useless in
IR and text mining – these words are called stop words.
– the, of, and, to, ….
– Typically about 400 to 500 such words
– For an application, an additional domain specific stopwords list may
be constructed
• Why do we need to remove stopwords?
– Reduce indexing (or data) file size

• stopwords accounts 20-30% of total word counts.
– Improve efficiency and effectiveness

• stopwords are not useful for searching or text mining
• they may also confuse the retrieval system.
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Stemming
• Techniques used to find out the root/stem of a word.
E.g.,
–
–
–
–

user
users
used
using

• stem: use

engineering
engineered
engineer

engineer

Usefulness:
• improving effectiveness of IR and text mining
– matching similar words
– Mainly improve recall

• reducing indexing size
– combing words with same roots may reduce indexing size as
much as 40-50%.
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Statistical technologies
•
•
•
•
•

Language models
Collocations
Text classification
Information Retrieval
Machine Translation

Noisy Channel Model
Sent
Message
in source
language (f)

Translation model
P(f|e)

Statistical
Analysis
Bilingual
text

Ce foame am

Broken
Language model
Message
P(e)
in target
language
What hunger have I
Hungry am I so
Statistical
I am so hungry
Analysis
Have I that hunger
...
Monolingual
text

Received
Message
in target
language (e)

I am so hungry

And much more…
•
•
•
•
•
•

Syntactic Parsing (structure of the sentence)
Semantic Labeling (who does what when how why ..?)
Word Sense Disambiguation
Text to speech / speech to text
Sentiment analysis
…

