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Abstract

In our previous research, we studied various methods and algorithms

that emerged from the basic idea of transferring knowledge between

three different domains: computer vision, natural language processing

and computational biology. Although, at the first sight, these domains

seem to be unrelated fields of study, a deeper look reveals that there

are many common concepts and, in fact, images, text documents or

DNA strings care be processed with similar techniques.

As will be shown by the end of this thesis, the concept of treating

images and strings in a similar fashion is very fertile for specific ap-

plications in computer vision, text mining and computational biology.

In fact, one of the state-of-the-art methods for image categorization

is inspired from the bag-of-words representation, which is very popu-

lar in information retrieval and natural language processing. Indeed,

the bag-of-visual-words model, which builds a vocabulary of visual

words by clustering local image descriptors extracted from images,

has demonstrated impressive levels of performance for image catego-

rization and image retrieval. By adapting string processing techniques

to image analysis or the other way around, knowledge from one do-

main can be transferred to the other. In fact, many breakthrough

discoveries have been made by transferring knowledge between dif-

ferent domains. This thesis follows this line of research and presents

novel approaches or improved methods that rely on knowledge trans-

fer.

First of all, we present a kernel function that is designed to encode

the spatial information in an efficient way. The kernel is applied

both in object class recognition from images and text categorization



by topic and it shows performance improvements compared to the

standard bag-of-words representation and to the spatial pyramid rep-

resentation. Second of all, we present an improved version of the

bag-of-words model for text classification tasks, which is based on

adapting the bag-of-visual-words model. The adaptation consists of

replacing the image descriptors useful for recognizing object patterns

in images with word embeddings useful for recognizing semantic pat-

terns in text documents. Third of all, we describe an approach for

outlier detection based on eliminating the smaller k-means clusters.

The approach is applied in abnormal event detection in video and in

word sense disambiguation, showing state-of-the-art results in both

tasks. Fourth of all, we present a new distance measure for strings.

Designed to conform to general principles while being better adapted

for DNA strings, the new distance comes to improve several state-

of-the-art methods for DNA sequence alignment. We also present an

adaptation of the distance measure for exemplar gesture recognition

in video. Both distances have the same source of inspiration, an im-

age dissimilarity measure based on patches that was itself inspired by

another distance for strings, known as rank distance. Fifth of all, we

also turn our focus to unsupervised learning methods. To this end,

we present an approach for abnormal event detection that requires

no training videos. The approach is based on unmasking, an unsu-

pervised method that was previously used for authorship verification

in text documents. We also present an unsupervised algorithm for

word sense disambiguation that draws its inspiration from a popular

method used in genetics for whole genome sequencing. To summarize,

all the contributions presented in this thesis come to support the con-

cept of treating images, text documents and DNA strings in a similar

manner.

Machine learning is currently a vast area of research with applications

in a broad range of fields, such as computer vision, bioinformatics,

information retrieval, natural language processing, audio processing,

data mining, and many others. Among the variety of state-of-the-art



machine learning approaches for such applications, are deep learn-

ing and similarity-based learning methods. Deep learning is about

training neural models that usually have more than a few sequential

layers, in an end-to-end fashion. Learning based on similarity refers

to the process of learning based on pairwise similarities between the

training samples. The similarity-based learning process can be both

supervised and unsupervised, and the pairwise relationship can be

either a similarity, a dissimilarity, or a distance function.

On one hand, this thesis presents an unsupervised and a supervised

method for abnormal event detection in video. Both methods extract

appearance features using state-of-the-art deep convolutional neural

networks. On the other hand, this thesis studies several similarity-

based learning approaches, such as nearest neighbor models, kernel

methods and clustering algorithms. A nearest neighbor model based

on a novel distance measure for matching temporal sequences is pre-

sented in this thesis. It is used for exemplar sign language recognition

in video, achieving promising results. Kernel methods are used in

several tasks investigated in this thesis. First, a novel kernel for vi-

sual word histograms is described. It improves the performance for

object recognition in images by encoding spatial information in a very

efficient way. Several kernels based on a pyramid representation are

also presented. They are used for object class recognition from im-

ages, text categorization by topic and sentiment analysis. Among the

variety of clustering algorithms, k-means is the most prevalent in this

thesis. It is used to build codebooks of visual words for object class

recognition as well as codebooks of super word embeddings for text

classification. The k-means clustering algorithm is also employed as

an outlier detection method which is applied in abnormal event detec-

tion in video as well as word sense disambiguation at the document-

level. An interesting pattern can already be observed, namely that

the machine learning tasks approached in this thesis can be divided

into two different areas: computer vision and string processing. While

exploring both areas, it is worth mentioning that the studied meth-



ods exhibit state-of-the-art performance levels, and some of them have

been presented in top-tier conferences such as ACL, EACL or ICCV.
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Chapter 1

Motivation and Overview

Abstract

This chapter gives a brief overview of machine learning and related fields of study.

The concept of treating image and text data in a similar fashion is then presented.

A few successful examples of knowledge transfer between computer vision and

text mining are also discussed. The chapter ends with a full overview of the

organization of this thesis.

1.1 Introduction

Machine learning is a branch of artificial intelligence that studies computer sys-

tems that can learn from data. In this context, learning is about recognizing

complex patterns and making intelligent decisions based on data. In the early

years of artificial intelligence, the idea that human thinking could be rendered

logically in a numerical computing machine emerged, but it was unclear if such

a machine could model the complex human brain, until Alan Turing proposed a

test to measure its performance in 1950. The Turing test states that a machine

exhibits human-level intelligence if a human judge engages in a natural language

conversation with the machine and cannot distinguish it from another human.

Despite the fact that intelligent machines that can pass the Turing test have not

been developed yet, many interesting and useful systems that can learn from data

1



have been proposed since then.

One of the first breakthrough intelligent system was developed in 1952 by

Arthur Samuel from IBM. He developed a game-playing program, for checkers,

to achieve sufficient skill to challenge a world champion. Its program was based

on a search tree of the board positions reachable from the current state. Some of

the early intelligent systems were based on decision rules. Such systems are best

known as expert systems. The system that is often called the first expert system

is ELIZA, which was developed between 1964 and 1966 by Joseph Weizenbaum

from MIT. ELIZA simulated a psychotherapist that could interact with a human

patient. It was implemented using simple pattern matching techniques like string

substitution and canned responses based on keywords. What is interesting to

note is that when ELIZA originally appeared, some people actually mistook it

for a human. At the same time with the development of expert systems, other

approaches have been proposed. In 1957, Frank Rosenblatt invented the per-

ceptron [Rosenblatt, 1957] which is a mathematical model of the neuron. The

perceptron is a very simple linear classifier, but it was shown that a powerful

model can be created by combining perceptrons into a network. Despite the fact

that neural network research went through many years of stagnation, the field

was revived when the backpropagation algorithm [Rumelhart et al., 1986] used

for training neural networks became widely popular in the artificial intelligence

community. In the early 90’s the field of machine learning shifted to a more

data-driven approach as compared to the more knowledge-driven expert systems,

mainly due to the intersection of computer science and statistics. Many of the

current machine learning approaches are based on the ideas developed at that

time. A complete history of artificial intelligence is presented in [Nilsson, 2010].

Several learning paradigms have been proposed in the context of machine

learning. The two most popular ones are supervised and unsupervised learning.

Supervised learning refers to the task of building a classifier using labeled training

data. The most studied approaches in machine learning are supervised and they

include: Support Vector Machines [Cortes & Vapnik, 1995], Näıve Bayes classi-

fiers [Manning et al., 2008], neural networks [Bishop, 1995; Krizhevsky et al., 2012;

LeCun et al., 2015], Random Forests [Breiman, 2001] and many others [Caruana

& Niculescu-Mizil, 2006]. Unsupervised learning refers to the task of finding hid-

2



den structure in unlabeled data. The best known form of unsupervised learning

is cluster analysis , which aims at clustering objects into groups based on their

similarity. Among the other learning paradigms are semi-supervised learning,

which combines both labeled and unlabeled data, and reinforcement learning,

which learns to take actions in an environment in order to maximize a long-term

reward. Depending on the desired outcome of the machine learning algorithm or

on the type of training input available for an application, a particular learning

paradigm may be more suitable than the others.

Machine learning is currently a vast area of research with applications in a

broad range of fields, such as computer vision [Fei-Fei & Perona, 2005; Forsyth

& Ponce, 2002; Sebastiani, 2002; Zhang et al., 2007], bioinformatics [Dinu &

Ionescu, 2013; Inza et al., 2010; Leslie et al., 2002], information retrieval [Chifu

& Ionescu, 2012; Ionescu et al., 2015b; Manning et al., 2008], natural language

processing [Lodhi et al., 2002; Popescu & Grozea, 2012; Sebastiani, 2002] and

many others [Ionescu et al., 2015a]. Among the variety of state-of-the-art machine

learning approaches for such applications are deep learning [Goodfellow et al.,

2016] and similarity-based learning [Chen et al., 2009] methods.

On one hand, this thesis studies similarity-based learning approaches such as

nearest neighbor models, kernel methods [Shawe-Taylor & Cristianini, 2004] and

clustering algorithms. On the other hand, some of the presented methods are

based on deep learning approaches such as convolutional neural networks [Chat-

field et al., 2014; Simonyan & Zisserman, 2014]. The studied approaches have

interesting applications and exhibit state-of-the-art performance levels in two dif-

ferent areas: computer vision and string processing. It is important to note that,

in this thesis, string processing refers to any task that needs to process string data

such as text documents, DNA sequences, and so on. This work investigates string

processing tasks ranging from genome sequence alignment [Dinu et al., 2014] to

automatic essay scoring [Cozma et al., 2018], word sense disambiguation [But-

naru et al., 2017] and text categorization by topic [Butnaru & Ionescu, 2017],

from a machine learning perspective. These tasks belong to one of two separate

fields, namely text mining or computational biology, but they are gathered un-

der one umbrella called string processing. In a similar manner, we discuss about

several computer vision tasks, including object recognition [Ionescu & Popescu,

3



2015], abnormal event detection in video [Ionescu et al., 2017b, 2018] and gesture

recognition [Ionescu et al., 2017a]. While all the topics enumerated so far seem

to be unrelated, each and every one of them includes at least a concept that is

borrowed from the other fields of study covered by this thesis. In the following

section, we provide further details about the transfer of knowledge between do-

mains. Before diving into the next section, it is worth mentioning that the core

part of this thesis is mostly based on recently published works by the author, yet,

it also includes (previously) unpublished work and results.

1.2 Knowledge Transfer between Image and Text

Nowadays, computer science specialists are faced with the challenge of processing

massive amounts of data. The largest part of this data is actually unstructured

and semi-structured data, available in the form of text documents, images, au-

dio files, video files and so on. Researchers have developed methods and tools

that extract relevant information and support efficient access to unstructured and

semi-structured content. Such methods that aim at providing access to informa-

tion are mainly studied by researchers in machine learning and related fields.

In fact, a tremendous amount of effort has been dedicated to this line of re-

search [Agarwal & Roth, 2002; Goodfellow et al., 2016; Lazebnik et al., 2005,

2006; Leung & Malik, 2001; Manning et al., 2008]. In the context of machine

learning, the aim is to obtain a good representation of the data that can later

be used to build an efficient classifier. In computer vision, image representations

are obtained by feature detection and feature extraction. Most of the feature ex-

traction methods are handcrafted by researchers that have a good understanding

of the application and a vast experience. This is the case of the bag-of-visual-

words model [Csurka et al., 2004; Leung & Malik, 2001; Sivic et al., 2005] in

computer vision. A different approach is representation learning, which aims at

discovering a better representation of the data provided during training. This

is the case of deep learning algorithms [Bengio, 2009; Goodfellow et al., 2016;

LeCun et al., 2015; Montavon et al., 2012] that aim at discovering multiple levels

of representation, or a hierarchy of features. Deep algorithms learn to transform

one representation into another, by better disentangling the factors of variation
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(a) A picture of a kitchen glove. (b) A picture of the same glove with context.

Figure 1.1: An example in which the context helps to disambiguate an object
(kitchen glove), which can easily be mistaken for something else if the rest of the
image is not seen. The image belongs to the Pascal VOC 2007 data set.

that explain the observed data.

Whether the representation of the data is obtained through a handcrafted

method or learned by a fully automatic process, common concepts of treating

different kinds of unstructured and semi-structured data, such as image and text,

naturally arise. Despite the fact that computer vision and string processing seem

to be unrelated fields of study, the concept of treating image and text in a similar

fashion has proven to be very fertile for several applications. Furthermore, by

adapting string processing techniques to image analysis or the other way around,

knowledge from one domain can be transferred to the other.

An example of similarity between text and image is discussed next. It refers

to word sense disambiguation and object recognition in images. Word sense

disambiguation (WSD) is a core research problem in computational linguistics

and natural language processing, which was recognized since the beginning of the

scientific interest in machine translation, and in artificial intelligence, in general.

WSD is about determining the meaning of a word in a specific context. Actually

all the WSD methods use the context to determine the meaning of an ambiguous

word, because the entire information about the word sense is contained in the

context [Agirre & Edmonds, 2006]. The basic concept is to extract features

from the context that could help the WSD process. In a similar fashion, an
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object in an image can be recognized using the entire image as a context. For

example, a method that could detect the presence of a kitchen glove in the image,

would have to look for distinctive features such as the texture of the material,

shape, and perhaps even color. However, there could be other objects that have

similar shape or color, and in more difficult situations, such as illustrated in

Figure 1.1(a), it may be almost impossible to distinguish the glove. Thus, a better

approach could be to look for other distinctive features in the image provided by

the context. For instance, a human can easily figure out that a glove is hanging

by a kitchen cabinet knob in the scene illustrated in Figure 1.1(b). It is more

easy to understand the entire scene as a whole than taking the glove out of

context. In conclusion, the idea of using the context can help to avoid any

confusion. Not surprisingly, this intuitive idea has already been studied in the

computer vision literature [Galleguillos & Belongie, 2010; Rabinovich et al., 2007].

In [Rabinovich et al., 2007], the semantic context is incorporated into object

categorization to reduce ambiguity in objects’ visual appearance and improve

accuracy. The paper of [Galleguillos & Belongie, 2010] goes even further and

makes a distinction between three types of context, namely semantic context,

spatial context and scale context.

Another example of treating image and text in a similar manner is a state-

of-the-art method for image categorization and image retrieval inspired from the

bag-of-words representation, which is very popular in information retrieval and

natural language processing. The bag-of-words model represents a text as an un-

ordered collection of words, completely disregarding grammar, word order, and

syntactic groups. The bag-of-words model has many applications from informa-

tion retrieval [Manning et al., 2008] to natural language processing [Manning &

Schütze, 1999] and word sense disambiguation [Agirre & Edmonds, 2006; Chifu

& Ionescu, 2012]. Words are the atoms that form coherent text. In the context

of image analysis, the concept of word needs to be somehow defined, before be-

ing able to use a bag-of-words representation. As illustrated in Figure 1.2, small

repetitive patterns can be observed in images, however these atomic patterns

are not identical in all locations in the image, since they are affected by various

translations, rotations, illumination changes, noise and so on. In this context,

computer vision researchers have defined the concept of visual word as a group
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Figure 1.2: An example of repetitive local image patterns that form the building
blocks of the bag-visual-words model.

of similar (but not necessarily identical) local image patterns in order to cope

with possible image transformations. To obtain a vocabulary of visual words,

local image descriptors such as SIFT [Lowe, 1999, 2004] are usually obtained by

vector quantization. The vector quantization process can be done, for example,

by k-means clustering [Leung & Malik, 2001] or by probabilistic Latent Semantic

Analysis [Sivic et al., 2005]. The frequency of each visual word is then recorded
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Figure 1.3: An object that can be described by multiple categories such as toy,
bear, or both.

in a histogram which represents the final feature vector for the image. This his-

togram is the equivalent of the bag-of-words representation for text. The idea

of representing images as bag-of-visual-words has demonstrated very good per-

formance for image categorization [Zhang et al., 2007], image retrieval [Philbin

et al., 2007] and facial expression recognition [Ionescu et al., 2013].

One of the most important problems in computer vision is object recognition.

Machine learning methods represent the state-of-the-art approach for the object

recognition problem. A common approach is to make some assumptions in order

to treat object recognition as a classification problem. First, object categories

are considered to be fixed and known. Second, each instance belongs to a single

category. However, some researchers argue that these assumptions do not ade-

quately describe the reality. The following example shows that these assumptions

are indeed wrong. The object presented in Figure 1.3 can be described either as

a toy, a bear, or both. It is clear that the object does not belong to a single cat-

egory. Furthermore, the category of the object might be irrelevant for particular

applications. Another drawback of this approach is that it misses out some of the

subtle aspects of object recognition. For example, an object classification system

does not understand the properties of an object and it cannot deal with unfamil-

iar objects. In other words, it fails to extract aspects of meaning. Thus, some
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computer vision researchers have proposed different approaches for the object

recognition task. One alternative approach, proposed in [Duygulu et al., 2002],

is to model object recognition as machine translation. The model is based on the

observation that object recognition is a little like translation, in that a picture (or

text in a source language) goes in, and a description (or text in a target language)

comes out. In this model, object recognition becomes a process of annotating im-

age regions with words. First, images are segmented into regions, which are then

classified into region types. Next, a mapping between region types and keywords

provided with the images is learned. This process is similar to learning a lexi-

con from data, a standard problem in machine translation literature [Jurafsky

& Martin, 2000; Manning & Schütze, 1999]. This approach has proven fertile

for this interpretation of object recognition. Research in this area has led to the

development of other systems, such as the one described in [Farhadi et al., 2010]

which generates sentences from images. The system computes a score linking an

image to a sentence. This score can be used to attach a descriptive sentence to

a given image, or to obtain images that illustrate a given sentence. To take this

even further, the work of [Sadeghi & Farhadi, 2011] suggests that it is easier and

more effective to generate descriptions of images in terms of chunks of meaning,

such as “a person riding a horse”, rather than individual components, such as

“person” or “horse”. In this approach, categories are replaced with visual phrases

for recognition.

The examples described so far are successful cases of treating image data

as text data. However, research that studies how to improve text processing

techniques with knowledge from computer vision has also been conducted. A good

example is the method introduced in [Barnard & Johnson, 2005], which proposes

the use of images for WSD, either alone, or in conjunction with traditional text

based methods. To integrate image information with text data, the authors

exploit previous work on linking images and words [Barnard et al., 2003; Duygulu

et al., 2002]. The empirical results strongly suggest that images can help to

disambiguate senses of words.

In the recent years, deep neural networks have demonstrated impressive levels

of performance in various computer vision tasks [Krizhevsky et al., 2012; LeCun

et al., 2015; Simonyan & Zisserman, 2014]. After their success in computer vision,
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researchers have tried to adapt the deep learning algorithms for text data [John-

son & Zhang, 2015; Mikolov et al., 2013; Sutskever et al., 2014]. One of the

most popular approaches is to use neural models in order to build word embed-

dings [Mikolov et al., 2013] by mapping words from a vocabulary to vectors of real

value numbers in a low dimensional space. Although deep learning algorithms

are now widely used in the NLP community, others have suggested that equally

good word embeddings can be produced without the help of deep models, for

example, by using Hellinger Principal Component Analysis [Lebret et al., 2013].

Nevertheless, deep learning models, which essentially promote the idea of end-

to-end learning, are now extremely popular in both computer vision and natural

language processing, which only comes to support the main argument behind the

present thesis, namely that knowledge transfer between these domains is fruitful.

The concept of treating image and text in a similar manner is exploited in

some way or another in the previous examples found in literature. Several other

examples presented by Ionescu et al. [Ionescu & Popescu, 2016a] show that knowl-

edge transfer from one domain to another has proven to be very fertile in the case

of computer vision and natural language processing. This thesis follows the same

line of research and presents novel approaches or improved methods that rely on

this cornerstone concept.

Computer vision researchers have demonstrated that the object recognition

performance can be improved by including spatial information into the bag-of-

visual-words model. A state-of-the-art approach is the spatial pyramid represen-

tation [Lazebnik et al., 2006], which divides the image into spatial bins. In Chap-

ter 3, we present an improvement to the popular bag-of-visual-words model. The

improvement consists of employing the Spatial Non-Alignment Kernel to encode

spatial information in the similarity of two images. Compared to the widely-used

spatial pyramid representation [Lazebnik et al., 2006], it improves performance

while consuming less space and time. Not only that the bag-of-visual-words itself

is transferred from text analysis, but also the Spatial Non-Alignment Kernel is

inspired by rank distance [Dinu & Manea, 2006], a distance measure for strings.

In Chapter 7, the spatial pyramid and the Spatial Non-Alignment Kernel are

used to significantly improve the performance of the bag-of-words model in the

context of text categorization by topic, showing that spatial information can also
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be useful for text analysis.

In our previous work [Dinu et al., 2012; Ionescu & Popescu, 2013], we in-

troduced a dissimilarity measure for images termed Local Patch Dissimilarity.

The dissimilarity measure was inspired from the rank distance measure [Dinu

& Manea, 2006]. The main concern was to extend rank distance from one-

dimensional input (strings) to two-dimensional input (digital images). While

rank distance is a highly accurate measure for strings, the experiments presented

in [Dinu et al., 2012; Ionescu & Popescu, 2013] suggest that the proposed exten-

sion of rank distance to images is very accurate for handwritten digit recognition

and, with some redesign work, for texture analysis [Ionescu et al., 2014]. Based on

the same developments as Local Patch Dissimilarity, we present a novel distance

measure for strings in Chapter 6. Designed to conform to more general principles,

while being better adapted for specific data types, such as DNA strings or text, it

shows interesting results in DNA sequence alignment. In Chapter 4, we present

the Local Frame Match Distance, a novel approach for matching gestures inspired

by Local Rank Distance. While Local Rank Distance efficiently approximates the

non-alignment of character n-grams between two strings, we employ the Local

Frame Match Distance to efficiently measure the non-alignment of hand loca-

tions between two video sequences. Furthermore, we transform the Local Frame

Match Distance into a kernel and use it in combination with Kernel Discriminant

Analysis for sign language recognition with exemplars.

In Chapter 5, we describe an unsupervised approach as well as a supervised

approach for abnormal event detection in video. The unsupervised approach is

based on unmasking [Koppel et al., 2007], a technique previously used for au-

thorship verification in text documents, which has been adapted to the abnormal

event detection task. The supervised approach is based on a two-stage algorithm.

After extracting motion features from the training video containing only normal

events, the algorithm applies k-means clustering to find clusters representing dif-

ferent types of motion. In the first stage, we consider that clusters with fewer

samples (with respect to a given threshold) contain only outliers and we elim-

inate these clusters altogether. In the second stage, we shrink the borders of

the remaining clusters by training a one-class Support Vector Machines model

on each cluster. In Chapter 9, we present an unsupervised algorithm for word
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sense disambiguation at the document-level that eliminates outlier word senses

using a similar approach. For each sense of word, we collect all the words from

the corresponding WordNet [Fellbaum, 1998; Miller, 1995] synset, gloss and re-

lated synsets, into a sense bag. We embed the collected words from all the sense

bags in a document into a vector space using a common word embedding frame-

work [Mikolov et al., 2013]. The word vectors are then clustered using k-means to

form clusters of semantically related words. At this stage, we eliminate clusters

with fewer samples as they likely to represent outliers. Words from the eliminated

clusters are also removed from each and every sense bag. Finally, the algorithm

computes the median of all the remaining word embeddings in a given sense bag

to obtain a sense embedding for the corresponding word sense.

In Chapter 8, we present a novel approach for text classification based on

clustering word embeddings, inspired by the bag-of-visual-words model. After

each word in a collection of documents is represented as word vector using a

pre-trained word embeddings model [Mikolov et al., 2013], a k-means algorithm

is applied on the word vectors in order to obtain a fixed-size set of clusters. The

centroid of each cluster is interpreted as a super word embedding that embodies

all the semantically related word vectors in a certain region of the embedding

space. Every embedded word in the collection of documents is then assigned

to the nearest cluster centroid. In the end, each document is represented as a

bag-of-super-word-embeddings by computing the frequency of each super word em-

bedding in the respective document. The bag-of-super-word-embeddings shows

its usefulness in three text mining tasks, namely text categorization by topic,

polarity classification and automated essay scoring. In the latter task, the bag-

of-super-word-embeddings framework is combined with the intersection string

kernel, which is based on character n-grams. Notably, the intersection kernel

has successfully been used in computer vision for object class recognition from

images [Maji et al., 2008; Vedaldi & Zisserman, 2010].

To summarize, all the contributions presented in this thesis are based on

the cornerstone concept of treating image and text in a similar manner. More-

over, there are several other contributions [Barnard & Johnson, 2005; Duygulu

et al., 2002; LeCun et al., 2015] that transfer knowledge between computer vi-

sion and text mining, but altogether, this concept is far from saturated. When a
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break-through discovery is made in one domain, researchers can always consider

adapting and using the respective discovery into another domain, even though

their attempt may not necessarily prove to be successful in the end.

1.3 Overview and Organization

The rest of this thesis is organized as follows. All the machine learning methods

that are employed to obtain results for different applications in computer vision

and string processing are described in Chapter 2. The chapter gives an overview of

the main concepts of learning based on similarity as well as deep learning. Specific

machine learning methods that are based on these concepts are then presented.

First, nearest neighbor models are discussed. An overview of kernel methods is

given next, since the state-of-the-art methods consistently used in the supervised

learning tasks presented throughout this thesis are kernel methods. Chapter 2

continues with a discussion about cluster analysis. Clustering techniques are used

throughout this thesis in various contexts, from building vocabularies of visual

words to outlier detection. Chapter 2 ends with a discussion about deep learning,

giving special attention to convolutional neural networks. Convolutional neural

networks are employed to extract deep appearance features useful for abnormal

event detection in video.

The main content of this thesis is organized in two parts. Part I presents

machine learning methods and applications in computer vision that are based on

knowledge and concepts borrowed from text mining. Part II presents machine

learning methods and applications in text and string processing, or more pre-

cisely, in computational biology and text mining. These are based on concepts

transferred from computer vision. Chapters 3, 4 and 5 belong to Part I, while

Chapters 6, 7, 8 and 9 belong to Part II. Finally, the conclusions are drawn in

Chapter 10. The content of each chapter is briefly discussed next.

Chapter 3 presents the bag-of-visual-words model along with some improve-

ments for object recognition in images. For the bag-of-visual-words approach,

images are represented as histograms of visual words from a codebook that is

usually obtained with a simple clustering method. Next, kernel methods are

used to compare such histograms. Researchers have demonstrated that the ob-
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ject recognition performance with the bag-of-visual-words can be improved by

including spatial information. A state-of-the-art approach is the spatial pyra-

mid representation [Lazebnik et al., 2006], which divides the image into spatial

bins. In Chapter 3, we describe another general approach that encodes the spa-

tial information in a much better and efficient way. The approach is to embed

the spatial information into a kernel function termed the Spatial Non-Alignment

Kernel (SNAK) [Ionescu & Popescu, 2015]. For each visual word, the average

position and the standard deviation is computed based on all the occurrences of

the visual word in the image. These are computed with respect to the center of

the object, which is determined with the help of the objectness measure [Alexe

et al., 2010, 2012]. The pairwise similarity of two images is then computed by

taking into account the difference between the average positions and the differ-

ence between the standard deviations of each visual word in the two images. In

all the experiments, the SNAK framework shows a better recognition accuracy

than the spatial pyramid.

Gesture recognition using a training set of limited size for a large vocabulary

of gestures is a challenging problem in computer vision. With few examples per

gesture class, researchers often employ state-of-the-art exemplar-based methods

such as Dynamic Time Warping (DTW) [Conly et al., 2016]. Chapter 4 presents

two contributions in the area of exemplar-based gesture recognition. As an al-

ternative to Dynamic Time Warping, we first present the Local Frame Match

Distance (LFMD) [Ionescu et al., 2017a], a novel approach for matching gestures

inspired by a distance measure for strings, namely Local Rank Distance [Ionescu,

2013]. While Local Rank Distance efficiently approximates the non-alignment

of character n-grams between two strings, we employ the Local Frame Match

Distance to efficiently measure the non-alignment of hand locations between two

video sequences. Second of all, we transform the Local Frame Match Distance

into a kernel and use it in combination with Kernel Discriminant Analysis for

sign language recognition with exemplars. The empirical results indicate that

our method can generally yield better performance than a state-of-the-art Dy-

namic Time Warping approach [Conly et al., 2016] on the challenging task of

American Sign Language recognition, while reducing the computational time by

30%.
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In Chapter 5, we present two methods for abnormal event detection in video.

The first method [Ionescu et al., 2017b] is unsupervised, as it requires no train-

ing sequences. The unsupervised method is based on unmasking [Koppel et al.,

2007], a technique previously used for authorship verification in text documents,

which we adapt to our task. The method iteratively trains a binary classifier to

distinguish between two consecutive video sequences while removing at each step

the most discriminant features. Higher training accuracy rates of the intermedi-

ately obtained classifiers represent abnormal events. The second method [Ionescu

et al., 2018] is supervised and it approaches the abnormal event detection problem

as an outlier detection task. The supervised method is composed of a two-stage

algorithm based on k-means clustering and one-class Support Vector Machines

(SVM) to eliminate outliers. After extracting motion features from the training

video containing only normal events, we apply k-means clustering to find clusters

representing different types of motion. In the first stage, we consider that clusters

with fewer samples (with respect to a given threshold) contain only outliers and

we eliminate these clusters altogether. In the second stage, we shrink the borders

of the remaining clusters by training a one-class SVM model on each cluster.

To detected abnormal events in the test video, we analyze each test sample and

consider its maximum normality score provided by the trained one-class SVM

models, based on the intuition that a test sample can belong to only one cluster

of normal motion. If the test sample does not fit well in any narrowed cluster,

than it is labeled as abnormal. We also combine our approach based on motion

features with a recent approach based on deep appearance features [Smeureanu

et al., 2017] extracted with pre-trained convolutional neural networks. We com-

bine our two-stage algorithm with the deep framework using a late fusion strat-

egy, keeping the pipelines of the two approaches independent. We compare both

methods with several state-of-the-art supervised and unsupervised methods on

four benchmark data sets. The empirical results presented in Chapter 5 indicate

that the unsupervised abnormal event detection framework can achieve better

results than a state-of-the-art unsupervised method [Del Giorno et al., 2016]. In

the same time, our supervised method achieves better results than all supervised

methods [Cheng et al., 2015; Cong et al., 2011; Hasan et al., 2016; Hinami et al.,

2017; Lu et al., 2013; Mehran et al., 2009; Ravanbakhsh et al., 2017; Saligrama &
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Chen, 2012; Sun et al., 2017; Zhang et al., 2016] in most cases, while processing

the test video in real-time at 32 frames per second on CPU.

In Chapter 6, we present Local Rank Distance (LRD), a distance measure

that was initially presented in [Ionescu, 2013]. The novel distance measure is

designed to comprise more general principles than rank distance [Dinu & Manea,

2006], but it is also developed having a practical motivation in mind, specifi-

cally to be more suitable for DNA strings or text. Chapter 6 describes a fast

algorithm [Ionescu, 2015] for computing LRD and presents an application to se-

quence alignment. Genome sequence alignment refers to the task of assigning

a set of short DNA reads to a reference genome. As such, a genome sequence

aligner based on LRD [Dinu et al., 2014] is described in Chapter 6. The LRD

aligner presented in this thesis aims to improve correctness over speed. However,

some indexing strategies to speed up the aligner are also described.

In Chapter 7, two approaches to encode spatial information in the bag-of-

visual-words model are transferred to text analysis. These are the spatial pyra-

mid [Lazebnik et al., 2006] and the Spatial Non-Alignment Kernel [Ionescu &

Popescu, 2015]. In the context of object recognition from images, the spatial in-

formation helps to significantly improve performance [Ionescu & Popescu, 2015;

Lazebnik et al., 2006]. The empirical results presented in Chapter 7 indicate

that spatial information can also be useful for text categorization by topic. The

spatial pyramid for text divides the text into sections (or parts) using multiple

levels of granularity and extracts features from each of these sections. The final

representation, obtained by concatenating all the features, roughly indicates what

features appear in a certain section of a text document, such as the introduction

or the conclusion. The Spatial Non-Alignment Kernel for text replaces visual

words from images with words from text documents, providing a soft assignment

alternative to the spatial pyramid. As in the case of object recognition from im-

ages, the Spatial Non-Alignment Kernel seems to be a better approach in terms

of performance, probably because it represents the spatial information (location

of words in text) in a more accurate way than the spatial pyramid.

In Chapter 8, we present a novel approach [Butnaru & Ionescu, 2017] for text

classification based on clustering word embeddings, inspired by the bag-of-visual-

words model. After each word in a collection of documents is represented as
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word vector using a pre-trained word embeddings model [Mikolov et al., 2013],

a k-means clustering algorithm is applied on the word vectors in order to obtain

a fixed-size set of clusters. The centroid of each cluster is interpreted as a su-

per word embedding that embodies all the semantically related word vectors in

a certain region of the embedding space. Every embedded word in the collec-

tion of documents is then assigned to the nearest cluster centroid. In the end,

each document is represented as a bag-of-super-word-embeddings by computing

the frequency of each super word embedding in the respective document. We

also diverge from the idea of building a single vocabulary for the entire collec-

tion of documents, and propose to build class-specific vocabularies for better

performance. Using this kind of representation, we report results on two text

mining tasks, namely text categorization by topic and polarity classification. On

both tasks, our model yields better performance than the standard bag-of-words.

In Chapter 8, we also present an approach [Cozma et al., 2018] based on com-

bining string kernels and word embeddings for automatic essay scoring. String

kernels capture the similarity among strings based on counting common char-

acter n-grams, which are a low-level yet powerful type of feature demonstrating

state-of-the-art results in various text classification tasks such as Arabic dialect

identification [Ionescu & Butnaru, 2017; Ionescu & Popescu, 2016b] or native

language identification [Ionescu & Popescu, 2017; Ionescu et al., 2016]. We com-

bine string kernels with the high-level semantic feature representation provided

by the bag-of-super-word-embeddings. We evaluate our approach on the Auto-

mated Student Assessment Prize data set, in both in-domain and cross-domain

settings. The empirical results indicate that our approach yields a better per-

formance than several state-of-the-art approaches [Dong & Zhang, 2016; Dong

et al., 2017; Phandi et al., 2015; Tay et al., 2018].

In Chapter 9, we present a recent unsupervised and knowledge-based algo-

rithm for global word sense disambiguation (WSD). The algorithm, known as

ShotgunWSD [Butnaru et al., 2017], is inspired by the Shotgun sequencing tech-

nique, which is a broadly-used whole genome sequencing approach. ShotgunWSD

performs WSD at the document level based on three phases. The first phase con-

sists of applying a brute-force WSD algorithm on short context windows selected

from the document in order to generate a short list of likely sense configurations
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for each window. The second phase consists of assembling the local sense configu-

rations into longer composite configurations by prefix and suffix matching. In the

third phase, the resulted configurations are ranked by their length, and the sense

of each word is chosen based on a majority voting scheme that considers only

the top configurations in which the respective word appears. In Chapter 9, we

also present an improved version (2.0) of ShotgunWSD which is based on a dif-

ferent approach for computing the semantic relatedness score between two word

senses, a step that stays at the core of building better local sense configurations.

For each sense, we collect all the words from the corresponding WordNet synset,

gloss and related synsets, into a sense bag . We embed the collected words from all

the sense bags in the entire document into a vector space using a common word

embedding framework [Mikolov et al., 2013]. The word vectors are then clus-

tered using k-means to form clusters of semantically related words. At this stage,

we consider that clusters with fewer samples represent outliers and we eliminate

these clusters altogether. Words from the eliminated clusters are also removed

from each and every sense bag. Finally, we compute the median of all the remain-

ing word embeddings in a given sense bag to obtain a sense embedding for the

corresponding word sense. We compare the improved ShotgunWSD algorithm

(version 2.0) with its previous version (1.0) as well as several state-of-the-art

unsupervised WSD algorithms. We demonstrate that ShotgunWSD 2.0 yields

better performance on four data sets. Furthermore, our algorithm outperforms

the strong Most Common Sense (MCS) baseline on one data set, a remarkable

achievement for an unsupervised learning technique.

The conclusions presented in Chapter 10 point to the fact that the concept of

treating image and text in a similar way is indeed fertile. In the final chapter, we

also provide some general guidelines on future work and discuss new directions

that could arise by transferring knowledge between computer vision, text mining

and computational biology.
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Cozma, Mădălina, Butnaru, Andrei, and Ionescu, Radu Tudor. Automated essay

scoring with string kernels and word embeddings. In Proceedings of ACL, pp.

503–509, 2018. (cited on 3, 17)

Csurka, Gabriella, Dance, Christopher R., Fan, Lixin, Willamowski, Jutta, and

Bray, Cdric. Visual categorization with bags of keypoints. In Proceedings

of Workshop on Statistical Learning in Computer Vision at ECCV, pp. 1–22,

2004. (cited on 4)

20



REFERENCES

Del Giorno, Allison, Bagnell, J. Andrew, and Hebert, Martial. A Discriminative

Framework for Anomaly Detection in Large Videos. In Proceedings of ECCV,

pp. 334–349, October 2016. (cited on 15)

Dinu, Liviu P. and Ionescu, Radu Tudor. Clustering based on Median and Closest

String via Rank Distance with Applications on DNA. Neural Computing and

Applications, 24(1):77–84, 2013. (cited on 3)

Dinu, Liviu P. and Manea, Florin. An efficient approach for the rank aggregation

problem. Theoretical Computer Science, 359(1–3):455–461, 2006. (cited on 10,

11, 16)

Dinu, Liviu P., Ionescu, Radu Tudor, and Popescu, Marius. Local Patch Dissimi-

larity for Images. In Proceedings of ICONIP, volume 7663, pp. 117–126. LNCS

Springer-Verlag, 2012. (cited on 11)

Dinu, Liviu P., Ionescu, Radu Tudor, and Tomescu, Alexandru I. A rank-based

sequence aligner with applications in phylogenetic analysis. PLoS ONE, 9(8):

e104006, 08 2014. doi: 10.1371/journal.pone.0104006. (cited on 3, 16)

Dong, Fei and Zhang, Yue. Automatic Features for Essay Scoring – An Empirical

Study. In Proceedings of EMNLP, pp. 1072–1077, 2016. (cited on 17)

Dong, Fei, Zhang, Yue, and Yang, Jie. Attention-based Recurrent Convolutional

Neural Network for Automatic Essay Scoring. In Proceedings of CONLL, pp.

153–162, 2017. (cited on 17)

Duygulu, P., Barnard, Kobus, Freitas, J. F. G. de, and Forsyth, David A. Object

Recognition as Machine Translation: Learning a Lexicon for a Fixed Image

Vocabulary. In Proceedings of ECCV, pp. 97–112, London, UK, UK, 2002.

Springer-Verlag. (cited on 9, 12)

Farhadi, Ali, Hejrati, Mohsen, Sadeghi, Mohammad Amin, Young, Peter,

Rashtchian, Cyrus, Hockenmaier, Julia, and Forsyth, David. Every picture

tells a story: generating sentences from images. In Proceedings of ECCV, pp.

15–29, Berlin, Heidelberg, 2010. Springer-Verlag. (cited on 9)

21



REFERENCES

Fei-Fei, Li and Perona, Pietro. A Bayesian Hierarchical Model for Learning Nat-

ural Scene Categories. In Proceedings of CVPR, volume 2, pp. 524–531, Wash-

ington, DC, USA, 2005. IEEE Computer Society. (cited on 3)

Fellbaum, Christiane (ed.). WordNet: An Electronic Lexical Database. MIT

Press, 1998. (cited on 12)

Forsyth, David A. and Ponce, Jean. Computer Vision: A Modern Approach.

Prentice Hall Professional Technical Reference, 2002. (cited on 3)

Galleguillos, Carolina and Belongie, Serge. Context Based Object Categorization:

A Critical Survey. Computer Vision and Image Understanding, 114:712–722,

2010. (cited on 6)

Goodfellow, Ian, Courville, Aaron, and Bengio, Yoshua. Deep Learning. MIT

Press, 2016. URL http://www.deeplearningbook.org. (cited on 3, 4)

Hasan, Mahmudul, Choi, Jonghyun, Neumann, Jan, Roy-Chowdhury, Amit K.,

and Davis, Larry S. Learning temporal regularity in video sequences. In Pro-

ceedings of CVPR, pp. 733–742, 2016. (cited on 15)

Hinami, Ryota, Mei, Tao, and Satoh, Shin’ichi. Joint Detection and Recounting

of Abnormal Events by Learning Deep Generic Knowledge. In Proceedings of

ICCV, pp. 3639–3647, 2017. (cited on 15)
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Chapter 2

Similarity-based Learning and

Deep Learning

Abstract

The chapter describes all the machine learning methods that are employed in this

thesis to obtain results for different applications of computer vision and string

processing. The chapter gives an overview of the main concepts of learning based

on similarity. Specific machine learning methods that are based on these concepts

are then presented. First, nearest neighbor models are discussed. An overview

of kernel methods is also given, since the state-of-the-art methods consistently

used in the supervised learning tasks presented throughout this thesis are kernel

methods. The chapter continues with a discussion about cluster analysis. Cluster-

ing techniques are used throughout this thesis in various contexts, from building

vocabularies of visual words to outlier detection. The chapter ends with a discus-

sion about deep learning, giving special attention to convolutional neural networks.

Convolutional neural networks are employed to extract deep appearance features

useful for abnormal event detection in video.
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2.1 Introduction

In this chapter, we discuss two machine learning paradigms, namely deep learn-

ing [Goodfellow et al., 2016] and similarity-base learning [Chen et al., 2009], that

are employed in various tasks discussed in this thesis. Learning based on simi-

larity refers to the process of learning based on pairwise similarities between the

training samples. The similarity-based learning process can be both supervised

and unsupervised, and the pairwise relationship can be either a similarity, a dis-

similarity, or a distance function. Similarity functions may be asymmetric and

even fail to satisfy other mathematical properties required for metrics or inner

products, for example. When the learning process is supervised, the similarity-

based method aims at estimating the class label of a test sample using both the

pairwise similarities between the labeled training samples, and the similarities be-

tween the test sample and the set of training samples. When the learning process

is unsupervised, the similarity-based method aims at finding some hidden struc-

ture in the unlabeled training samples, using the pairwise similarities between

samples. An advantage of similarity-based learning is that it does not require

direct access to the features, as long as the similarity function is well defined and

can be computed for any pair of samples. Thus, the feature space is not required

to be a Euclidean space. On the other hand, deep learning provides a way to

transform one feature representation into another, by better disentangling the

factors of variation that explain the observed data. Deep learning algorithms are

aimed at discovering multiple levels of representation, or a hierarchy of features.

The goal of deep learning is to replace features handcrafted by engineers with

features that are learned from data into an end-to-end fashion. The main rea-

son behind the success of deep learning methods is that the end-to-end learning

process provides a better feature representation when there is enough training

data.

The rest of this chapter is organized as follows. Section 2.2 provides an

overview of similarity-based learning. Nearest neighbor models are discussed

in Section 2.3. An overview of kernel methods is given in Section 2.4. The chap-

ter continues with Section 2.5, which gives an overview of clustering methods

based on similarity. The chapter ends with Section 2.6, which provides a brief
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description of deep learning with a focus on convolutional neural networks.

2.2 Similarity-based Learning

Similarity-based learning has a long history starting with k-nearest neighbors [Fix

& Hodges, 1951], which is one of the oldest machine learning algorithms, and

stretching to the state-of-the-art kernel methods [Shawe-Taylor & Cristianini,

2004]. Similarity-based learning methods have been widely used in several do-

mains such as computer vision, natural language processing, computational bi-

ology, and information retrieval. Computer vision researchers proposed several

methods based on computing similarity between images for object recognition

and image retrieval. Such methods range from distance measures such as the

Tangent distance [Simard et al., 1996], the Earth Mover’s distance [Rubner et al.,

2000], or the shape matching distance [Belongie et al., 2002], to kernel methods

such as the pyramid match kernel [Grauman & Darrell, 2005; Lazebnik et al.,

2006] or the PQ kernel [Ionescu & Popescu, 2013, 2015]. Most of the state-of-the-

art techniques in computational biology, such as those that obtain phylogenetic

trees or those that compare DNA sequences, are based on distance measures for

strings. Popular choices for recent techniques are the Hamming distance [Chimani

et al., 2011; Vezzi et al., 2012], edit distance [Shapira & Storer, 2003], Kendall’s

tau distance [Popov, 2007] or rank distance [Dinu & Ionescu, 2012a,b, 2013].

Other popular similarity-based tools from computational biology are the FASTA

algorithm [Lipman & Pearson, 1985] and the BLAST algorithm [Altschul et al.,

1990]. These tools compute the similarity between different amino acid sequences

for protein classification. The cosine similarity between term frequency-inverse

document frequency (TF-IDF) vectors is widely used in information retrieval and

text mining for document classification [Manning et al., 2008]. More recently,

the string kernel [Shawe-Taylor & Cristianini, 2004], which computes the simi-

larity between strings by counting common character n-grams, has demonstrated

impressive levels of performance for text categorization (by topic) [Lodhi et al.,

2002], authorship identification [Popescu & Dinu, 2007; Popescu & Grozea, 2012;

Sanderson & Guenter, 2006], native language identification [Ionescu & Popescu,

2017; Ionescu et al., 2014, 2016b; Popescu & Ionescu, 2013], and Arabic dialect
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identification [Ionescu & Butnaru, 2017; Ionescu & Popescu, 2016].

The similarity-based learning paradigm consists of a wide variety of algo-

rithms and approaches. Among the variety of similarity-based learning methods,

only three of them are discussed in dedicated sections of this chapter, namely

the nearest neighbor approach, the kernel methods and the cluster analysis tech-

niques. These three approaches are used in different applications presented in

this work. Since many of them are widely known and studied in literature, this

chapter is rather aimed at giving an overview of the approaches used throughout

this thesis. Other similarity-based learning methods, such as treating similarities

as features, or generative classifiers, are briefly mentioned next. By treating the

similarities between a sample and training samples as features, similarity-based

classification problems can be regarded as standard classification problems [Chen

et al., 2009; Graepel et al., 1999, 1998; Liao & Noble, 2003; Pekalska & Duin,

2002]. In other words, each sample is represented by a feature vector obtained

by computing the similarity with a set of training samples. Generative classifiers

provide a structured probabilistic model of the data. Training data is used for

estimating the parameters of the generative model. Given the pairwise similarity

of n samples, one approach to generative classification is using the similarities as

features. Then, the parameters of a standard generative model can be estimated

from an n-dimensional feature space. Recently, another generative framework for

similarity-based classification, termed similarity discriminant analysis, has been

proposed in [Cazzanti et al., 2008]. It models the class-conditional distributions

of similarity statistics. Other approaches designed to reduce bias are a local vari-

ant proposed in [Cazzanti & Gupta, 2007] and a mixture model variant discussed

in [Chen et al., 2009].

2.3 Nearest Neighbor Approach

Since the introduction of the k-nearest neighbors algorithm (k-NN) in [Fix &

Hodges, 1951], the algorithm has been studied by many researchers and it is still

an active topic in machine learning. The k-nearest neighbors algorithm is one of

the simplest of all the machine learning algorithms, proving that simple models

are always attractive for researchers. The nearest neighbor model is described in
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Algorithm 1: Nearest Neighbor Algorithm

1 Input:
2 S = {(xi, ti) | xi ∈ Rm, ti ∈ N, i ∈ {1, 2, ..., n}} – the set of n training samples

and labels;
3 Z = {zi | zi ∈ Rm, i ∈ {1, 2, ..., l}} – the set of l test samples;
4 k – the number of neighbors;
5 ∆ – a distance measure.

6 Initialization:
7 Y ← ∅;
8 Computation:
9 for zi ∈ Z do

10 N← the nearest k neighbors to zi from S according to ∆;
11 y ← the majority label obtained through a voting scheme on N;
12 Y ← Y ∪ {y};

13 Output:
14 Y = {yi | yi ∈ N, i ∈ {1, 2, ..., l}} – the set of predicted labels for the test

samples in Z.

Algorithm 1.

The k-nearest neighbors classification rule employed in step 11 of Algorithm 1

works as follows: an object is assigned to the most common class of its k nearest

neighbors, where k is a positive integer value. If k = 1, then the object is simply

assigned to the class of its single nearest neighbor. When k > 1, the decision

is based on a majority vote. It is convenient to let k be odd, to avoid voting

ties. However, if voting ties do occur, the object can be assigned to the class of

its 1-nearest neighbor, or one of the tied classes can be randomly chosen to be

the class assigned to the object. The output of Algorithm 1 is a set of labels

associated to the test samples.

The example about handwritten digit recognition presented in Figure 2.1 gives

some insights of how the k-NN model works in practice. In this example, digits

are represented in a two-dimensional feature space. When a new sample x comes

in, the algorithm selects the nearest 3 neighbors and assigns the majority class

to x. In Figure 2.1, the majority label among the nearest 3 neighbors of x is 4.

Thus, label 4 is assigned to x. This model can be referred to as a 3-NN model.

To better understand how the decision of the k-NN model is taken in general, it
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Figure 2.1: A 3-NN model for handwritten digit recognition. For visual inter-
pretation, digits are represented in a two-dimensional feature space. The figure
shows 30 digits sampled from the popular MNIST data set. When the new digit
x needs to be recognized, the 3-NN model selects the nearest 3 neighbors and
assigns label 4 based on a majority vote.

is worth considering a 1-NN model. For this model, the decision at every point

is to assign the label of the closest data point. This process generates a Voronoi

partition of the training samples, as seen in Figure 2.2. Each training data point

corresponds to a Voronoi cell. When a new data point comes in, it is assigned to

the class associated to the Voronoi cell in which the respective data point falls in.

The k-NN algorithm is a non-parametric method for classification. In other

words, no parameters have to be learned. In fact, the k-NN model does not re-

quire training at all. The decision of the classifier is only based on the nearest

k neighbors of an object with respect to a similarity or distance function. The

Euclidean distance measure is a very common choice, but other similarity mea-
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Figure 2.2: A 1-NN model for handwritten digit recognition. The figure shows
30 digits sampled from the popular MNIST data set. The decision boundary of
the 1-NN model generates a Voronoi partition of the digits.

sures can also be used instead. Actually, the performance of the k-NN classifier

depends on the strength and the discriminatory power of the distance measure

used. It is worth mentioning that a good choice of the distance metric can help

to achieve invariance with respect to a certain family of transformations. For

example, a distance metric that is invariant to scale, rotation, luminosity and

contrast changes is a suitable choice for computer vision tasks. Researchers con-

tinue to study and develop new similarity or dissimilarity measures for a broad

variety of applications in different domains. But, when it comes to testing the

similarity measure in machine learning tasks, the method of choice is the k-NN

model, because it deeply reflects the strength of the similarity measure. Good

examples of this fact are the Tangent distance [Simard et al., 1996] and the shape
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matching distance [Belongie et al., 2002], which are both used for handwritten

digit recognition. For the same reason, the k-NN model is used to assess the

performance of the new distance measure for gesture trajectories presented in

Chapter 4 of this work.

It is interesting to mention that the k-NN model is one of the first classifiers

for which an upper bound of its error rate has been demonstrated. More precisely,

a theoretical result demonstrated in [Cover & Hart, 1967] states that the nearest

neighbor rule is asymptotically at most twice as bad as the Bayes rule. Further-

more, if k is allowed to grow with n such that k/n→ 0, the nearest neighbor rule

is universally consistent. More consistency results and other theoretical aspects

of the k-NN model are discussed in [Devroye et al., 1996].

The k-NN model defers all the computations to the test phase. This repre-

sents a great disadvantage when the computational time is taken into consid-

eration. Searching for the k nearest neighbors among n training samples may

take time proportional to O(n · k · d) using a naive approach, where d represents

the computational cost of the distance function. Different approaches based on

multidimensional search trees that partition the space and guide the search have

been proposed to reduce the time complexity [Dasarathy, 1991]. Other fast k-NN

approaches are proposed in [Faragó et al., 1993] and [Zhang & Srihari, 2004].

2.4 Kernel Methods

In the similarity-based learning paradigm, a popular approach is to treat the

pairwise similarities as inner products in some Hilbert space or to treat pairwise

dissimilarities as distances in some Euclidean space. This can be achieved in

roughly two ways. One is to explicitly embed the samples in a Euclidean space,

according to the pairwise similarities (or dissimilarities) using multidimensional

scaling [Borg & Groenen, 2005]. Another is to modify the similarities into kernels

and apply kernel methods. This section is focused on the latter approach and it

covers the following topics: an overview of kernel methods, methods of combining

kernels, such as kernel alignment, multiple kernel learning (MKL), and state-of-

the-art kernel methods such as Support Vector Machines (SVM), Kernel Ridge

Regression (KRR), Kernel Linear Discriminant Analysis (KDA), or Kernel Partial
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Least Squares Regression (KPLS). Special consideration is given to the topics

that discuss kernel approaches used throughout the experiments presented in

this thesis.

Kernel-based learning algorithms work by embedding the data into a Hilbert

space and by searching for linear relations in that space, using a learning algo-

rithm. The embedding is performed implicitly, that is by specifying the inner

product between each pair of points rather than by giving their coordinates ex-

plicitly. The power of kernel methods lies in the implicit use of a Reproducing

Kernel Hilbert Space induced by a positive semi-definite kernel function. De-

spite the fact that the mathematical meaning of a kernel is the inner product

in a Hilbert space, another interpretation of a kernel is the pairwise similarity

between samples.

The kernel function offers to the kernel methods the power to naturally handle

input data that is not in the form of numerical vectors, such as strings, images,

or even video and audio files. The kernel function captures the intuitive notion of

similarity between objects in a specific domain and can be any function defined on

the respective domain that is symmetric and positive definite. For strings, many

such kernel functions exist with various applications in computational biology

and computational linguistics [Shawe-Taylor & Cristianini, 2004]. For images, a

state-of-the-art approach is the pyramid match kernel [Grauman & Darrell, 2005;

Lazebnik et al., 2006].

2.4.1 Mathematical Preliminaries

This section follows the theoretical presentation given in [Shawe-Taylor & Cris-

tianini, 2004]. Therefore, most of the definitions, propositions and theorems are

reproduced from [Shawe-Taylor & Cristianini, 2004] for the sake of completeness

of this chapter.

A definition of an inner product space is given next.

Definition 1 A vector space X over the set of real numbers R is an inner product

space, if there exists a real-valued symmetric bilinear (linear in each argument)

map 〈·, ·〉, that satisfies 〈x, x〉 ≥ 0, for all x ∈ X. The bilinear map is known as

the inner product, dot product or scalar product.

38



An inner product space is sometimes referred to as a Hilbert space, although

most researchers agree that additional properties of completeness and separability

are required. Formally, a Hilbert space can be defined as follows.

Definition 2 A Hilbert Space H is an inner product space with the additional

properties of completeness and separability. A space H is complete if every

Cauchy sequence {hn}n≥1 of elements of H converges to a element h ∈ H, where

a Cauchy sequence is one that satisfies the property that

sup
m>n
‖hn − hm‖ → 0, as n→∞.

A space H is separable if for any ε > 0 there is a finite set of elements

{h1, ..., hN} of H such that for all h ∈ H

min
i
‖hi − h‖ < ε.

Note that Rm is a Hilbert space.

A kernel method performs a mapping into an embedding or feature space. An

embedding map (or feature map) is a function

φ : x ∈ Rm 7−→ φ(x) ∈ F ⊆ H.

A kernel function is defined as follows.

Definition 3 A kernel is a function k that for all x, z ∈ X satisfies

k(x, z) = 〈φ(x), φ(z)〉,

where φ is a mapping from X to an inner product feature space F

φ : x 7−→ φ(x) ∈ F.

The choice of the map φ aims to convert the nonlinear relations from X into

linear relations in the embedding space F . An example of feature embedding

where nonlinear patterns are converted into linear ones is given in Figure 2.3.
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Figure 2.3: The function φ embeds the data into a feature space where the
nonlinear relations now appear linear. Machine learning methods can easily detect
such linear relations.

Given a set of vectors inX, the pairwise kernels between these vectors generate

a kernel matrix . The kernel matrix is defined next.

Definition 4 Given a set of vectors {x1, ..., xn} and a kernel function k employed

to evaluate the inner products in a feature space with feature map φ, the kernel

matrix is defined as the n× n matrix K with entries given by:

Kij = 〈φ(xi), φ(xj)〉 = k(xi, xj).

Given a square matrix A, the real number λ and the non-zero vector x are an

eigenvalue and the corresponding eigenvector of A if Ax = λx. A square matrix

A is symmetric if A′ = A, where A′ represents the transpose of A. A symmetric

matrix is positive semi-definite, if its eigenvalues are all non-negative.

Proposition 1 Kernel matrices are positive semi-definite.

Finitely positive semi-definite functions are defined next.

Definition 5 A function k : X × X 7−→ R satisfies the finitely positive semi-

definite property if it is a symmetric function for which the matrices formed by

restriction to any finite subset of the space X are positive semi-definite.
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The following theorem gives the characterization of kernels.

Theorem 1 A function k : X × X 7−→ R which is either continuous or has a

finite domain, can be decomposed into a feature map φ into a Hilbert space F

applied to both its arguments followed by the evaluation of the inner product in F

as follows:

k(x, z) = 〈φ(x), φ(z)〉,

if and only if it satisfies the finitely positive semi-definite property.

Given a function k that satisfies the finitely positive semi-definite property,

its corresponding space Fk can be referred to as its Reproducing Kernel Hilbert

Space (RKHS).

2.4.2 Overview of Kernel Classifiers

In the case of binary classification problems, kernel-based learning algorithms

look for a discriminant function, a function that assigns +1 to examples that

belong to one class and −1 to examples that belong to the other class. This

function will be a linear function in the space F, which means it will have the

form:

f(x) = sign(〈w, φ(x)〉+ b),

for some weight vector w. The kernel can be employed whenever the weight

vector can be expressed as a linear combination of the training points,
n∑
i=1

αiφ(xi),

implying that f can be expressed as follows:

f(x) = sign

(
n∑
i=1

αi k(xi, x) + b

)
.

Various kernel methods differ in the way they find the vector w (or equivalently

the dual vector α). Support Vector Machines [Cortes & Vapnik, 1995] try to find

the vector w that defines the hyperplane that maximally separates the images
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in F of the training examples belonging to the two classes. Mathematically, the

SVM classifier chooses the weights w and the bias term b that satisfy the following

optimization criterion:

min
w,b

1

n

n∑
i=1

[1− yi(〈w, φ(xi)〉+ b)]+ + ν||w||2,

where yi is the label (+1/−1) of the training example xi, ν is a regularization

parameter and [x]+ = max{x, 0}.
Kernel Ridge Regression (KRR) selects the vector w that simultaneously has

small empirical error and small norm in the RKHS generated by the kernel k.

The resulting minimization problem is:

min
w

1

n

n∑
i=1

(yi − 〈w, φ(xi)〉)2 + λ||w||2,

where again yi is the label (+1/−1) of the training example xi, and λ is a regu-

larization parameter.

The Linear Discriminant Analysis (LDA) method, also known as Fisher Dis-

criminant Analysis, maximizes the ratio of between-class variance to the within-

class variance in order to guarantee maximal separability for a particular set of

samples. The author of [Fisher, 1936] derived the LDA approach for a two class

problem, under the assumptions that the classes have normal distributions and

identical covariance matrices. The assumption of identical covariance matrices

implies that the Bayes classifier is linear. Therefore, LDA provides a projection

of the data points to a one-dimensional subspace where the Bayes classification

error is the smallest. The KDA method [Shawe-Taylor & Cristianini, 2004] is

the kernel version of the LDA algorithm, which is somewhat similar to the KRR

algorithm.

It appears that sometimes the covariance of the input vectors with the targets

is more important than the variance of the vectors, for regression problems. The

partial least squares (PLS) approach is based on the covariance to guide feature

selection, before performing least-squares regression in the derived feature space.

More precisely, PLS is used to find the fundamental relations between the in-
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put matrix X and response matrix Y . The kernel version of PLS is a powerful

algorithm that can also be used for classification problems.

For a particular classification problem, some kernel methods may be more

suitable than others. The accuracy level depends on many aspects such as class

distribution, the number of classes, data noise, size of the training data, and so on.

For example, the KRR classifier can be used with success for problems with well-

balanced classes, while the Kernel Partial Least Squares (KPLS) classifier is more

suitable for multi-class problems. In some particular cases, when the number of

classes is greater than two, there is a serious problem with the regression methods.

More precisely, some classes can be masked by others. The KDA classifier is able

to improve accuracy by avoiding the masking problem [Hastie & Tibshirani, 2003].

More details about SVM, KRR, KDA and KPLS can be found in [Shawe-Taylor

& Cristianini, 2004]. The important fact is that the optimization problems of

these classifiers are solved in such a way that the coordinates of the embedded

points are not needed, only their pairwise inner products which in turn are given

by the kernel function k.

The SVM is used in Chapter 3 for object recognition from images, and in

Chapter 8 for text categorization by topic, polarity classification and automatic

essay scoring. A variant of SVM for one-class classification is employed in Chap-

ter 5 for abnormal event detection in video. The KRR classifier is used in Chap-

ter 7 for text categorization by topic. The KDA method is used in Chapter 4 for

gesture recognition from video.

2.4.3 Kernel Functions

Since the concept of kernel method emerged, researchers have proposed several

kernels in the literature over the years. The most common kernel is the linear

kernel that is obtained by computing the inner product of two vectors. The map

function in this case is φ(x) = x. Example 1 shows how to compute the linear

kernel for two vectors of four components each.

Example 1 Let x = (1, 2, 4, 1) and z = (5, 1, 2, 3) be two vectors in R4. The
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linear kernel between x and z is:

k(x, z) = 〈x, z〉

= 1 · 5 + 2 · 1 + 4 · 2 + 1 · 3

= 18.

Let k1(x, z) be a kernel over X×X, where x, z ∈ X, and p(x) is a polynomial

with positive coefficients. Then the following functions are also kernels. The

polynomial kernel is defined by k(x, y) = p(k1(x, z)). Another two kernels based

on the exponential function are defined as k(x, z) = exp(k1(x, z)) and k(x, z) =

exp(−‖x− z‖2/(2σ2)). The latter kernel is known as the Gaussian kernel. Such

functions form the hidden units of RBF networks, and the Gaussian kernel is

therefore also referred to as the RBF kernel . Example 2 shows how to compute

the RBF kernel for two given vectors.

Example 2 Let x = (1, 2, 4, 1) and z = (5, 1, 2, 3) be two vectors in R4, and

σ = 1. The RBF kernel between x and z is:

k(x, z) = exp

(
−‖x− z‖

2

2σ2

)
= exp

(
−
√

(1− 5)2 + (2− 1)2 + (4− 2)2 + (1− 3)2

2 · 12

)

= exp

(
−
√

16 + 1 + 4 + 4

2

)
= exp

(
−5

2

)
≈ 0.0821.

The (histogram) intersection kernel is given by k(x, z) =
∑

i min {xi, zi}. The

intersection kernel between two vectors in R4 is computed as indicated in Exam-

ple 3.

Example 3 Let x = (1, 2, 4, 1) and z = (5, 1, 2, 3) be two vectors in R4. The
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intersection kernel between x and z is:

k(x, z) =
∑
i

min {xi, zi}

= min {1, 5}+ min {2, 1}+ min {4, 2}+ min {1, 3}

= 1 + 1 + 2 + 1

= 5.

The definition of the Hellinger’s kernel (also known as the Bhattacharyya

coefficient) is k(x, z) =
∑

i

√
xi · zi. Other examples of kernels from a broad

variety of such functions are the χ2 kernel, the Jensen-Shannon kernel, the PQ

kernel [Ionescu & Popescu, 2013, 2015] or the Matern kernel. A new kernel,

namely the Spatial Non-Alignment Kernel, is presented in Chapter 3 of this

thesis.

The following proposition shows the operations that can be used to build new

kernels from existing kernels.

Proposition 2 Let k1 and k2 be two kernels over X × X, X ⊆ H, a ∈ R+,

f(·) a real-valued function on X, and B a symmetric positive semi-definite n×n
matrix. Then the following functions are kernels:

(i) k(x, z) = k1(x, z) + k2(x, z);

(ii) k(x, z) = ak1(x, z);

(iii) k(x, z) = k1(x, y) · k2(x, z);

(iv) k(x, z) = f(x) · f(z);

(v) k(x, z) = x′Bz.

2.4.4 Kernel Normalization

Another example of creating a new kernel from an existing one is provided by

normalizing the existing kernel. Given a kernel k(x, z) that corresponds to the

feature map φ, the normalized kernel k̂(x, z) corresponds to the feature map given
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by:

x 7−→ φ(x) 7−→ φ(x)

‖φ(x)‖
.

Researchers have found that data normalization helps to improve machine

learning performance for various applications. Since the range of values of raw

data can have large variation, classifier objective functions will not work prop-

erly without normalization. Features are usually normalized through a process

called standardization, which makes the values of each feature in the data have

zero-mean and unit-variance. Another approach is to divide each feature value

by the L1-norm or the L2-norm of the corresponding feature vector. By normal-

ization, each feature has an approximately equal contribution to the distance or

the similarity between two samples.

The kernel normalization can also be done directly on the kernel matrix. To

obtain a normalized kernel matrix, each component is divided by the square root

of the product of the two corresponding diagonal components, as follows:

K̂ij =
Kij√
Kii ·Kjj

. (2.1)

This is equivalent to normalizing the kernel function as follows:

k̂(xi, xj) =
k(xi, xj)√

k(xi, xi) · k(xj, xj)
. (2.2)

An interesting study that gives a good insight into how different kernels

should be normalized is [Vedaldi & Zisserman, 2010]. The authors state that

γ-homogeneous kernels should be Lγ-normalized. For example, the linear ker-

nel or the Jensen-Shannon kernel should be L2-normalized, while the Hellinger’s

kernel should be L1-normalized.

2.4.5 Generic Kernel Algorithm

A generic kernel method in the dual form is described in Algorithm 2. The

following notations are used in the algorithm. The zero matrix of l×n components
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Algorithm 2: Generic Algorithm of Kernel Methods

1 Input:
2 S = {(xi, ti) | xi ∈ Rm, ti ∈ {+1,−1}, i ∈ {1, 2, ..., n}} – the set of n training

samples and labels;
3 Z = {zi | zi ∈ Rm, i ∈ {1, 2, ..., l}} – the set of l test samples;
4 k – a kernel function;
5 C – a binary kernel classifier.

6 Initialization:
7 K ← 0n;
8 Ktest ← 0l,n;

9 Computation:
10 for xi ∈ X do
11 for xj ∈ X do
12 Kij ← k(xi, xj);

13 for zi ∈ Z do
14 for xj ∈ X do
15 Ktest

ij ← k(zi, xj);

16 (α, b)← the dual weights of C trained on K with the labels T ;
17 Y ← Ktestα+ b;

18 Output:
19 Y = {yi | yi ∈ {+1,−1}, i ∈ {1, 2, ..., l}} – the set of predicted labels for the test

samples in Z.

is denoted by 0l,n, and the square zero matrix is denoted by 0n. The column vector

of dual weights is denoted by α and the bias value is denoted by b. In step 16, the

kernel classifier C assigns a weight to each training sample. Thus, the vector of

weights α contains n values, such that the weight αi corresponds to the training

sample xi. When the test kernel matrix Ktest of l × n components is multiplied

with the vector α in step 17, the result is a vector of labels Y of l components.

These are the predicted labels for the test samples in Z, such that yi corresponds

to test sample zi. A particular kernel method can be obtained from Algorithm 2

by specifying the kernel function k and by choosing the kernel classifier C.
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2.4.6 Multiple Kernel Learning

Different kernel representations can be obtained from the same data. The idea of

combining all these kernels is natural when one wants to improve the performance

of a classifier. When multiple kernels are combined, the features are actually

embedded in a higher-dimensional space. As a consequence, the search space of

linear patterns grows, which helps the classifier in selecting a better a discriminant

function. The concept of learning using multiple kernels is known as multiple

kernel learning (MKL).

The most natural way of combining two kernels is to sum them up. Sum-

ming up kernels or kernel matrices is equivalent to feature vector concatenation.

However, the feature vectors are usually high-dimensional vectors, and the con-

catenation of such vectors is not a viable solution in terms of space and time.

In this case, the kernel trick can be employed to obtain the kernel matrices that

must be summed up. Another possibility to obtain a combination is to multi-

ply the kernels. An interesting remark is that multiplying sparse kernel matrices

(component-wise) will produce an even more sparse kernel matrix, which might

not be desirable in some cases, since patterns simply disappear. These two meth-

ods of combining kernels are also given in Proposition 2.

Another option is to combine kernels by kernel alignment [Cristianini et al.,

2001]. Instead of simply summing kernels, kernel alignment assigns weights for

each of the two kernels based on how well they are aligned with the ideal kernel

Y Y ′ obtained from labels. The work of [Cortes et al., 2013] presents a new

algorithm for multi-class classification with multiple kernels, which is based on

a natural notion of the multi-class margin of a kernel. The algorithm shows

improvements over the performance of state-of-the-art algorithms in binary and

multi-class classification with multiple kernels. A review of MKL algorithms is

presented in [Gonen & Alpaydin, 2011].

MKL based on kernel sum is used in Chapter 3 and in Chapter 7 to obtain

representations that include spatial information. MKL based on kernel alignment

and on kernel sum is used in Chapter 8 to combine string kernels and word

embeddings for automatic essay scoring. As such, MKL can be viewed as another

concept that yields improved performance across the studied domains, namely
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computer vision and text mining.

2.5 Cluster Analysis

A form of unsupervised learning used in data mining is clustering. Unlike super-

vised learning, it has the advantage that training labels are not required, thus

having more general applications. Clustering has long played an important role

in a wide variety of fields, such as biology, statistics, pattern recognition, in-

formation retrieval, machine learning, data mining, psychology and other social

sciences.

Clustering is the task of assigning a set of objects into groups (termed clusters)

such that the objects in the same cluster are more similar to each other than to

those in other clusters. Objects are clustered based only on the information

found in the data that describes the objects and their relationships. Pairwise

relationships are usually described through a similarity or dissimilarity function.

The goal of clustering is to maximize the similarity of objects within groups, and

in the same time, to minimize the similarity of objects from different groups.

The greater the similarity within a group and the greater the difference between

groups, the better or more distinct the clustering. The clusters should capture the

natural structure hidden in the data. An important remark is that the appropriate

clustering algorithm and parameter settings, such as the distance function to use,

the density threshold, or the number of expected clusters, all depend on individual

data sets.

There are various clustering algorithms that differ significantly in their notion

of what constitutes a cluster. Popular notions of clusters include groups with

low distances among the cluster members, dense areas of the data space, inter-

vals or particular statistical distributions. Clustering methods can be roughly

divided into several categories, such as hierarchical clustering methods, centroid

based methods, distribution based methods, grid based methods, and density

based methods. This section discusses only the first two categories of clustering

methods, which are more commonly-used by researchers. However, a complete

reference of the major clustering methods is given in [Han et al., 2011]. It is

important to mention that some of the proposed approaches do not necessarily
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fall in one of these categories, such as the subspace clustering method of [Kailing

et al., 2004], and some of them use mixed models [McCallum et al., 2000].

In recent years considerable effort has been made to improve the performance

of the existing clustering algorithms. The work of [Huang, 1998] proposes an

extension to the k-means algorithm for clustering large data sets with categorical

values. A clustering method that aims to identify spatial structures that may be

present in the data is proposed in [Ng & Han, 2002].

An unsupervised data mining algorithm used to perform hierarchical cluster-

ing over particularly large data sets is presented in [Zhang et al., 1996]. The

advantage of this algorithm is its ability to incrementally and dynamically clus-

ter incoming, multi-dimensional metric data points in an attempt to produce the

best quality clustering with a given set of resources.

With the recent need to process larger and larger data sets (also known as

big data), the willingness to trade semantic meaning of the generated clusters for

computational performance has been increasing. This led to the development of

pre-clustering methods such as canopy clustering [McCallum et al., 2000], which

can process huge data sets efficiently, but the resulting clusters are only a rough

pre-partitioning of the data set. These partitions can be subsequently analyzed

with existing slower methods such as k-means clustering.

For high-dimensional data, many of the existing methods fail due to the curse

of dimensionality, which renders particular distance functions problematic in high-

dimensional spaces. This led to new clustering algorithms for high-dimensional

data that focus on subspace clustering and correlation clustering [Kriegel et al.,

2009]. An example of subspace clustering algorithm is SUBCLU [Kailing et al.,

2004] which aims at automatically identifying subspaces of the feature space in

which clusters exist. This algorithm is able to detect arbitrarily shaped and po-

sitioned clusters in subspaces. Another similar algorithm is CLIQUE [Agrawal

et al., 1998] which identifies dense clusters in subspaces of maximum dimensional-

ity. Ideas from density-based clustering methods have been adopted to subspace

clustering [Achtert et al., 2006, 2007] and correlation clustering [Bohm et al.,

2004].
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Algorithm 3: K-Means Clustering Algorithm

1 Input:
2 X = {xi | xi ∈ Rm, i ∈ {1, 2, ..., n}} – the set of n training samples;
3 k – the number of clusters.

4 Initialization:

5 C(1) ← {c(1)
i | c(1)

i ∈ Rm is a random sample of X, i ∈ {1, 2, ..., k}};
6 Computation:

7 while C(t) 6= C(t+1) do
8 for i ∈ {1, 2, ..., k} do
9 S

(t)
i ← {xl | ‖xl − c

(t)
i ‖2 ≤ ‖xl − c

(t)
j ‖2, ∀j ∈ {1, 2, ..., k}, xl ∈ X};

10 c
(t+1)
i ← 1

|S(t)
i |

∑
xl∈S

(t)
i

xl;

11 t← t+ 1;

12 Output:
13 C – the set of k centroids resulted after the algorithm has converged.

2.5.1 K-Means Clustering

The k-means clustering technique is a simple method of cluster analysis which

aims to partition a set of objects into k clusters in which each object belongs to

the cluster with the nearest mean. The k-means clustering is formally described

in Algorithm 3. The iteration index is denoted by t. The number of samples in

a cluster Si is denoted by |Si|. It is important to note that the clusters Si, ∀i ∈
{1, 2, ..., k} form a partition of X. This means that Si∩Sj = ∅, ∀i, j ∈ {1, 2, ..., k}
such that i 6= j. In other words, each sample must be assigned to a single cluster.

Algorithm 3 begins with choosing k initial centroids (step 5), where k is an

a priori parameter, namely, the number of desired clusters. Each sample is then

assigned to the nearest centroid (step 9), and each group of samples assigned to a

centroid represents a cluster. The centroid of each cluster is then updated based

on the samples that belong to that cluster (step 10). The assignment and update

steps are repeated until no point changes clusters (step 7). Alternatively, the

algorithm can be stopped before the clusters converge, namely when a maximum

number of iterations set a priori is reached. The k-means algorithm aims at
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minimizing an objective function, given by

J =
k∑
j=1

n∑
i=1

‖x(Sj)
i − cj‖2,

where x
(Sj)
i is a vector in cluster Sj and cj is the cluster centroid (or mean vector).

The alternating optimization procedure that minimizes this objective function

is also given in [Hastie & Tibshirani, 2003]. An important remark is that the

underlying Euclidean distance can be replaced with another distance measure in

the objective function. There are many practical situations when this could be

useful, for example to obtain a better clustering. Given a distance measure ∆,

the objective function can be more generally expressed as follows

J =
k∑
j=1

n∑
i=1

∆(x
(Sj)
i , cj).

It is interesting to mention that the k-means algorithm generates a Voronoi

partitioning of the data. Each cluster is a Voronoi cell determined by the cluster

centroid. In Chapter 3, the k-means algorithm is used to obtain visual words from

vector quantized image descriptors. In a similar manner, the k-means algorithm

is employed to build a vocabulary of super word embeddings in Chapter 8. The

k-means algorithm is also used as an outlier detection method in Chapter 5 and

in Chapter 9.

2.5.2 Hierarchical Clustering

Hierarchical clustering creates a hierarchical decomposition of a given set of data

objects. Hierarchical methods can be divided into two main categories: agglomer-

ative methods and divisive methods. Agglomerative methods start at the bottom

and recursively join clusters two by two at each level, until a single cluster is ob-

tained. On the other hand, divisive methods start at the top and recursively

divide a cluster into two new clusters at each level, until objects are completely

divided into separate clusters. Divisive methods are not generally available and

have rarely been applied due to the difficulty of taking the right decision of di-
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Algorithm 4: Hierarchical Clustering based on Linkage

1 Input:
2 X = {xi | xi ∈ Rm, i ∈ {1, 2, ..., n}} – the set of n training samples;
3 ∆ – a distance measure.

4 Initialization:
5 Si ← {xi},∀i ∈ {1, 2, ..., n};
6 S← {S1, S2, ..., Sn};
7 P← ∅;
8 Computation:
9 for k ∈ {1, 2, ..., n− 1} do

10 for Si ∈ S do
11 for Sj ∈ S \ {Si} do
12 compute ∆link

Si,Sj
;

13 (Si, Sj)← argmin{∆link
Si,Sj

, ∀Si, Sj ∈ S, such that Si 6= Sj};
14 Sn+k ← Si ∪ Sj ;
15 S← S \ {Si, Sj};
16 S← S ∪ {Sn+k};
17 P← P ∪ {(Si, Sj ,∆link

i,j )};

18 Output:

19 P = {(Si, Sj ,∆link) | Si and Sj are the clusters joined at distance ∆link} – the
set of triplets resulted after the algorithm has converged to a single cluster.

viding clusters at a high level. Thus, many hierarchical clustering techniques

are variations of a single (agglomerative) algorithm: starting with individual ob-

jects as clusters, successively join the two nearest clusters until only one cluster

remains. These techniques connect objects to form clusters based on their dis-

tance. An important remark is that hierarchical algorithms do not provide a

single partitioning of the data set, but an extensive hierarchy of clusters that

merge with each other at certain distances. This structure can be represented

using a dendrogram.

A hierarchical clustering approach is formally presented in Algorithm 4. Apart

from the choice of a distance function ∆, another decision is needed for the linkage

criterion ∆link to be used. The most popular choices are the single linkage, the

complete linkage, or the average linkage. The linkage criterion is used in step

12 of the algorithm. In the single linkage method, the similarity between two
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clusters is measured by the similarity of the closest pair of data points from

different clusters. To use the single linkage criterion, in step 12 of Algorithm 4,

∆link should be assigned as follows:

∆link
Si,Sj
← min{∆(x, z) | ∀x ∈ Si,∀z ∈ Sj},

where Si and Sj are two clusters from S. For every pair of clusters Si and Sj,

∆link
Si,Sj

represents the minimum distance between pairs of data points (samples)

taken one from Si and one from Sj. The complete linkage takes the similarity of

the furthest pair of data points from different clusters. In Algorithm 4, step 12

becomes:

∆link
Si,Sj
← max{∆(x, z) | ∀x ∈ Si,∀z ∈ Sj}.

The average linkage takes the average similarity between all the pairs of data

points from different clusters. To use the average linkage criterion, step 12 of

Algorithm 4 should be modified as follows:

∆link
Si,Sj
← avg{∆(x, z) | ∀x ∈ Si,∀z ∈ Sj}.

An interesting remark is that the number of clusters is always 2 ·n− 1, where

n is the number of samples to be clustered. The algorithm ends when the last

cluster S2·n−1 (that contains all the samples) is formed.

2.6 Deep Learning

A broad variety of methods for object recognition [He et al., 2016; Krizhevsky

et al., 2012; Simonyan & Zisserman, 2014; Szegedy et al., 2015] and related

tasks [Ionescu et al., 2016a; Liu et al., 2016; Redmon et al., 2016; Ren et al.,

2015] are based on deep learning [Bengio, 2009; Goodfellow et al., 2016; LeCun

et al., 2015; Montavon et al., 2012]. The main approach in this area is represented

by convolutional neural networks (CNN) [Krizhevsky et al., 2012; Simonyan &
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Zisserman, 2014; Szegedy et al., 2015]. Deep networks minimize a non-convex

loss function, thus obtaining impressive levels of performance when very large

training data is available. For example, the CNN of [Krizhevsky et al., 2012] won

the ImageNet Large Scale Visual Recognition Challenge 2012. However, a lot of

training data and time are usually needed to train such deep models. Indeed, the

network of [Krizhevsky et al., 2012], consisting of 650, 000 neurons, 832 million

synapses, and 60 million parameters, was trained with backpropagation on GPU

for almost one week. Not surprisingly, more recently developed deep networks

are based on even larger architectures [He et al., 2016; Simonyan & Zisserman,

2014; Szegedy et al., 2015]. For instance, the CNN of [Szegedy et al., 2015] has

no more than 22 layers. This makes it about three times deeper than the net-

work of [Krizhevsky et al., 2012], which is based on 8 layers. Remarkably, the

recent results of [He et al., 2016] indicate that even deeper networks (up to 152

layers) obtain increasingly better performance, if the vanishing gradient prob-

lem is properly addressed. Another motivation that supports the good results

of deep networks is that handcrafted models are replaced by trainable models,

which intuitevely should work better. However, deep models produce acceptable

performance when there are at least 5, 000 samples per class available for training

according to [Goodfellow et al., 2016]. This comes hand in hand with the recent

burst of big data, mostly made available through the Internet. Nevertheless, there

are many problems in which large training sets are not available, usually because

of their nature. One such example could be face recognition, as collecting 5, 000

images per person is very difficult in a multi-way classification setting. In spite

of their general success, deep architectures are not very useful when there is less

training data available for a specific task. This is where approaches such as bag-

of-visual-words or Deformable Part Models can still come into play. An exception

however is when the features learned by deep networks can be successfully trans-

ferred to closely-related task. One such example is provided in Chapter 5, where

features provided by convolutional neural networks trained for object recogni-

tion [Simonyan & Zisserman, 2014] are transferred to a different task, namely

abnormal event detection in video.
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2.6.1 Convolutional Neural Networks

Feed-forward neural networks are organized into sequential layers of perceptron

units [Rosenblatt, 1957]. The information through the network moves in only one

direction, from the input layer, through the hidden layers and to the output layers,

without forming any cycles. Convolutional neural networks are a particular type

of feed-forward neural networks that are designed to efficiently process images

through the use of a special kind of layer inspired by the human visual cortex,

namely the convolutional layer . Convolutional neural networks for multi-class

image classification are usually trained by using stochastic gradient descent or

other variants of the gradient descent algorithm in order to minimize a loss func-

tion. The training process is based on alternating two steps, a forward pass and

backward pass, until the model’s prediction error is sufficiently low. The forward

pass consists of passing the training data through the model in order to predict

the class labels. In the backward pass, the error given by the current predictions

is used to update the model in order to improve the model and reduce its error. In

order to update the model’s weights, the errors are back-propagated [Rumelhart

et al., 1986] through the network. After several iterations (epochs) over the train-

ing data, the algorithm is supposed to find the model’s weights that minimize the

prediction error on the training set. This is done by making small adjustments

to the model’s weights that move it along the gradient (slope) of the loss func-

tion down towards a minimum error value. This gives the algorithm its name of

gradient descent . If the loss function is non-convex, which is usually the case, the

algorithm will only find a local minimum of the loss function. However, there are

many practical tricks that help the network in avoiding local minima solutions.

For example, one approach is to split the training set into small batches, called

mini-batches, and execute the forward and backward steps on each mini-batch.

As each and every mini-batch contains a different subset of training samples, the

gradient directions will be different each time. Eventually, this variation can help

the algorithm to escape local minima. To prevent overfitting during training,

the CNN models are usually trained using dropout [Srivastava et al., 2014], an

approach that randomly drops out units in the neural network. Dropout is equiv-

alent to training an ensemble of neural networks in the same time, which usually
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boosts the classification accuracy rate.

Let x be an input image with label y. For a multi-class problem with c classes,

the network is trained to reproduce a c-dimensional binary target vector t that

has a single non-zero value at the index corresponding to the class label y. This

representation is also known as a one-hot vector or one-hot encoding. The one-

hot vector can also be interpreted as a probability distribution over c different

possible outcomes, where the correct class has a probability of 1, the rest of the

classes have probability values equal to 0, and the sum of all probability values

is 1. Based on this interpretation, one of the most commonly-used loss functions

for training neural networks is the softmax loss (also known as the cross-entropy

loss):

Lx = − log (py) ,

where p is a c-dimensional vector of class probabilities predicted by the CNN

model f for the input image x, and py is the probability of the correct class.

Let s = f(x) be the c-dimensional vector of unnormalized log-probabilities pro-

duced by the output linear classification layer of the CNN model f . The class

probabilities are obtained as follows:

pi =
esi∑c
j=1 e

pj
,∀i ∈ {1, 2, ..., c}.

The softmax loss is implement through a softmax classification layer. Example 4

shows how to compute the softmax loss for a given target class and a particular

output of the neural network.

Example 4 Let c = 4, y = 3 and the corresponding one-hot target vector t =

(0, 0, 1, 0) for the input image x. The softmax loss value corresponding to the
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predicted scores s = (−2,−1, 3, 2) is:

Lx = − log

(
es3∑c
j=1 e

si

)

= − log

(
e5

e−2 + e−1 + e5 + e2

)
= − log

(
20.086

0.135 + 0.368 + 20.086 + 7.389

)
= − log

(
20.086

27.978

)
= − log (0.718)

= 0.311.

Interestingly, even if the network produces the highest score for the right

class, the value of the softmax loss function is still greater than zero. Other

loss functions, for instance the Hinge loss of the SVM [Cortes & Vapnik, 1995],

produce a value of zero in this case, and, consequently, the predicted scores are

considered to be good enough. On the other hand, in order to minimize the

softmax loss, the gradient descent algorithm has to further update the weights

in order to increase the difference between the maximum score associated to the

correct class and the other scores.

Convolutional neural networks have a specific architecture inspired by the hu-

man visual cortex [Dehaene, 2009]. In the former layers (closer to the input), the

CNN model learns to detect low-level visual features such as edges, corners and

contours. In the latter layers (closer to the output), these low-level features are

combined into high-level features that resemble object parts such as car wheels,

bird beaks, human legs, and so on. Hence, the model learns a hierarchy of features

that helps to recognize objects in images. Such low-level or high-level features

are encoded by convolutional filters that are learned from data. The filters are

organized into layers known as convolutional layers . As illustrated in Figure 2.4,

each convolutional layer takes as input a tensor (3D matrix) and produces an-

other tensor as output. A convolutional layer contains filters of the same size.

While the filter support (height×width) is a hyper-parameter of the model, the

filter depth is fixed so that it matches the depth of the input tensor. Each filter
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Figure 2.4: A convolutional layer with two filters of size 5×5×3 that are applied
on an input tensor of size 64× 64× 3, using a stride of 1 and a padding of 0. The
resulting output tensor is of size 60× 60× 2.

is convolved over the input tensor at certain locations established by a fixed step

(stride) and produces an activation map of depth 1. The size of the activation

map is controlled by two hyper-parameters, the stride and the padding. The

padding specifies the size (thickness) of the border containing zero values that

can be added around the input tensor. Another hyper-parameter of the convo-

lutional layer is the number of filters, which determines the depth of the output

tensor, since every filter produces an activation map of depth 1. Figure 2.4 shows

a convolutional layer with two filters of size 5×5×3 that are applied on an input

image of 64 × 64 pixels represented in the RGB color space, using a stride of 1

and a padding of 0. The output tensor contains 60 × 60 × 2 components, since

there are only two filters.
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Figure 2.5: A layer based on Rectified Linear Units (ReLU). The negative values
in the input tensor are replaced with 0, resulting in an output tensor of the same
size as the input.

In a standard CNN architecture, the convolutional layer is followed by a layer

that simulates a non-linear transfer function. The most commonly-used layer

to perform the non-linearity is based on Rectified Linear Units (ReLU) [Nair &

Hinton, 2010]. The corresponding transfer function for a given input tensor x is

the component-wise maximum between 0 and x:

max{0, x}.

Figure 2.5 illustrates how to apply ReLU over a single activation map. The same

operation is independently applied on each activation map of an input tensor,

resulting in an output tensor of the same size as the input tensor. The intuition

behind applying ReLU is to keep only the positive filter responses in the activation

maps. For example, we are interested to know if there is a strong positive response

of a car wheel filter in a region of the input image containing a car, but we are

not interested in a strong negative response of the car wheel filter in a region

representing the sky. Humans recognize objects based such positive responses.

Indeed, we recognize a car because we can see that it has car wheels or other car

parts, not because it does not have hands, beaks, plant leaves or whatever other

60



Figure 2.6: A max-pooling layer with a filter support of 2×2 and a stride of 2. At
every location, the filter keeps the maximum value. The resulting output tensor
is twice as small in height and width, but its depth is the same as the depth of
the input tensor.

objects parts.

After repeating the convolutions and the ReLU operations for 1-3 times, a

pooling layer is usually added to reduce the spatial dimension of the activation

map. The most common approach is to apply a max-pooling filter. The filter

support (height×width) is usually equal to the stride. As illustrated in Figure 2.6,

the max-pooling filter takes the highest value in each location where the filter

is applied. The intuition is to keep the strongest filter responses as the input

tensor is reduced in size. As ReLU, max-pooling is applied independently on

each activation map. Different from ReLU, max-pooling produces an output

tensor that is usually smaller in size than the input tensor, although it has the

same depth.

These are the main ingredients that make convolutional neural networks stand

out among other types of neural networks. Most CNN architectures [Krizhevsky

et al., 2012; Simonyan & Zisserman, 2014] are based on several convolutional–

ReLU–pooling blocks followed by a few fully-connected (standard) layers and the

softmax classification layer. Some architectures [He et al., 2016] diverge from this

approach by dropping the fully-connected layers altogether.
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Faragó, A., Linder, T., and Lugosi, G. Fast Nearest-Neighbor Search in Dissim-

ilarity Spaces. IEEE Transanctions on Pattern Analysis and Machine Intelli-

gence, 15(9):957–962, September 1993. (cited on 37)

Fisher, R. A. The Use of Multiple Measurements in Taxonomic Problems. Annals

of Eugenics, 7(7):179–188, 1936. (cited on 42)

Fix, E. and Hodges, J. Discriminatory analysis, non-parametric discrimina-

tion: consistency properties. Technical report, USAF School of Aviation and

Medicine, Randolph Field, TX, 1951. Technical Report 4. (cited on 32, 33)

Gonen, Mehmet and Alpaydin, Ethem. Multiple Kernel Learning Algorithms.

Journal of Machine Learning Research, 12:2211–2268, July 2011. (cited on 48)

Goodfellow, Ian, Courville, Aaron, and Bengio, Yoshua. Deep Learning. MIT

Press, 2016. URL http://www.deeplearningbook.org. (cited on 31, 54, 55)

Graepel, T., Herbrich, R., Scholkopf, Bernhard, Smola, A., Bartlett, P., Muller,

K., Obermayer, K., and Williamson, R. Classification on proximity data with

LP-machines. In Proceedings of ICANN, volume 1, pp. 304–309, 1999. (cited

on 33)

Graepel, Thore, Herbrich, Ralf, Bollmann-Sdorra, Peter, and Obermayer, Klaus.

Classification on pairwise proximity data. In Kearns, Michael J., Solla, Sara A.,

and Cohn, David A. (eds.), Proceedings of NIPS, pp. 438–444. The MIT Press,

1998. (cited on 33)

64

http://www.deeplearningbook.org


REFERENCES

Grauman, Kristen and Darrell, Trevor. The Pyramid Match Kernel: Discrim-

inative Classification with Sets of Image Features. In Proceedings of ICCV,

volume 2, pp. 1458–1465, 2005. (cited on 32, 38)

Han, Jiawei, Kamber, Micheline, and Pei, Jian. Data Mining: Concepts and

Techniques. Morgan Kaufmann Publishers Inc., San Francisco, CA, USA, 3rd

edition, 2011. (cited on 49)

Hastie, Trevor and Tibshirani, Robert. The Elements of Statistical Learning.

Springer, corrected edition, July 2003. ISBN 0387952845. (cited on 43, 52)

He, Kaiming, Zhang, Xiangyu, Ren, Shaoqing, and Sun, Jian. Deep Residual

Learning for Image Recognition. In Proceedings of CVPR, pp. 770–778, June

2016. (cited on 54, 55, 61)

Huang, Zhexue. Extensions to the k-means algorithm for clustering large data sets

with categorical values. Data Mining and Knowledge Discovery, 2(3):283–304,

1998. (cited on 50)

Ionescu, Radu Tudor and Butnaru, Andrei. Learning to Identify Arabic and

German Dialects using Multiple Kernels. In Proceedings of VarDial Workshop

of EACL, pp. 200–209, 2017. (cited on 33)

Ionescu, Radu Tudor and Popescu, Marius. Kernels for Visual Words Histograms.

In Proceedings of ICIAP, volume 8156, pp. 81–90, Heidelberg, 2013. LNCS

Springer-Verlag. (cited on 32, 45)

Ionescu, Radu Tudor and Popescu, Marius. PQ kernel: a rank correlation kernel

for visual word histograms. Pattern Recognition Letters, 55:51–57, 2015. (cited

on 32, 45)

Ionescu, Radu Tudor and Popescu, Marius. UnibucKernel: An Approach for

Arabic Dialect Identification based on Multiple String Kernels. In Proceedings

of VarDial Workshop of COLING, pp. 135–144, 2016. (cited on 33)

Ionescu, Radu Tudor and Popescu, Marius. Can string kernels pass the test of

time in native language identification? In Proceedings of the 12th Workshop

65



REFERENCES

on Innovative Use of NLP for Building Educational Applications, pp. 224–234,

2017. (cited on 32)

Ionescu, Radu Tudor, Popescu, Marius, and Cahill, Aoife. Can characters reveal

your native language? A language-independent approach to native language

identification. In Proceedings of EMNLP, pp. 1363–1373. Association for Com-

putational Linguistics, October 2014. (cited on 32)

Ionescu, Radu Tudor, Alexe, Bogdan, Leordeanu, Marius, Popescu, Marius, Pa-

padopoulos, Dim, and Ferrari, Vittorio. How hard can it be? Estimating the

difficulty of visual search in an image. In Proceedings of CVPR, pp. 2157–2166,

June 2016a. (cited on 54)

Ionescu, Radu Tudor, Popescu, Marius, and Cahill, Aoife. String kernels for na-

tive language identification: Insights from behind the curtains. Computational

Linguistics, 42(3):491–525, 2016b. (cited on 32)

Kailing, Karin, Kriegel, Hans P., and Kroger, Peer. Density-connected subspace

clustering for high-dimensional data. In Proceedings of ICDM, 2004. (cited

on 50)

Kriegel, Hans P., Kroger, Peer, and Zimek, Arthur. Clustering high-dimensional

data: A survey on subspace clustering, pattern-based clustering, and correla-

tion clustering. ACM Transactions on Knowledge Discovery from Data, 3(1):

1:1–1:58, 2009. (cited on 50)

Krizhevsky, Alex, Sutskever, Ilya, and Hinton, Geoffrey E. ImageNet Classifica-

tion with Deep Convolutional Neural Networks. In Proceedings of NIPS, pp.

1106–1114, 2012. (cited on 54, 55, 61)

Lazebnik, Svetlana, Schmid, Cordelia, and Ponce, Jean. Beyond Bags of Fea-

tures: Spatial Pyramid Matching for Recognizing Natural Scene Categories. In

Proceedings of CVPR, volume 2, pp. 2169–2178, Washington, DC, USA, 2006.

IEEE Computer Society. (cited on 32, 38)

LeCun, Yann, Bengio, Yoshua, and Hinton, Geoffrey. Deep learning. Nature, 521

(7553):436–444, 05 2015. (cited on 54)

66



REFERENCES

Liao, Li and Noble, William S. Combining Pairwise Sequence Similarity and Sup-

port Vector Machines for Detecting Remote Protein Evolutionary and Struc-

tural Relationships. Journal of Computational Biology, 10(6):857–868, Decem-

ber 2003. (cited on 33)

Lipman, D. J. and Pearson, W. R. Rapid and sensitive protein similarity searches.

Science, 227:1435–1441, 1985. (cited on 32)

Liu, Wei, Anguelov, Dragomir, Erhan, Dumitru, Szegedy, Christian, Reed, Scott,

Fu, Cheng-Yang, and Berg, Alexander C. SSD: Single Shot MultiBox Detector.

In Proceedings of ECCV, pp. 21–37, 2016. (cited on 54)

Lodhi, Huma, Saunders, Craig, Shawe-Taylor, John, Cristianini, Nello, and

Watkins, Christopher J. C. H. Text Classification using String Kernels. Journal

of Machine Learning Research, 2:419–444, 2002. (cited on 32)

Manning, Christopher D., Raghavan, Prabhakar, and Schütze, Hinrich. Intro-

duction to Information Retrieval. Cambridge University Press, New York, NY,

USA, 2008. (cited on 32)

McCallum, Andrew, Nigam, Kamal, and Ungar, Lyle H. Efficient clustering of

high-dimensional data sets with application to reference matching. In Pro-

ceedings of SIGKDD, pp. 169–178, New York, NY, USA, 2000. ACM. ISBN

1-58113-233-6. (cited on 50)
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Chapter 3

Object Recognition using the

Spatial Non-Alignment Kernel

Abstract

This chapter presents an improvement of the bag-of-visual-words model for object

recognition in images. In the bag-of-visual-words approach, images are represented

as histograms of visual words from a codebook that is usually obtained with a sim-

ple clustering method. Next, kernel methods are used to compare such histograms

and to discriminate between object classes. Researchers have demonstrated that

the object recognition performance with the bag-of-visual-words can be improved by

including spatial information. A state-of-the-art approach is the spatial pyramid

representation, which divides the image into spatial bins and records a histogram

for each bin. In this chapter, another general approach that encodes the spatial

information in a much better and efficient way is described. The approach is

to embed the spatial information into a kernel function termed the Spatial Non-

Alignment Kernel (SNAK). For each visual word, the average position and the

standard deviation is computed based on all the occurrences of the visual word in

the image. The pairwise similarity of two images is then computed by taking into

account the difference between the average positions and the difference between the

standard deviations of each visual word in the two images. In all the experiments,

the SNAK framework shows a better recognition accuracy compared to the spatial
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pyramid.

3.1 Introduction

The classical problem in computer vision is that of determining whether or not the

image data contains some specific object, feature, or activity. Particular formula-

tions of this problem are image classification, object recognition and object detec-

tion. Computer vision researchers have recently developed sophisticated methods

for such image-related tasks. Among the state-of-the-art models are discrimina-

tive classifiers using the bag-of-visual-words (BOVW) representation [Sivic et al.,

2005; Zhang et al., 2007] and spatial pyramid matching [Lazebnik et al., 2006],

generative models [Fei-Fei et al., 2007] or part-based models [Felzenszwalb et al.,

2010; Lazebnik et al., 2005]. The BOVW model, which represents an image as

a histogram of local features, has demonstrated impressive levels of performance

for image categorization [Zhang et al., 2007], image retrieval [Philbin et al., 2007],

or related tasks [Ionescu et al., 2013].

This chapter is focused on showing an improvement of the BOVW model.

Usually, kernel methods are used to compare image histograms. Popular choices,

besides the linear kernel, are the intersection, Hellinger’s, χ2 and Jensen-Shannon

(JS) kernels. Nevertheless, there is no reason to limit the choice of kernels to

these options, when other kernels are available. The final goal, that is to improve

the results for image classification and related tasks, can be achieved by trying

different kernels that could possibly work better. In this chapter, a recently in-

troduced kernel for visual word histograms is presented, namely the Spatial Non-

Alignment Kernel (SNAK) [Ionescu & Popescu, 2015a]. The standard BOVW

model ignores the spatial information contained in the image, but researchers

have demonstrated that the object recognition performance can be improved by

including spatial information [Lazebnik et al., 2006; Sánchez et al., 2012; Uijlings

et al., 2009]. Perhaps the most popular approach is the spatial pyramid repre-

sentation [Lazebnik et al., 2006], which divides the image into spatial bins. The

SNAK framework is another general approach that encodes the spatial informa-

tion in a much better and efficient way. More precisely, SNAK embeds the spatial

information into a kernel function as briefly described next. For each visual word,
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the average position and the standard deviation is computed based on all the oc-

currences of the visual word in the image. These are computed with respect to

the center of the object, which is determined with the help of the objectness

measure [Alexe et al., 2010, 2012]. The pairwise similarity of two images is then

computed by taking into account the difference between the average positions

and the difference between the standard deviations of each visual word in the

two images. In other words, the SNAK kernel includes the spatial distribution

of the visual words in the similarity of two images. Various kernel functions can

be plugged into the SNAK framework. Interestingly, the core operations of the

SNAK framework are inspired by rank distance [Dinu & Manea, 2006] and its

extensions [Dinu et al., 2012; Ionescu, 2013], which essentially measure the local

displacement among two strings or two images, respectively. Likewise, SNAK

measures the local displacement of visual words.

Object class recognition experiments are conducted in order to assess the per-

formance of different kernels, including SNAK, on two benchmark data sets of

images, more precisely, the Pascal VOC data set and the Birds data set. The

idea behind the evaluation is to use the same framework and variate only the

feature maps induced by different kernels. The empirical evaluation shows that

SNAK improves the object recognition performance of every evaluated kernel by

a considerable margin. Compared to the spatial pyramid, SNAK improves perfor-

mance while consuming less space and time. Therefore, SNAK can be considered

a good candidate to replace the widely used spatial pyramid representation.

The chapter is organized as follows. Related work on the bag-of-visual-words

and spatial information is discussed in Section 3.2. Section 3.3 presents the classi-

cal BOVW framework used for image retrieval, image categorization and related

tasks. The SNAK framework is described in Section 3.4. Object recognition ex-

periments conducted on two benchmark data sets are presented in Section 3.5.

Finally, a discussion about the developments presented in this chapter is provided

in Section 3.6.
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3.2 Related Work

In computer vision, the bag-of-visual-words (BOVW) model can be applied to im-

age classification and related tasks, by treating image descriptors as words. This

model is an example of knowledge transfer from text mining. In text mining and

information retrieval, the bag-of-words model represents a text as an unordered

collection of words. In a similar fashion, a bag-of-visual-words is a sparse vector

of occurrence counts of a vocabulary of local image features. This representation

can also be described as a histogram of visual words. In text, the vocabulary of

words can easily be constructed by taking all the words that appear in a corpus of

text documents. In image, the vocabulary is usually obtained by vector quantiz-

ing image features into visual words. One of the most popular methods to build

a vocabulary is to apply a k-means clustering on the image features [Leung &

Malik, 2001]. Then, each cluster center becomes a visual word in the vocabulary.

Recent papers have demonstrated the advantage of using a vocabulary tree [Nis-

ter & Stewenius, 2006] or a randomized forest of k-d trees [Philbin et al., 2007]

to reduce search cost in the quantization stage.

One of the early approaches of building a vocabulary of features is [Leung

& Malik, 2001]. The main idea is to construct a vocabulary of prototype tiny

surface patches, called 3D textons. Textons obtained by k-means clustering are

used for texture classification. The work of [Sivic et al., 2005] also builds a

vocabulary of visual words using vector quantized SIFT descriptors. The vector

quantization is done via a probabilistic Latent Semantic Analysis (pLSA). Others

have used similar descriptors for object classification [Csurka et al., 2004], but

in a supervised setting. There are many other successful approaches to obtain

visual words from image data [Deselaers et al., 2005; Perronnin & Dance, 2007;

Perronnin et al., 2010; Winn et al., 2005; Xie et al., 2010].

The method proposed in [Winn et al., 2005] classifies regions according to the

proportions of different visual words. An optimally compact visual dictionary is

learned by the pairwise merging of visual words from an initially large dictionary.

The final visual words are described by Gaussian Mixture Models (GMM).

In [Xie et al., 2010], a novel texture classification method via patch-based

sparse texton learning is proposed. The dictionary of textons is learned by ap-
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plying a sparse representation to image patches in the training data set.

Fisher Vectors [Perronnin & Dance, 2007] can be derived as an approximate

yet improved case of the general Fisher Kernel. In the Fisher Vectors framework,

a Gaussian Mixture Model is employed to fit the distribution of descriptors. The

improved Fisher Vectors approach of [Perronnin et al., 2010] is based on using

a non-linear additive kernel and on applying L2-normalization before using the

representation in a linear classification model.

3.2.1 Encoding Spatial Information

An important remark is that the classical BOVW model ignores any spatial re-

lationships between image features, similar to its text correspondent, the bag-

of-words model, that completely disregards grammar, word order, and syntactic

groups. Despite of this fact, visual words showed a high discriminatory power

and have been used for region-level or image-level classification [Csurka et al.,

2004; Fei-Fei & Perona, 2005; Zhang et al., 2007]. Nevertheless, researchers have

demonstrated that the performance can be improved by including spatial infor-

mation. Several approaches of adding spatial information to the BOVW model

have been proposed [Koniusz & Mikolajczyk, 2011; Krapac et al., 2011; Lazebnik

et al., 2006; Sánchez et al., 2012; Uijlings et al., 2009]. Due to its simplicity,

the spatial pyramid [Lazebnik et al., 2006] is one of the most popular frame-

works of using the spatial information. In the spatial pyramid framework, the

image is gradually divided into spatial bins. The frequency of each visual word

is recorded in a histogram for each bin. The final feature vector for the image

is a concatenation of these histograms. To reduce the dimension of the feature

representation induced by the spatial pyramid, researchers have tried to encode

the spatial information at a lower level [Koniusz & Mikolajczyk, 2011; Sánchez

et al., 2012]. The Spatial Coordinate Coding scheme [Koniusz & Mikolajczyk,

2011] applies spatial location and angular information at descriptor level. The

authors of [Krapac et al., 2011] model the spatial location of the image regions

assigned to visual words using Gaussian Mixture Models, which is related to a

soft-assign version of the spatial pyramid representation. A similar approach is

proposed in [Sánchez et al., 2012], but the change is made at the low level feature
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representation, enabling the model to be extended to other encoding methods.

It is worth mentioning that in [Krapac et al., 2011], the spatial mean and the

variance of image regions associated with visual words are used to define a GMM.

In the SNAK framework described in this chapter, the spatial mean and the stan-

dard deviation of visual words are also used, but in a completely different way, by

embedding them into a kernel function. Another way of using spatial information

is to consider the location of objects in the image, which can be determined either

by using manually annotated bounding boxes [Uijlings et al., 2009] or by using

the objectness measure [Ionescu & Popescu, 2014; Sánchez et al., 2012]. More

recently, the work of [Lopez-Monroy et al., 2015] shows how to encode spatial

information with the joint use of visual words and multi-directional sequences

of visual words, called visual n-grams. Their approach is inspired by the pop-

ular idea of n-gram representations used in natural language processing. This

is yet another successful example of knowledge transfer from natural language

processing to computer vision.

3.3 Bag-of-Visual-Words Model

In computer vision, the BOVW model can be applied to image classification and

related tasks, by treating image descriptors as words. As discussed in Section 3.2,

a bag-of-visual-words is a vector of occurrence counts of a vocabulary of local

image features. This representation can also be described as a histogram of visual

words. The vocabulary is usually obtained by vector quantizing image features

into visual words.

The BOVW model can be divided in two major steps. The first step is for

feature detection and representation. The second step is to train a kernel method

in order to predict the class label of a new image. The entire process, that involves

both training and testing stages, is illustrated in Figure 3.1.

The feature detection and representation step works as described next. Fea-

tures are detected using a regular grid across the input image. At each interest

point, a SIFT feature [Lowe, 1999, 2004] is computed. This approach is known

as dense SIFT [Bosch et al., 2007; Dalal & Triggs, 2005]. Next, SIFT descriptors

are vector quantized into visual words and a vocabulary (or codebook) of visual
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Figure 3.1: The BOVW learning model for object class recognition. The feature
vector consists of SIFT features computed on a regular grid across the image
(dense SIFT) and vector quantized into visual words. The frequency of each
visual word is then recorded in a histogram. The histograms enter the training
stage. Learning is done by a kernel method.
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words is obtained. The vector quantization process is performed using k-means

clustering [Leung & Malik, 2001], and visual words are stored in a randomized

forest of k-d trees [Philbin et al., 2007] to reduce search cost. The frequency of

each visual word in an image is then recorded in a histogram. The histograms

of visual words enter the training step. Typically, a kernel method is employed

for training the model. Several kernels can be used, such as the linear kernel,

the intersection kernel, the Hellinger’s kernel, the χ2 kernel, the Jensen-Shannon

kernel or the PQ kernel [Ionescu & Popescu, 2015b]. In Section 3.4, a novel kernel

that provides good results in practice is described, namely the SNAK kernel.

After the model is trained, it can be applied on new images. Given a test

image, features are extracted and quantized into visual words from the vocabulary

that was already obtained in the training stage. The histogram of visual words

that represents the test image is compared with the histograms learned in the

training stage. The system can return either a label (or a score) for the test

image or a ranked list of images similar to the test image, depending on the

application. For object class recognition a label (or a score) is enough, while

for image retrieval a ranked list of images is more appropriate. No matter the

application, the training stage of the BOVW model can be done offline. For this

reason, the time that is necessary for vector quantization and learning is not of

great importance. What matters most in the context of image retrieval (and also

in the context of object class recognition) is to return the result for a new (test)

image as quickly as possible.

The performance level of the described model depends on the number of train-

ing images, but also on the number of visual words. The number of visual words

is a parameter that must be set a priori. Usually, the accuracy gets better as

the number of visual words is greater, but there is always a saturation point that

usually depends on the data set at hand.

An interesting remark is that the described model ignores spatial relationships

between image features. A good way to improve performance is to include spatial

information in the BOVW model, and one way to achieve this is the spatial

pyramid representation [Lazebnik et al., 2006]. The spatial pyramid works by

dividing the image into spatial bins. The frequency of each visual word is then

recorded in a histogram for each bin. The final feature vector for the image is a
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concatenation of these histograms. Nevertheless, a more efficient way of encoding

spatial information is the SNAK framework described in Section 3.4.

3.4 Spatial Non-Alignment Kernel

A simple yet powerful framework for including spatial information into the BOVW

model is presented next. This framework is termed the Spatial Non-Alignment

Kernel (SNAK) [Ionescu & Popescu, 2015a] and it is based on measuring the

spatial non-alignment of visual words in two images using a kernel function.

To some extent, it is similar the Local Patch Dissimilarity [Dinu et al., 2012],

only that it replaces patches with visual words obtained by vector quantization.

Thus, SNAK can be interpreted as a rather more elaborate extension of rank

distance [Dinu & Manea, 2006] to images, so its roots are in string and text

processing.

In the SNAK framework, additional information for each visual word needs

to be stored first in the feature representation of an image. More precisely, the

average position and the standard deviation of the spatial distribution of all

the descriptors that belong to a visual word are computed. These statistics

are computed independently for each of the two image coordinates. The SNAK

feature vector includes the average coordinates and the standard deviation of a

visual word together with the frequency of the visual word, resulting in a feature

space that is five times greater than the original feature space corresponding to

the histogram representation. The size of the feature space is identical to a spatial

pyramid based on two levels, but it is roughly four times smaller than a spatial

pyramid based on three levels.

Let U represent the SNAK feature vector of an image. For each visual word

at an index i, U will contain 5-tuples as defined below:

u(i) =
(
hu(i),mu

x(i),m
u
y(i), s

u
x(i), s

u
y(i)
)
.

The first component of u(i) represents the visual word’s frequency. The follow-

ing two components (mx(i) and my(i)) represent the mean (or average) position

of the i-th visual word on each of the two coordinates x and y, respectively. The
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last two components (sx(i) and sy(i)) represent the standard deviation of the i-th

visual word with respect to the two coordinates x and y. If the visual word i does

not appear in the image (hu(i) = 0), the last four components are undefined. In

fact, these four values are not being used at all, if hu(i) = 0.

Using the above notations, the SNAK kernel between two feature vectors U

and V can be defined as follows:

kSNAK(U, V ) =
n∑
i=1

exp (−c1 ·∆mean(u(i), v(i))) · exp (−c2 ·∆std(u(i), v(i))),

(3.1)

where n is the number of visual words, c1 and c2 are two parameters with positive

values, u(i) is the 5-tuple corresponding to the i-th visual word from U , v(i) is

the 5-tuple corresponding to the i-th visual word from V , and ∆mean and ∆std

are defined as follows:

∆mean(u, v) =

{
(mu

x −mv
x)

2 +
(
mu
y −mv

y

)2
, if hu, hv > 0

∞, otherwise

∆std(u, v) =

{
(sux − svx)

2 +
(
suy − svy

)2
, if hu, hv > 0

∞, otherwise

where mx, my, sx, and sy are components of the 5-tuples u and v. If a visual word

does not appear in at least one of the two compared images, its contribution to

kSNAK is zero, since ∆mean and ∆std are infinite.

We can easily demonstrate that SNAK is a kernel function, by showing that

it can be regarded as a sum of multiple kernels. Indeed, the proof that kSNAK is a

kernel comes out immediately from the following observation. For a given visual

word i and two 5-tuples u and v, the equations below represent two RBF kernels:

exp (−c1 ·∆mean(u(i), v(i)))

exp (−c2 ·∆std(u(i), v(i))),

and their product is also a kernel. By summing up the RBF kernels corresponding

to all the 5-tuples inside the SNAK feature vectors U and V , the kSNAK function is

obtained. From the additive property of kernel functions given in Proposition 2,
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it results that kSNAK is also a kernel function.

An interesting remark is that kSNAK can be seen as a sum of separate kernel

functions, each corresponding to a visual word that appears in both images. This

is a fairly simple approach, that can be easily generalized and combined with many

other kernel functions. The following equation shows how to combine SNAK with

another kernel k∗ that takes into account the frequency of visual words:

k∗SNAK(U, V ) =
n∑
i=1

k∗(hu(i), hv(i))·

· exp (−c1 ·∆mean(u(i), v(i))) · exp (−c2 ·∆std(u(i), v(i))).

(3.2)

Equation (3.2) can be used to combine SNAK with other kernels at the visual

word level, individually. Certainly, using the above equation, SNAK can be

combined with kernels such as the linear kernel, the Hellinger’s kernel, or the

intersection kernel. The following equation is a particularization of Equation (3.2)

for the intersection kernel:

k∩SNAK(U, V ) =
n∑
i=1

min {hu(i), hv(i)}·

· exp (−c1 ·∆mean(u(i), v(i))) · exp (−c2 ·∆std(u(i), v(i))).

Moreover, being a kernel function, SNAK can be combined with any other ker-

nel using various approaches specific to kernel methods, such as multiple kernel

learning.

3.4.1 Translation and Size Invariance

Intuitively, for a given visual word, the SNAK kernel measures the distance be-

tween the average positions of the respective visual word in two images. SNAK

can be used to encode spatial information for various classification tasks, but

some improvements based on task-specific information are possible. One such

example is object class recognition. If the objects appear in roughly the same

locations in the image, the SNAK approach would work fine. However, this re-

striction may be often violated in practice. Any object can appear in any part
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Figure 3.2: The spatial similarity of two images computed with the SNAK frame-
work. First, the center of mass is computed according to the objectness map. The
average position and the standard deviation of the spatial distribution of each vi-
sual word are computed next. The images are aligned according to their centers,
and the SNAK kernel is computed by summing the distances between the average
positions and the standard deviations of each visual word in the two images.

of the image, and a visual word describing some part of the object can therefore

appear in a different location in each image. Due to this fact, SNAK is not invari-

ant to translations of the object. If the object’s location in each image is known

a priori, the average position of the visual word can be computed with respect to
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the object’s location, by translating the origin of the coordinate system over the

center of the object. The exact location of the object is not known in practice (as

it requires human annotation), but it can be approximated using the objectness

measure [Alexe et al., 2010, 2012]. This measure quantifies how likely it is for an

image window to contain an object. By sampling a reasonable number of win-

dows and by accumulating their probabilities, a pixelwise objectness map of the

image can be produced. The objectness map provides a meaningful distribution

of the (interesting) image regions that indicate locations of objects. Furthermore,

the center of mass of the objectness map provides a good indication of where the

center of the object might be. The SNAK framework employs the objectness

measure to determine the object’s center in order to use it as the origin of the

coordinate system of the image. The range of the coordinate system is normalized

by dividing the x-axis coordinates by the width of the image and the y-axis co-

ordinates by the height of the image. For each image, the coordinate system has

a range from −1 to 1 on each axis. Normalizing the coordinates ensures that the

average position or the standard deviation of a visual word do not depend on the

image size, and it is a necessary step to reduce the effect of size variation in a set

of images. The SNAK framework is illustrated in Figure 3.2. Although the ideal

conditions for SNAK would be to have a single object per image, this is rarely

the case in practice, yet it still achieves impressive performance. Nonetheless, its

performance would probably get even better if a class-specific object localization

or detection framework would be used instead of the objectness measure, but

SNAK would also become less generally applicable, in the sense that it would

need class-specific information to work.

3.5 Object Recognition Experiments

The object recognition experiments presented in this section compare the SNAK

kernel with state-of-the-art kernels and spatial representations on two benchmark

data sets. A brief description of the data sets is first provided. Details about

the implementation of the learning model and the evaluation procedure are given

next. Finally, the results of the compared kernels on each data set are discussed.
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3.5.1 Data Sets Description

The Pascal Visual Object Classes (VOC) challenge [Everingham et al., 2010] is

a benchmark in visual object category recognition and detection, providing the

vision and machine learning communities with a standard data set of annotated

images and standard evaluation procedures. In the experiments of this work,

the Pascal VOC 2007 data set is used. The reason for this choice is that this is

the latest data set for which testing labels are available for download, and the

experiments can be done offline. There are roughly 10 thousand images in this

data set, that contain 20 annotated object classes. As illustrated in Figure 3.3,

some images may contain objects from several classes. Thus, the class labels are

not mutually exclusive. For each class, the data set provides a training set, a

validation set and a test set. The training and validation sets have roughly 2500

images each, while the test set has about 5000 images. This data set is available

at http://host.robots.ox.ac.uk/pascal/VOC/voc2007/index.html.

The second data set was collected from the Web by the authors of [Lazebnik

et al., 2005] and consists of 100 images each of 6 different classes of birds: egrets,

mandarin ducks, snowy owls, puffins, toucans, and wood ducks. The training

set consists of 300 images and the test set consists of another 300 images. For

each class, the data set contains 50 positive train images and 50 positive test

images. The purpose of using this data set is to assess the behavior of the

proposed kernels in the context of fine-grained object recognition. Figure 3.4

shows two images from each class of the Birds data set. The data set is available

at http://www-cvr.ai.uiuc.edu/ponce_grp/data/.

3.5.2 Implementation and Evaluation Procedure

Details about the particularities of the learning framework are given next. In the

feature detection and representation step, a variant of dense SIFT descriptors

extracted at multiple scales is used [Bosch et al., 2007]. The implementation of

the BOVW model is mostly based on the VLFeat library [Vedaldi & Fulkerson,

2008].

The SNAK framework is compared with the spatial pyramid. Three ker-

nels are proposed for evaluation, namely the L2-normalized linear kernel, the L1
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Figure 3.3: A random sample of 12 images from the Pascal VOC data set. Some
of the images contain objects of more than one class. For example, the image at
the top left shows a dog sitting on a couch, and the image at the top right shows
a person and a horse. Dog, couch, person and horse are among the 20 classes of
this data set.

-normalized Hellinger’s kernel, and the L1-normalized intersection kernel. An

important remark is that the intersection kernel was particularly chosen because

it yields very good results in combination with the spatial pyramid according

to [Lazebnik et al., 2006], and it might work equally well in the SNAK framework.

The three kernels proposed for evaluation are based on four different representa-
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Figure 3.4: A random sample of 12 images from the Birds data set. There are
two images per class. Images from the same class sit next to each other in this
figure.

tions, three of which include spatial information. The goal of the experiments is

to compare the standard bag-of-visual-words representation with a spatial pyra-

mid based on two levels, a spatial pyramid based on three levels, and the SNAK

feature vectors. The spatial pyramid based on two levels combines the full image

with 2× 2 bins, and the spatial pyramid based on three levels combines the full

image with 2 × 2 and 4 × 4 bins. In the SNAK framework, the linear kernel,

the Hellinger’s kernel, and the intersection kernel are used in turn as k∗ in Equa-

tion (3.2). It is worth noting that SNAK can also be indirectly compared with the

approach described in [Krapac et al., 2011], since the results reported in [Krapac

et al., 2011] are very similar to the spatial pyramid based on three levels.

The norms of all the evaluated kernels are chosen according to [Vedaldi &

Zisserman, 2010], that state that γ-homogeneous kernels should be Lγ-normal-
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ized. Furthermore, it is important to mention that all these kernels are used in

the dual form, that implies using the kernel trick to directly build kernel matri-

ces of pairwise similarities between samples. Since the kernel trick is employed

in the evaluation, it comes natural to obtain the spatial pyramid for each ker-

nel by summing up kernel matrices obtained for each level of the pyramid. The

spatial pyramid representation is usually obtained as a concatenation of visual

word histograms, but in the dual representation, concatenating feature vectors is

equivalent to summing up kernel matrices.

In all the experiments, the training is always done using Support Vector

Machines (SVM). On the Birds data set, the SVM classifier based on the one-

versus-all scheme is used for the multi-class task. The SNAK approach employs

the objecteness measure to align images. The objectness measure is trained on

50 images that are neither from the Pascal VOC data set nor from the Birds

data set. The objectness map is obtained by sampling 1000 windows using the

Non-Maximal Supression (NMS) sampling procedure [Alexe et al., 2012]. The

source code used to generate the objectness heat maps is available online at

http://groups.inf.ed.ac.uk/calvin/objectness/.

The experiments are conducted using 500, 1000, and 3000 visual words, re-

spectively. The evaluation procedure on the Pascal VOC data set follows the

Pascal VOC benchmark. As such, the qualitative performance of the learning

model is measured by using the classifier score to rank all the test images. Next,

the retrieval performance can be measured by computing a precision-recall curve.

In order to represent the retrieval performance by a single number (rather than

a curve), the mean average precision (mAP) is often computed. The average

precision as defined by TREC is used in the Pascal VOC experiments. This is

the average of the precision observed each time a new positive sample is recalled.

For the experiments performed on the Birds data set, the classification accuracy

is used to evaluate the various kernels and spatial representations.

3.5.3 Parameter Tuning

The SNAK framework takes both the average position and the standard deviation

of each visual word into account. In a set of preliminary experiments performed on
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the Birds data set, the two statistics were used independently to determine which

one brings a more significant improvement. The empirical results demonstrated

that they roughly achieve similar accuracy improvements, having an almost equal

contribution to the proposed framework. Consequently, a decision was made to

use the same value for the two constants c1 and c2 from Equation (3.1). Only

five values in the range 1 to 100 were chosen for preliminary evaluation. The

best results were obtained with c1 = c2 = 10, while choices like 5 or 50 were

only 2 − 3% behind. Finally, a decision was made to use c1 = c2 = 10 in the

experiments reported next, but it is very likely that better results can be obtained

by fine-tuning the parameters c1 and c2 on each data set. An important remark is

that c1 and c2 were tuned on the Birds data set, but the same choice was used on

the Pascal VOC data set, without testing other values. Good results on Pascal

VOC might indicate that c1 and c2 do not necessarily depend on the data set, but

rather on the normalization procedure used for the spatial coordinate system. It

is interesting to note that the two coordinates are independently normalized as

described in Section 3.4.1, resulting in small distortions along the axes. Two other

methods of size-normalizing the coordinate space without introducing distortions

were also evaluated. One is based on dividing both coordinates by the diagonal

of the image, and the other by the mean of the width and height of the image.

Perhaps surprisingly, these have produced lower average precision scores on a

subset of the Pascal VOC data set. For instance, size-normalizing by the mean

of the width and height gives a mAP score that is roughly 0.5% lower than

normalizing each axis independently by the width and height.

In the Pascal VOC experiment, the validation set is used to validate the

regularization parameter C of the SVM algorithm. In the Birds experiment, the

parameter C was adjusted by cross-validation on the training set.

3.5.4 Results on Pascal VOC Experiment

The SNAK framework is first evaluated on the Pascal VOC 2007 data set. For

each of the 20 classes, the data set provides a training set, a validation set and

a test set. After validating the regularization parameter of the SVM algorithm

on the validation set, the classifier is trained one more time on both the training
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Table 3.1: Mean AP on Pascal VOC 2007 data set for different representations
that encode spatial information into the BOVW model. For each representation,
results are reported using several kernels and vocabulary dimensions. The best
AP for each vocabulary dimension and each kernel is highlighted in bold.

Representation Vocabulary Lin. L2 Hel. L1 Int. L1

Histogram 500 words 28.59% 39.06% 39.11%
Histogram 1000 words 28.71% 42.28% 42.99%
Histogram 3000 words 28.96% 45.23% 46.97%

Spatial pyramid (2 levels) 500 words 31.17% 44.21% 45.17%
Spatial pyramid (2 levels) 1000 words 31.38% 46.94% 48.27%
Spatial pyramid (2 levels) 3000 words 31.85% 49.21% 50.78%

Spatial pyramid (3 levels) 500 words 38.49% 45.20% 47.66%
Spatial pyramid (3 levels) 1000 words 39.59% 47.87% 49.85%
Spatial pyramid (3 levels) 3000 words 40.97% 50.37% 51.87%

SNAK 500 words 42.56% 47.39% 49.75%
SNAK 1000 words 44.69% 49.54% 51.99%
SNAK 3000 words 45.95% 52.49% 54.05%

and the validation sets, that have roughly 5000 images together.

Table 3.1 presents the mean AP of various BOVW models obtained on the

test set, by combining different spatial representations, vocabulary dimensions,

and kernels. For each model, the reported mAP represents the average score on

all the 20 classes of the Pascal VOC data set. The results presented in Table 3.1

clearly indicate that spatial information improves the performance of the BOVW

model by a considerable margin. This observation holds for every kernel and

every vocabulary dimension. Indeed, the spatial pyramid based on two levels

shows a performance increase that ranges between 3% (for the linear kernel) and

6% (for intersection kernel). As expected, the spatial pyramid based on three

levels further improves the performance, especially for the linear kernel. When

the 4 × 4 bins are added into the spatial pyramid, the mAP of the linear kernel

grows by roughly 7-8%, while the mAP scores of the other two kernels increase by

1-2%. Among the three kernels based on spatial pyramids, the best mAP scores

are obtained by the intersection kernel, which was previously reported to work

best in combination with the spatial pyramid [Lazebnik et al., 2006].

90



The best results on the Pascal VOC data set are obtained by the SNAK

framework. Indeed, the results are even better than the spatial pyramid based on

three levels, which uses a representation that is more than four times greater than

the SNAK representation. The mAP scores of the Hellinger’s and the intersection

kernels based on SNAK are roughly 2% better than the mAP scores of the same

kernels combined with the spatial pyramid based on three levels. On the other

hand, a 4-5% growth of the mAP score can be observed in case of the linear

kernel. Among the three kernels, the best results are obtained by the intersection

kernel. When the intersection kernel is combined with SNAK, the best overall

mAP score is obtained, that is 54.05%. This is 2.18% better than the intersection

kernel combined with the spatial pyramid based on three levels.

Overall, the empirical results indicate that the SNAK approach is consid-

erably better than the state-of-the-art spatial pyramid framework, in terms of

recognition accuracy. Perhaps this comes as a surprising result given that the

images from the Pascal VOC data set usually contain multiple objects, and that

SNAK implicitly assumes that there is a single relevant object in the scene, due

to the use of the objecteness measure. The SNAK framework also provides a

more compact representation, which brings improvements in terms of space and

time over a spatial pyramid based on three levels, for example.

3.5.5 Results on Birds Experiment

The SNAK framework is next evaluated on the Birds data set. Table 3.2 presents

the classification accuracy of the BOVW model based on various representations

that include spatial information. The results are reported on the test set, by

combining different vocabulary dimensions and kernels.

The results of the SNAK framework on this data set are consistent with the

results reported in the previous experiment, in that the SNAK framework yields

better performance than the spatial pyramid representation. The spatial pyramid

based on two levels improves the classification accuracy of the standard BOVW

model by 3-4%. On top of this, the spatial pyramid based on three levels further

improves the performance. Considerable improvements can be observed for the

linear kernel and for the intersection kernel.
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Table 3.2: Classification accuracy on the Birds data set for different represen-
tations that encode spatial information into the BOVW model. For each repre-
sentation, results are reported using several kernels and vocabulary dimensions.
The best accuracy for each vocabulary dimension and each kernel is highlighted
in bold.

Representation Vocabulary Lin. L2 Hel. L1 Int. L1

Histogram 500 words 59.67% 72.00% 70.00%
Histogram 1000 words 64.67% 78.33% 71.00%
Histogram 3000 words 69.33% 80.33% 74.67%

Spatial pyramid (2 levels) 500 words 62.67% 75.67% 74.00%
Spatial pyramid (2 levels) 1000 words 66.67% 79.33% 74.33%
Spatial pyramid (2 levels) 3000 words 69.67% 81.00% 77.00%

Spatial Pyramid (3 levels) 500 words 68.33% 76.67% 76.00%
Spatial Pyramid (3 levels) 1000 words 70.33% 80.67% 78.00%
Spatial Pyramid (3 levels) 3000 words 73.00% 82.67% 79.67%

SNAK 500 words 69.33% 79.00% 76.33%
SNAK 1000 words 71.67% 80.33% 78.67%
SNAK 3000 words 72.33% 83.67% 81.33%

The spatial pyramid based on two levels shows little improvements over the

histogram representation for the vocabulary of 3000 words, and more significant

improvements for the vocabulary of 500 words. The certain fact is that the spatial

information helps to improve the classification accuracy on this data set, but the

best approach seems to be the SNAK framework. With only two exceptions, the

SNAK framework gives better results than the spatial pyramid based on three

levels. Compared to the spatial pyramid based on two levels, which has the same

number of features, the SNAK approach is roughly 3-5% better. An interesting

observation is that the intersection kernel does not yield the best overall results as

in the previous experiment, but it seems to gain a lot from the spatial information.

For instance, the accuracy of the intersection kernel grows from 71.00% with

histograms to 78.67% with SNAK, when the underlying vocabulary has 1000

words. The best accuracy (83.67%) is obtained by the Hellinger’s kernel combined

with SNAK, using a vocabulary of 3000 visual words. When it comes to fine-

grained object class recognition, the overall empirical results on the Birds data

set indicate that the SNAK framework is more accurate than the spatial pyramid
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approach.

3.6 Discussion

This chapter discussed an improvement of the BOVW model for object recogni-

tion. The contribution described in this chapter is an approach to improve the

BOVW model by encoding spatial information in a more efficient way than spa-

tial pyramids, by using a kernel function termed SNAK. More precisely, SNAK

includes the spatial distribution of the visual words in the similarity of two im-

ages. The empirical results indicate that the SNAK framework can improve the

object recognition accuracy over the spatial pyramid representation. Consider-

ing that SNAK uses a more compact representation, the results become even

more impressive. In conclusion, SNAK has all the ingredients to become a viable

alternative to the spatial pyramid approach.

In this work, the objectness measure was used to add some level of translation

invariance into the SNAK framework. In future work, the SNAK framework can

be further improved by including ways of obtaining scale and rotation invariance.

Ground-truth information about an object’s scale can be obtained from manually

annotated bounding boxes. A first step would be to use such bounding boxes

to determine if it helps to compare objects at the same scale with the SNAK

kernel. Another direction, is to extend the SNAK framework to use the valuable

information offered by objectness [Alexe et al., 2010], which is only barely used

in the current framework.
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Chapter 4

Gesture Recognition using Local

Frame Match Distance

Abstract

Gesture recognition using a training set of limited size for a large vocabulary of

gestures is a challenging problem in computer vision. With few examples per

gesture class, researchers often employ state-of-the-art exemplar-based methods

such as Dynamic Time Warping. This chapter presents two contributions in the

area of exemplar-based gesture recognition. As an alternative to Dynamic Time

Warping, we first introduce the Local Frame Match Distance, a novel approach for

matching gestures inspired by a distance measure for strings, namely Local Rank

Distance. While Local Rank Distance efficiently approximates the non-alignment

of character n-grams between two strings, we employ the Local Frame Match Dis-

tance to efficiently measure the non-alignment of hand locations between two video

sequences. Second of all, we transform the Local Frame Match Distance into a

kernel and use it in combination with Kernel Discriminant Analysis for sign lan-

guage recognition with exemplars. The empirical results indicate that our method

can generally yield comparable performance to a state-of-the-art Dynamic Time

Warping approach on the challenging task of American Sign Language recogni-

tion, while reducing the computational time by 30%.
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4.1 Introduction

Gesture and sign language recognition represent a challenging research area in

computer vision. Popular probabilistic methods such as Hidden Markov Models

(HMM) [Baum & Petrie, 1966] and Conditional Random Fields (CRF) [Lafferty

et al., 2001] require large training sets to learn good probability distributions.

This requirement often limits the size of the set of gestures (vocabulary) that

can be recognized by such systems. When a large vocabulary is desired, time

constraints may force researchers to restrict the size of the training set to only

a few examples per gesture class. As using few examples per class prohibits

the use of many statistical and machine learning methods, researchers are often

limited to exemplar-based recognition and similarity measures. In such cases,

Dynamic Time Warping (DTW) [Kruskal & Liberman, 1999] is frequently used

on hand location or other information to generate scores that serve as a measure

of similarity for training examples [Corradini, 2001; Darrell & Pentland, 1993;

Darrell et al., 1996; Stefan et al., 2009]. DTW has been improved with the use of

a well-designed feature vector that includes more than hand positions to represent

the state of a gesture at each point in time [Wang et al., 2012a].

In this chapter, we present an alternative solution to DTW, inspired by a

distance measure for strings presented in Chapter 6, namely the Local Rank Dis-

tance (LRD) [Ionescu, 2013]. LRD has successfully been used for a broad range

of tasks from phylogenetic analysis [Ionescu, 2013] and sequence alignment [Dinu

et al., 2014] to native language identification [Ionescu, 2015; Ionescu et al., 2016;

Popescu & Ionescu, 2013] and Arabic dialect identification [Ionescu & Popescu,

2016]. LRD essentially measures the non-alignment (displacement) of character

n-grams between two strings. Previous results indicate that LRD is more ac-

curate [Dinu et al., 2014] and can be computed faster [Ionescu, 2015] than the

edit distance [Levenshtein, 1966]. Since both DTW and edit distance are solved

by dynamic programming, we can obtain a more efficient algorithm by adapting

LRD for gesture recognition from video. Hence, we introduce the Local Frame

Match Distance (LFMD) [Ionescu et al., 2017] algorithm to measure the distance

(or similarity) between two gestures. In order to use LFMD for gesture recog-

nition, we propose two approaches. The first approach is to employ a k-nearest
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neighbors algorithm. The second approach is to transform LFMD into a kernel

function using the squared RBF kernel [Shawe-Taylor & Cristianini, 2004] and

then employ Kernel Discriminant Analysis (KDA) to train our gesture classifier.

To the best of our knowledge, KDA has never been used for exemplar-based ges-

ture recognition. We compare our gesture recognition approach with a state-of-

the-art approach based on DTW on the American Sign Language Lexicon Video

Dataset (ASLLVD) [Athitsos et al., 2008]. The empirical results indicate that

applying KDA can yield better performance, while applying LFMD can reduce

the computational time by 30%.

The rest of this chapter is organized as follows. Related work on gesture and

sign language recognition is presented in Section 9.2. Our learning framework is

described in Section 5.3. The sign language recognition experiments are presented

in Section 9.4. Finally, we draw our conclusions in Section 5.6.

4.2 Related Work

Most recent works have been in action and activity recognition, some from static

images [Wang et al., 2012b], others from video [Tian et al., 2013]. These works

tend to focus on classifying small vocabularies of general actions, rather than dis-

criminating between specific actions such as language signs. Some action recogni-

tion works do test their methods on gesture data sets [Fernando et al., 2015; Song

et al., 2013], but the vocabularies are limited, and the methods are generally not

directly applicable to larger vocabulary gesture sets. A second area of research

focuses on generalized gesture recognition. The sets of gestures may be created

specifically for this task, and can be chosen so as to minimize similarity between

classes. Long Short Term Memory (LSTM) networks have proven successful for

this task [Alsharif et al., 2015]. With the release of ChaLearn Gesture Challenge

data set [Guyon et al., 2012], there have been a number of works in one-shot

learning, in which a single training example is used per gesture class [Jiang et al.,

2015; Konečný & Hagara, 2014; Wan et al., 2013]. A third focus is on developing

methods that work on well-established gesture sets, such as sign languages. One

branch of work deals in continuous sign language recognition and fingerspelling

[Kim et al., 2013]. Another branch of sign language recognition research focuses
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instead on classification of individually segmented signs. One popular intuitive

method is to segment a sign into motion or other types of sub-units and then

use an HMM to model the temporal changes in sub-units throughout each sign

[Cooper et al., 2012; Wang et al., 2015]. Dynamic Time Warping has also been

used for action and gesture recognition [Conly et al., 2016; Reyes et al., 2016; Ste-

fan et al., 2009; Wang et al., 2012a] and it has shown its superiority over LSTM

and HMM models [Conly et al., 2016]. Some of these works approach the idea of

class variability modeling [Conly et al., 2016; Reyes et al., 2016].

4.3 Method

We present a gesture and sign language recognition system, given the hand tra-

jectories of the gestures. We first compute a feature matrix for each hand gesture,

as described in Section 4.3.1. Next, we compute the distance of two hand gestures

by employing our novel algorithm presented in Section 4.3.2. Finally, we either

employ a k-nearest neighbors model or train a Kernel Discriminant Analysis clas-

sifier to recognize new hand gestures based on a kernel derived from the pairwise

distances between gestures, as detailed in Section 4.3.3.

4.3.1 Feature Representation of Hand Gestures

To represent a hand gesture, we use the feature vector introduced in [Wang et al.,

2012a]. The feature vector based on 2D hand position information is built for

each video frame in order to describe what is occurring at every point in time.

The hand positions are first expressed in a face-centric coordinate system. For

one-handed signs, the position of the non-dominant hand is set to (0, 0), hence

it will not contribute to the similarity score. The following features compose the

vectors for each frame t of gesture video X:

• Ld(X, t) and Lnd(X, t): 2D pixel coordinates of the dominant and non-

dominant hands.

• Od(X, t) = Ld(X, t+1)−Ld(X, t) and Ond(X, t) = Lnd(X, t+1)−Lnd(X, t):
motion direction from frame t to frame t + 1 for the dominant and non-

dominant hands.
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• Lδ(X, t) = Ld(X, t)− Lnd(X, t): position of the dominant hand relative to

the non-dominant hand.

• Oδ(X, t) = Lδ(X, t+ 1)− Lδ(X, t): direction of change for Lδ from frame t

to frame t+ 1.

In total, there are 12 features in the vector representing each video frame.

The feature vectors are combined into a single matrix to describe the sign. In the

experiments, we use manual annotations of the hand positions. The hand gesture

is size-normalized so that the diagonal of the face bounding box is 1. Finally,

the frame length is normalized to 24 frames using bicubic interpolation on the

feature matrix, as in [Wang et al., 2012a]. Hence, the size of the feature matrix

for a hand gesture becomes 12× 24.

4.3.2 Local Frame Match Distance

In this section, we describe a novel algorithm for computing the similarity (or

the distance) between the hand trajectories of two gestures. Our algorithm is in-

spired by LRD [Ionescu, 2013] which has successfully been applied to phylogenetic

analysis [Ionescu, 2013], sequence alignment [Dinu et al., 2014], native language

identification [Ionescu, 2015; Ionescu et al., 2016; Popescu & Ionescu, 2013] and

Arabic dialect identification [Ionescu & Butnaru, 2017; Ionescu & Popescu, 2016].

We next present how we adapt LRD and obtain a novel algorithm, termed Lo-

cal Frame Match Distance, for the task of gesture recognition. Given the hand

locations in each video frame, we match each hand location from the first video

sequence to the nearest hand location (in terms of the features derived from pixel

coordinates) in the second video sequence. Then, we compute the sum of the

absolute differences between the indexes of matched frames. As LRD operates

on character n-grams in order to yield better performance, we can also extend

the LFMD algorithm to match sets of consecutive hand locations to achieve the

same goal. Local Frame Match Distance is formally presented in Algorithm 5.

We use the following notations for describing the algorithm. An array (or an

ordered set of elements) is denoted by V = (v1, v2, ...., vn) and the length of V is

denoted by |V | = n. Arrays are considered to be indexed starting from position

1, thus V [i] = vi,∀i ∈ {1, 2, ...n}. We extend this notation to matrices as well,
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therefore we consider that M [i, j] represents the element on row i and column j

of the matrix M .

The goal of Algorithm 5 is to compute a distance between two hand trajecto-

ries represented as feature matrices X and Y . As LRD obtains generally better

results when matching character n-grams instead of single characters, we also

want to match a set of consecutive frames in X with another set of consecutive

frames in Y by minimizing a cost function. For the sake of simplicity, we will

refer to a set of consecutive frames Xi:i+p−1 = {Xi, Xi+1..., Xi+p−1} as a p-frame,

where p denotes the number of frames considered in the set denoted by Xi:i+p−1.

For individual frames Xi and Yj, we employ the same cost function as in [Wang

et al., 2012a], but we assign equal weights to all the features, therefore eliminating

the weights and the need to tune them on a validation set:

cost(Xi, Yj) = ‖Ld(X, i)− Ld(Y, j)‖2 +

+ ‖Lnd(X, i)− Lnd(Y, j)‖2 +

+ ‖Od(X, i)−Od(Y, j)‖2 +

+ ‖Ond(X, i)−Ond(Y, j)‖2 +

+ ‖Lδ(X, i)− Lδ(Y, j)‖2 +

+ ‖Oδ(X, i)−Oδ(Y, j)‖2 ,

(4.1)

where ‖·‖2 represents the L2-norm. For p-frames Xi:i+p−1 and Yj:j+p−1, we naively

consider the cost given by diagonally aligning the individual frames:

cost(Xi:i+p−1, Yj:j+p−1) = cost(Xi, Yj)+

+ cost(Xi+1, Yj+1) + ...+

+ cost(Xi+p−1, Yj+p−1).

(4.2)

In a similar way to DTW, we build a cost matrix C for each pair of p-frames in

X and Y . Figure 4.1 illustrates the cost matrix computed using DTW. Nonethe-

less, the process for computing the cost matrix is slightly different for LFMD.

We first pre-compute some of the components of the matrix C in steps 18-24

of Algorithm 5. The rest of the components are computed in steps 25-30. It

is important to note that we compute only those components for which the ab-
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Algorithm 5: LFMD Algorithm

1 Input:
2 X, Y – the input feature matrices for two hand gestures;
3 n – the number of frames of the two hand gestures;
4 p – the number of consecutive frames to be matched;
5 m – the maximum spatial offset (m ≤ n);

6 Notations:
7 C – the (n− p+ 1)× (n− p+ 1) cost matrix of all possible pairs of p-frames from X

and Y ;
8 MX – the vector with minimal costs for each p-frame in X;
9 JX – the indexes of the p-frames in Y corresponding to the minimal costs in MX ;

10 MY – the vector with minimal costs for each p-frame in Y ;
11 JY – the indexes of the p-frames in X corresponding to the minimal costs in MY ;

12 Initialization:
13 MX ← (∞,∞, ....,∞), such that |MX | = n− p+ 1;
14 MY ← (∞,∞, ....,∞), such that |MY | = n− p+ 1;
15 JX ← (0, 0, ...., 0), such that |JX | = n− p+ 1;
16 JY ← (0, 0, ...., 0), such that |JY | = n− p+ 1;

17 Computation:
18 if p ≥ 2 then
19 for i ∈ {1, ...,min{m,n− p}} do
20 C[i+ p− 2, p− 1]← cost(Xi+p−2, Yp−1);
21 C[p− 1, i+ p− 2]← cost(Xp−1, Yi+p−2);
22 for j ∈ {p− 2, ..., 1} do
23 C[i+ j − 1, j]← cost(Xi+j−1, Yj) + C[i+ j, j + 1];
24 C[j, i+ j − 1]← cost(Xj , Yi+j−1) + C[j + 1, i+ j];

25 for i ∈ {1, ..., n− p+ 1} do
26 for j ∈ {1, ..., n− p+ 1} do
27 if |i− j| ≤ m then
28 C[i+ p− 1, j + p− 1]← cost(Xi+p−1, Yj+p−1);
29 for k ∈ {p− 2, ..., 0} do
30 C[i+ k, j + k]← C[i+ k, j + k] + C[i+ p− 1, j + p− 1];

31 if C[i, j] < MX [i] then
32 MX [i]← C[i, j];
33 JX [i]← j;

34 if C[i, j] < MY [j] then
35 MY [j]← C[i, j];
36 JY [j]← i;

37 ∆← 0;
38 for i ∈ {1, ..., n− p+ 1} do
39 ∆← ∆ +MX [i] · |JX [i]− i|;
40 for j ∈ {1, ..., n− p+ 1} do
41 ∆← ∆ +MY [j] · |JY [j]− j|;

42 Output:
43 ∆ - the Local Frame Match Distance between X and Y .
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Figure 4.1: Matching hand trajectories using Dynamic Time Warping. A cost
matrix is computed while aligning the frames. Dynamic programming is employed
to find the optimal alignment.

Figure 4.2: Matching hand trajectories using Local Frame Match Distance. Each
hand location in the trajectory M is independently matched to the nearest hand
location in the trajectory Q (there is no global alignment).

solute difference between their indexes is less than a parameter m (step 27 of

Algorithm 5). In the experiments, we set m = 10 and thus obtain some speed

improvement compared to DTW. The components that need to be computed are

those along the main diagonal, as shown in Figure 4.2. Right after the cost C[i, j]

105



between two p-frames Xi:i+p−1 and Yj:j+p−1 is computed, we check if this cost is

minimal on the row i (step 31) or the column j of C (steps 34), in which case

we store the minimal value for future comparisons (steps 32 and 35, respectively)

and the corresponding indexes (steps 33 and 36, respectively). We can now com-

pute the distance between X and Y by adding the minimal costs for each row

(steps 38-39) and each column (steps 40-41) of C. At this point, we multiply

the minimal cost with the offset between the indexes of the matched p-frames

(steps 39 and 41, respectively). While the minimal cost accounts for the spatial

difference between p-frames, the offset between indexes accounts for the temporal

difference between the matched p-frames. Intuitively, a larger temporal difference

indicates that the hand trajectories are less similar, hence the distance between

them should be greater.

It is interesting to note that LRD measures the spatial non-alignment of two

strings as the sum of all the spatial offsets between pairs of identical character n-

grams in the two strings. In our case, we consider pairs of p-frames, but we do not

want to match their spatial features exactly, as two hand trajectories representing

the same gesture class are almost never the same, even if they are performed by

the same user. Instead of trying to find identical p-frames, we match p-frames by

minimizing the cost defined in Equation (4.2). While LRD computes a spatial

non-alignment of identical character n-grams, LFMD measures the temporal non-

alignment of matching p-frames. In practice, LRD works better when n-grams

of multiple lengths are combined together [Ionescu, 2015; Ionescu & Popescu,

2016; Ionescu et al., 2016; Popescu & Ionescu, 2013]. Algorithm 5 can be easily

extended to treat the case in which a blended range of p-frames is used. The

extension is based on the observation that the cost between shorter p-frames is

included in the cost of longer p-frames. Indeed, we can trivially demonstrate this

by induction from p to p+ 1 using Equation (4.2):

cost(Xi:i+p, Yj:j+p) = cost(Xi:i+p−1, Yj:j+p−1)+

+ cost(Xi+p, Yj+p).
(4.3)

Moreover, we can perform the algorithm extension to a blended range of p-frames,

without increasing its time complexity. However, the space required increases lin-
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early with the range of values considered for p. In the experiments, we consider

only 1-frames, 2-frames and 3-frames. Since p and m can be considered as con-

stants, the time complexity of the proposed algorithm is essentially quadratic

in terms of the number of frames of the two gestures. We provide our code for

computing DTW and LFMD online at http://lrd.herokuapp.com/lfmd.html.

4.3.3 Learning Methods

We combine LFMD with two alternative classification methods for gesture recog-

nition. The most natural way of using a distance measure for classification is

to combine it with the k-nearest neighbors (k-NN) classifier, and this is the first

classification method considered in the experiments. Since we are dealing with

exemplar gesture recognition, we set the number of neighbors to k = 1. A rather

more elaborate way of using the distance measure for classification is to combine

it with a kernel classifier. Kernel-based learning algorithms use a kernel matrix

that contains the pairwise similarities between every pair of training samples in

the learning stage. Since LFMD needs to be used as a kernel function, we employ

the RBF kernel [Shawe-Taylor & Cristianini, 2004] to transform LFMD into a

similarity measure:

k(X, Y ) = exp

(
−∆(X, Y )

2σ2

)
,

where ∆ is the Local Frame Match Distance between gestures X and Y . The

parameter σ is usually chosen such that values of k(X, Y ) are well scaled. In this

context, we set σ = 0.3 in the experiments. The resulted similarity matrix is

then squared in order to make sure it becomes a symmetric and positive definite

kernel matrix. After embedding the features with a kernel function, a linear

kernel classifier is used to select the most discriminant features. Various kernel

classifiers differ in the way they learn to separate the samples. There are some

classifiers that take the multi-class nature of the gesture recognition problem

directly into account, such as Kernel Discriminant Analysis (KDA). The KDA

method provides a projection of the data points to a one-dimensional subspace

where the Bayes classification error is smallest. It is able to improve accuracy by
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avoiding the class masking problem [Hastie & Tibshirani, 2003]. We use KDA in

our sign language recognition experiments. We set the regularization parameter

of KDA to 2, for increased regularization (less overfitting). Further details about

kernel methods can be found in Chapter 2.

4.4 Experiments and Results

4.4.1 Data Set

The sign language data set used in the experiments is composed of 1113 distinct

sign classes. For each sign class there are three examples, each from a different

user. In total, there are 3339 examples. All sign videos and annotations have

been acquired from the ASLLVD data set [Athitsos et al., 2008].

4.4.2 Evaluation

The state-of-the-art approach on the ASLLVD data set is based on DTW and

1-NN [Conly et al., 2016]. In this chapter, we propose replacements for both

components of the state-of-the-art approach. The first system that we propose

for the evaluation replaces DTW with LFMD and uses 1-NN in the classification

phase. The second system replaces DTW with LFMD and the 1-NN classifier

with KDA. We train and evaluate the three sign language recognition systems

in a user-independent setting, by using 3-fold cross-validation. In each fold, the

users performing the signs included the training set are different from those per-

forming the signs included the test set. To assess the performance level of the

considered systems, we define the measure of accuracy to be the percentage of

signs whose correct match is ranked in the top n most similar signs for each

n ∈ {1, 5, 10, 20, 30, 50, 100}.

4.4.3 Results

Table 4.1 shows the results of our two systems based on LFMD in comparison

with a state-of-the-art approach based on DTW and 1-NN. When using the 1-

NN classifer, the LFMD approach does not achieve better results than the DTW
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Table 4.1: The accuracy rates of DTW and 1-NN versus two classifiers (1-NN
and KDA) based on LFMD. The results of LFMD are obtained using p-frames
of lengths 1, 2 and 3. The methods are compared using a 3-fold cross-validation
procedure. The best result for each n is highlighted in bold.

Top n DTW and 1-NN LFMD and 1-NN LFMD and KDA

1 34.38% 31.82% 36.42%
5 60.77% 58.51% 64.54%
10 71.88% 69.15% 74.48%
20 80.11% 78.03% 81.28%
30 84.16% 82.82% 84.97%
50 88.41% 87.94% 89.04%
100 93.41% 92.93% 93.80%

and 1-NN approach. It seems that the performance of LFMD is generally 1-2%

lower than the performance of DTW. However, LFMD is about 30% faster to

compute. Interestingly, we can obtain better results for all n values when we

combine LFMD with the KDA classifier. Our performance improvements over

DTW are roughly 2.0% for n = 1, 3.8% for n = 5, 3.4% for n = 10, 1.1% for

n = 20, 0.8% for n = 30, 0.6% for n = 50 and 0.5% for n = 100, respectively.

We would like to note that LFMD is based on a combination of 1-frames, 2-

frames and 3-frames. We chose to combine multiple p-frame lengths since the

empirical results presented in [Ionescu, 2015; Ionescu & Popescu, 2016; Ionescu

et al., 2016; Popescu & Ionescu, 2013] indicate that Local Rank Distance obtains

better performance when using n-grams of multiple lengths. For example, n-

grams in the range 3-6 have been used for Arabic dialect identification [Ionescu

& Popescu, 2016].

We also compare the LFMD and the DTW algorithms in terms of time. Both

algorithms are implemented in Java and used in similar settings. We measure

the time required by the two algorithms to produce the 3339 × 3339 distance

matrix for all the examples in the data set, on a computer with Intel Core i7

2.3 GHz processor and 8 GB of RAM using a single Core. The DTW algorithm

takes about 3125 seconds, while the LFMD algorithm takes about 2186 seconds

to compute the similarity based on all {1, 2, 3}-frames. Thus, we obtain a speed

improvement of about 30%.
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4.5 Discussion

In this chapter, we have presented a novel approach for sign and gesture recog-

nition given the hand trajectories of the gestures. Our approach is based on

comparing the hand trajectories two by two using the novel Local Frame Match

Distance algorithm. We have used LFMD in a learning context either by em-

ploying the k-nearest neighbors classifier or by transforming LFMD into a kernel

and then combining it with the KDA classifier. To the best of our knowledge,

we are the first to use KDA for gesture recognition with exemplars. Overall,

the sign language results of LFMD and KDA are better than the results of the

state-of-the-art approach based on DTW and 1-NN, in terms of both accuracy

and time.

In the current work, we used manually annotated hand positions provided with

the ASLLVD data set. In future work, we aim to use our framework in a rather

more realistic setting, by considering automatically annotated hand positions.

One possible approach for automatically detecting hand locations is to train a

Faster R-CNN object detector [Ren et al., 2015].
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Chapter 5

Abnormal Event Detection using

Unmasking and Narrowed

Motion Clusters

Abstract

In this chapter, we describe two frameworks for abnormal event detection in video.

The first framework is unsupervised, as it does not require any training sequences.

The unsupervised framework is based on unmasking, a technique previously used

for authorship verification in text documents, which we adapt to the abnormal

event detection task. We iteratively train a binary classifier to distinguish between

two consecutive video sequences while removing at each step the most discriminant

features. Higher training accuracy rates of the intermediately obtained classifiers

represent abnormal events. To the best of our knowledge, this is the first example

that applies unmasking in a computer vision task. The second framework de-

scribed in this chapter is supervised, and it is based on formulating the abnormal

event detection problem as an outlier detection task. The supervised framework

employs a two-stage algorithm based on k-means clustering and one-class Support

Vector Machines (SVM) to eliminate outliers. After extracting motion features

from the training video containing only normal events, we apply k-means cluster-

ing to find clusters representing different types of motion. In the first stage, we
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consider that clusters with fewer samples (with respect to a given threshold) con-

tain only outliers and we eliminate these clusters altogether. In the second stage,

we shrink the borders of the remaining clusters by training a one-class SVM model

on each cluster. To detected abnormal events in the test video, we analyze each

test sample and consider its maximum normality score provided by the trained

one-class SVM models, based on the intuition that a test sample can belong to

only one cluster of normal motion. If the test sample does not fit well in any

narrowed cluster, than it is labeled as abnormal. We also combine our approach

based on motion features with a recent approach based on deep appearance features

extracted with pre-trained convolutional neural networks (CNN). We combine our

two-stage algorithm with the deep framework using a late fusion strategy, keeping

the pipelines of the two approaches independent. We compare our unsupervised

and supervised methods with several state-of-the-art supervised and unsupervised

methods on four benchmark data sets. The empirical results indicate that our

abnormal event detection frameworks can achieve state-of-the-art results in most

cases, while processing the test video in real-time.

5.1 Introduction

Abnormal event detection in video is a challenging task in computer vision, since

it is extremely hard, if not impossible, to define abnormal events independent of

the context. For example, a truck driving by on the street is regarded as a normal

event, but if the truck enters a pedestrian area, then it is regarded as an abnormal

event. Two persons fighting in a box ring (normal event) versus fighting on the

street (abnormal event) is another example. Although what is considered ab-

normal depends on the context, we can generally agree that abnormal behaviour

should rather be represented by unexpected events [Itti & Baldi, 2005] that occur

less often than familiar (normal) events. As it is generally impossible to find

a sufficiently representative set of anomalies, the use of traditional supervised

learning methods is usually ruled out. Hence, most abnormal event detection ap-

proaches [Antic & Ommer, 2011; Cheng et al., 2015; Kim & Grauman, 2009; Li

et al., 2014; Lu et al., 2013; Mahadevan et al., 2010; Mehran et al., 2009; Xu et al.,

2015; Zhao et al., 2011] learn a model of familiarity from training video and label
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Figure 5.1: Our supervised anomaly detection framework based on Narrowed
Motion Clusters. In the training phase, we apply a two-stage outlier detection
algorithm based on k-means and one-class SVM. In the testing phase, we label
a test sample as abnormal if its maximum normality score among the scores
provided by the trained one-class SVM models is negative.
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events as abnormal if they deviate from the model. We approach abnormal event

detection in a similar manner, and propose to build a model of normality using

a two-stage outlier detection algorithm illustrated in Figure 5.1. We first extract

spatio-temporal cubes [Del Giorno et al., 2016; Ionescu et al., 2017; Lu et al.,

2013], which we augment with additional information about location and motion

direction. After extracting augmented spatio-temporal cubes from the training

video containing only normal events, we apply k-means clustering to find clus-

ters representing different types of motion. In the first stage, we eliminate the

clusters with fewer samples (with respect to a pre-defined threshold), based on

the hypothesis that these smaller clusters contain predominantly outliers. Differ-

ent from other outlier detection approaches based on k-means [Auslander et al.,

2011; Chawla & Gionis, 2013; Jiang et al., 2001], we do not modify the clustering

algorithm. Instead, we propose a simple and straightforward approach that aims

to coarsely remove some of the outliers, leaving the outliers that are harder to

pinpoint for the second stage. In the second stage, we narrow down the bor-

ders of the remaining clusters by training a one-class Support Vector Machines

(SVM) classifier on each individual cluster. In the end, the learned one-class

SVM models represent narrowed clusters of different types of normal motion. We

therefore coin the term Narrowed Motion Clusters (NMC) for our two-stage out-

lier detection algorithm. To detected abnormal events in a test video, we analyze

each augmented spatio-temporal cube and consider its maximum normality score

among the scores provided by the trained one-class SVM models, based on the

natural intuition that a test sample (spatio-temporal cube) should belong to a

single narrowed cluster of normal motion.

In this chapter, we also consider an even more challenging setting, in which

no training sequences are available [Del Giorno et al., 2016]. As in this setting

we cannot build a model of normality in advance and find deviations from it,

our second approach is completely unsupervised, as we briefly explain next. Our

unsupervised method labels a short-lasting event as abnormal if the amount of

change from the immediately preceding event is substantially large. We quan-

tify the change as the training accuracy of a linear classifier applied on a sliding

window that comprises both the preceding and the currently examined event, as

illustrated in Figure 9.1. We consider that the first half of the window frames
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Figure 5.2: Our unsupervised anomaly detection framework based on unmask-
ing [Koppel et al., 2007]. The steps are processed in sequential order from (A) to
(H).
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are labeled as normal and take them as reference. We suppose the second half

are labeled as abnormal, but we seek to find if this hypothesis is indeed true. We

extract both motion and appearance features from the frames, and train a bi-

nary classifier with high regularization to distinguish between the labeled frames.

We retain the training accuracy of the classifier and repeat the training process

by eliminating some of the best features. This process is known as unmasking

[Koppel et al., 2007] and it was previously used for authorship verification of text

documents. To the best of our knowledge, we are the first to apply unmasking for

a computer vision task. After a certain number of iterations with unmasking, we

can build a profile (plot) with the collected accuracy rates in order to assess if the

current event, represented by the second half of the frames, does contain enough

changes to consider it abnormal. Intuitively, if the change is significant, the clas-

sification accuracy should stay high even after eliminating a certain amount of

discriminating features. Otherwise, the accuracy should drop much faster as the

discriminating features get eliminated, since the classifier will have a hard time

separating two consecutive normal events. We estimate the accuracy profile ob-

tained by unmasking with the mean of the accuracy rates, and consider the mean

value to represent the anomaly score of the frames belonging to the current event.

We perform abnormal event detection experiments on the Avenue [Lu et al.,

2013], the Subway [Adam et al., 2008], the UCSD [Mahadevan et al., 2010] and

the UMN [Mehran et al., 2009] data sets in order to compare both our supervised

and unsupervised approaches with several state-of-the-art abnormal event detec-

tion methods [Cheng et al., 2015; Cong et al., 2011; Del Giorno et al., 2016; Hasan

et al., 2016; Hinami et al., 2017; Ionescu et al., 2017; Lu et al., 2013; Mehran et al.,

2009; Ravanbakhsh et al., 2017; Saligrama & Chen, 2012; Smeureanu et al., 2017;

Sun et al., 2017; Zhang et al., 2016]. The empirical results indicate that our un-

supervised approach obtains better results than the state-of-the-art unsupervised

approach [Del Giorno et al., 2016] and, on individual data sets, it reaches or even

surpasses the accuracy levels of some supervised methods [Cong et al., 2011; Kim

& Grauman, 2009; Lu et al., 2013; Mehran et al., 2009]. Unlike the approach of

[Del Giorno et al., 2016], our unsupervised method can process the video in real-

time at 20 frames per second. The results also indicate that, on two of the test

sets (Avenue and Subway), our supervised approach obtains better results than
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all state-of-the-art approaches. It is important to mention that our supervised

approach yields impressive results, while running in real-time at 32 frames per

second on CPU. We also combine our supervised approach based on motion fea-

tures with a recent approach [Smeureanu et al., 2017] based on deep appearance

features extracted with pre-trained convolutional neural networks (CNN). In this

approach, the CNN features are fed into a one-class SVM classifier in order to

learn a model of normality from training data. We combine our NMC algorithm

with the framework based on appearance features presented in [Smeureanu et al.,

2017] using a late fusion strategy, keeping the pipelines of the two approaches in-

dependent. By combining motion and appearance features, we are able to further

improve the accuracy on all data sets.

The chapter is organized as follows. We present related work on abnormal

event detection in Section 9.2. We describe our unsupervised learning framework

in Section 5.3, and our supervised abnormal event detection framework in Sec-

tion 5.4. We present the abnormal event detection experiments in Section 9.4.

Finally, we draw our conclusions in Section 5.6.

5.2 Related Work

Abnormal event detection is usually formalized as an outlier detection task [Antic

& Ommer, 2011; Cheng et al., 2015; Cong et al., 2011; Dutta & Banerjee, 2015;

Kim & Grauman, 2009; Li et al., 2014; Lu et al., 2013; Mahadevan et al., 2010;

Mehran et al., 2009; Ren et al., 2015; Sun et al., 2017; Xu et al., 2015; Zhang

et al., 2016; Zhao et al., 2011], in which the general approach is to learn a model

of normality from training data and consider the detected outliers as abnormal

events. Some abnormal event detection approaches [Cheng et al., 2015; Cong

et al., 2011; Dutta & Banerjee, 2015; Lu et al., 2013; Ren et al., 2015] are based

on learning a dictionary of atoms representing normal events, and on labeling the

events not represented by the dictionary as abnormal. At a conceptual level, we

can find some resemblance between our supervised approach and dictionary learn-

ing. However, going down to the implementation level, there are some important

differences. We can interpret the use of k-means to group the training samples

into clusters as an unconventional way of building a dictionary of atoms. To the
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best of our knowledge, there are no dictionary learning approaches that try to

remove a part of the atoms as outliers. Unlike dictionary learning approaches, we

eliminate the smaller clusters in our supervised framework. Another difference

is that we consider that a test sample can be belong to a single cluster, or in

other words, it can be reconstructed by a single atom. Hence, instead of using

the reconstruction error given by a set of basis vectors as the abnormality score,

we consider the maximum normality score among the scores given by a set of

one-class SVM models, each trained on a different cluster.

Recent abnormal event detection approaches have employed locality sensitive

hashing filters [Zhang et al., 2016] or deep features [Hasan et al., 2016; Hinami

et al., 2017; Ravanbakhsh et al., 2017; Smeureanu et al., 2017; Xu et al., 2015]

to achieve better results. Hasan et al. [Hasan et al., 2016] propose two autoen-

coders, one that is learned on conventional handcrafted spatio-temporal local

features, and another one that is learned end-to-end using a fully convolutional

feed-forward architecture. Hinami et al. [Hinami et al., 2017] proposed to train

convolutional neural networks on multiple visual tasks to exploit semantic infor-

mation that is useful for detecting and recounting abnormal events, while Smeure-

anu et al. [Smeureanu et al., 2017] simply applied convolutional neural networks

(CNN) pre-trained on the ILSVRC benchmark [Russakovsky et al., 2015]. The

approach presented in [Ravanbakhsh et al., 2017] is based on training Genera-

tive Adversarial Nets (GAN) using normal frames and corresponding optical-flow

images in order to learn an internal representation of the scene normality. The

test data is compared with both the appearance and the motion representations

reconstructed by the GAN and abnormal areas are detected by computing local

differences.

There have been some approaches that employ unsupervised steps for ab-

normal event detection [Dutta & Banerjee, 2015; Ren et al., 2015; Sun et al.,

2017; Xu et al., 2015]. The approach presented in [Dutta & Banerjee, 2015] is

to build a model of familiar events from training data and incrementally update

the model in an unsupervised manner as new patterns are observed in the test

data. In a similar fashion, Sun et al. [Sun et al., 2017] train a Growing Neural

Gas model starting from training videos and continue the training process as they

analyze the test videos for anomaly detection. Ren et al. [Ren et al., 2015] use
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an unsupervised approach, spectral clustering, to build a dictionary of atoms,

each representing one type of normal behavior. Their approach requires training

videos of normal events to construct the dictionary. Xu et al. [Xu et al., 2015]

use Stacked Denoising Auto-Encoders to learn deep feature representations in

an unsupervised way. However, they still employ one-class SVM to predict the

anomaly scores.

To the best of our knowledge, the only prior work that does not require any

kind of training data for abnormal event detection is [Del Giorno et al., 2016].

The approach proposed in [Del Giorno et al., 2016] is to detect changes on a

sequence of data from the video to see which frames are distinguishable from all

the previous frames. As the authors want to build an approach independent of

temporal ordering, they create shuffles of the data by permuting the frames before

running each instance of the change detection. Our unsupervised framework

is most closely related to [Del Giorno et al., 2016], but there are several key

differences that put a significant gap between the two approaches. An important

difference is that our unsupervised framework is designed to process the video

online, as expected for practical real-world applications. Since the approach of

Del Giorno et al. [Del Giorno et al., 2016] needs to permute the test video frames

before making a decision, the test video can only be processed offline. As they

discriminate between the frames in a short window and all the frames that precede

the window, their classifier will require increasingly longer training times as the

considered window reaches the end of the test video. In our case, the linear

classifier requires about the same training time in every location of the video, as

it only needs to discriminate between the first half of the frames and the second

half of the frames within the current window. Moreover, we train our classifier

in several loops by employing the unmasking technique. Del Giorno et al. [Del

Giorno et al., 2016] use the same motion features as [Lu et al., 2013]. We also

use spatio-temporal cubes [Lu et al., 2013] to represent motion, but we remove

the Principal Component Analysis (PCA) step for two reasons. First of all, we

need as many features as we can get for the unmasking technique which requires

more features to begin with. Second of all, training data is required to learn the

PCA projection. Different from [Del Giorno et al., 2016], we additionally use

appearance features from pre-trained convolutional neural networks [Chatfield
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et al., 2014]. With all these distinct characteristics, our unsupervised framework

is able to obtain better performance in terms of accuracy and time, as shown in

Section 9.4.

In the supervised framework, we use spatio-temporal cubes to represent mo-

tion, as in the unsupervised framework and other recent approaches [Del Giorno

et al., 2016; Lu et al., 2013]. However, unlike these related approaches, we propose

to augment each cube with its location within a spatial pyramid applied over the

video frames, and with the mean direction given by the 3D motion gradients in-

side the cube. The experiments show that the augmentation is useful. Regarding

the outlier detection approach, there are a few works [Abuolaim et al., 2017; Aus-

lander et al., 2011] that applied k-means clustering for abnormal event detection.

Abuolaim et al. [Abuolaim et al., 2017] use k-means at a coarse level to divide the

data points into precisely three clusters: normal, abnormal and ambiguous. On

the other hand, we apply k-means with a completely different purpose, namely

to obtain many clusters representing different types of normal motion. Moreover,

their approach does not allow to set an abnormality threshold. More closely to our

approach, Auslander et al. [Auslander et al., 2011] define three possible assump-

tions (see Section 4.1 in [Auslander et al., 2011]) for using clustering to detect

anomalies. Interestingly, our approach is based on similar assumptions. However,

their approach adopts only the first two assumptions defined in [Auslander et al.,

2011], while we satisfy the second assumption by eliminating smaller clusters (in

the first stage), and the first and third assumptions by training a one-class SVM

on each cluster (in the second stage).

5.3 Unsupervised Method

In this section, we describe an abnormal event detection framework based on

unmasking, that requires no training data. Our anomaly detection framework is

comprised of eight major steps, which are indexed from A to H in Figure 9.1. We

next provide an overview of our unsupervised approach, leaving the additional

details about the non-trivial steps for later. We first apply a sliding window

algorithm (step A) and, for each window of 2 · w frames (step B), we suppose

that the first w frames are normal and the last w frames are abnormal (step C).
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After extracting motion or appearance features (step D), we apply unmasking

(steps E to G) by training a classifier and removing the highly weighted features

for a number of k loops. We take the accuracy rates after each loop (step F)

and build the accuracy profile of the current window (step G). Abnormal events

correspond to high (almost constant) accuracy profiles (depicted in red), while

normal events correspond to dropping accuracy profiles (depicted in blue). We

compute the anomaly score for the last w frames as the mean of the retained

accuracy rates (step H).

For the sake of simplicity, there are several important aspects that are pur-

posely left out in Figure 9.1. First of all, we divide the frames into 2× 2 spatial

bins, thus obtaining four sub-videos, which we process individually through our

detection framework until step G. Hence, for each video frame, we produce four

anomaly scores, having one score per bin. Before step H, we assign the score of

each frame as the maximum of the four anomaly scores corresponding to the 2×2

bins. Second of all, we apply the framework independently using motion features

on one hand and appearance features on the other. For each kind of features,

we divide the video into 2× 2 bins and obtain a single anomaly score per frame

as detailed above. To combine the anomaly scores from motion and appearance

features, we employ a late fusion strategy by averaging the scores for each frame,

in step H. Third of all, we take windows at a predefined interval s (stride), where

the choice of s can generate overlapping windows (e.g. s = 1 and w = 10). In this

situation, the score of a frame is obtained by averaging the anomaly scores ob-

tained after processing every separate window that includes the respective frame

in its second half. We apply a Gaussian filter to temporally smooth the final

anomaly scores. We present additional details about the motion and appearance

features (step D) in Section 5.4.1, and about the unmasking approach (steps E

to G) in Section 5.3.2.

5.3.1 Features

Unlike other approaches [Cheng et al., 2015; Xu et al., 2015], we apply the same

steps in order to extract motion and appearance features from video, irrespective

of the data set.
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Given the input video, we resize all frames to 160× 120 pixels and uniformly

partition each frame to a set of non-overlapping 10× 10 patches. Corresponding

patches in 5 consecutive frames are stacked together to form a spatio-temporal

cube, each with resolution 10 × 10 × 5. We then compute 3D gradient features

on each spatio-temporal cube and normalize the resulted feature vectors using

the L2-norm. To represent motion, we essentially employ the same approach

as [Del Giorno et al., 2016; Lu et al., 2013], but without reducing the feature

vector dimension from 500 to 100 components via PCA. This enables us to keep

more features for unmasking. Since unmasking is about gradually eliminating

the discriminant features, it requires more features to begin with. As [Del Giorno

et al., 2016; Lu et al., 2013], we eliminate the cubes that have no motion gradients

(the video is static in the respective location). We divide the frames into 2 × 2

spatial bins of 80 × 60 pixels each, obtaining at most 48 cubes per bin. Bins

are individually processed through our detection framework. It is important

to mention that each spatio-temporal cube is treated as an example in step E

(Figure 9.1) of our framework. Although we classify spatio-temporal cubes as [Del

Giorno et al., 2016], we assign the anomaly score to the frames, not the cubes.

In many computer vision tasks, for instance predicting image difficulty [Ionescu

et al., 2016], higher level features, such as the ones learned with convolutional neu-

ral networks (CNN) [Krizhevsky et al., 2012] are the most effective. To build our

appearance features, we consider a pre-trained CNN architecture able to process

the frames as fast as possible, namely VGG-f [Chatfield et al., 2014]. Considering

that we want our detection framework to work in real-time on a standard desktop

computer, not equipped with expensive GPU, the VGG-f [Chatfield et al., 2014]

is an excellent choice as it can process about 20 frames per second on CPU. We

hereby note that better anomaly detection performance can probably be achieved

by employing deeper CNN architectures, such as VGG-verydeep [Simonyan & Zis-

serman, 2014], GoogLeNet [Szegedy et al., 2015] or ResNet [He et al., 2016].

The VGG-f model is trained on the ILSVRC benchmark [Russakovsky et al.,

2015]. It is important to note that fine-tuning the CNN for our task is not

possible, as we are not allowed to use training data in our unsupervised setting.

Hence, we simply use the pre-trained CNN to extract deep features as follows.

Given the input video, we resize the frames to 224×224 pixels. We then subtract
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the mean imagine from each frame and provide it as input to the VGG-f model.

We remove the fully-connected layers (identified as fc6, fc7 and softmax ) and

consider the activation maps of the last convolutional layer (conv5 ) as appearance

features. While the fully-connected layers are adapted for object recognition, the

last convolutional layer contains valuable appearance and pose information which

is more useful for our anomaly detection task. Ideally, we would like to have

at least slightly different representations for a person walking versus a person

running. From the conv5 layer, we obtain 256 activation maps, each of 13 × 13

pixels. As for the motion features, we divide the activation maps into 2 × 2

spatial bins of 7 × 7 pixels each, such that the bins have a one-pixel overlap

towards the center of the activation map. For each bin, we reshape the bins

into 49-dimensional vectors and concatenate the vectors corresponding to the

256 filters of the conv5 layer into a single feature vector of 12544 (7 × 7 × 256)

components. The final feature vectors are normalized using the L2-norm.

5.3.2 Change Detection by Unmasking

The unmasking technique [Koppel et al., 2007] is based on testing the degrada-

tion rate of the cross-validation accuracy of learned models, as the best features

are iteratively dropped from the learning process. Koppel et al. [Koppel et al.,

2007] offer evidence that this unsupervised technique can solve the authorship

verification problem with very high accuracy. We modify the original unmask-

ing technique by considering the training accuracy instead of the cross-validation

accuracy, in order to use this approach for online abnormal event detection in

video. We apply unmasking for each window of 2 · w frames at a stride s, where

w and s are some input parameters of our framework. Our aim is to examine

if the last w frames in a given window represent an abnormal event or not. To

achieve this purpose, we compare them with the first w (reference) frames in

the window. We assume that the first w frames are labeled as normal and the

last w frames are labeled as abnormal, and train a linear classifier to distinguish

between them. By training a classifier without unmasking, we would only be able

to determine if the first half of the window is distinguishable from the second

half. Judging by the classifier’s accuracy rate, we may consider that the last w
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frames are abnormal if the accuracy is high and normal if the accuracy is low.

This is essentially the underlying hypothesis of [Del Giorno et al., 2016], with the

difference that they assume all preceding frames (from the entire test video) as

normal. Nevetheless, we consider only the immediately preceding w frames as ref-

erence for our algorithm to run in real-time. As the number of normal (reference)

samples is much lower, the classifier might often distinguish two normal events

with high accuracy, which is not desired. Our main hypothesis is that if two

consecutive events are normal, then whatever differences there are between them

will be reflected in only a relatively small number of features, despite possible

differences in motion and appearance. Therefore, we need to apply unmasking in

order to determine how large is the depth of difference between the two events.

Similar to [Del Giorno et al., 2016], we train a Logistic Regression classifier with

high regularization. Different from [Del Giorno et al., 2016], we eliminate the m

best features and repeat the training for a number of k loops, where m and k

are some input parameters of our framework. As the most discriminant features

are gradually eliminated, it will be increasingly more difficult for the linear clas-

sifier to distinguish the reference examples, that belong to the first half of the

window, from the examined examples, that belong to the second half. However,

if the training accuracy rate over the k loops drops suddenly, we consider that

the last w frames are normal according to our hypothesis. On the other hand,

if the accuracy trend is to drop slowly, we consider that the analyzed frames are

abnormal. Both kinds of accuracy profiles are shown in step G of Figure 9.1 for

illustrative purposes, but, in practice, we actually obtain a single accuracy profile

for a given window. In the end, we average the training accuracy rates over the

k loops and consider the average value to represent the degree of anomaly of the

last w frames in the window. We thus assign the same anomaly score to all the

examined frames. It is interesting to note that Del Giorno et al. [Del Giorno

et al., 2016] consider the probability that an example belongs to the abnormal

class, hence assigning a different score to each example.
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5.4 Supervised Method

In this section, we present a supervised abnormal event detection framework

based on a two-stage algorithm for outlier detection. Our anomaly detection

framework is divided into a training phase and testing phase, as illustrated in

Figure 9.1. We next provide an overview of our supervised approach, leaving the

additional details about the more important steps for later. From both training

and testing videos, we extract spatio-temporal cubes. In the training phase, we

cluster the extracted spatio-temporal cubes using k-means and we eliminate the

smaller clusters as outliers. On each remaining cluster, we train a one-class SVM

model to remove outlier cubes. In the testing phase, each spatio-temporal cube

is tested against each one-class SVM model to obtain a set of normality scores.

The maximum score is used (with a change of sign) as the abnormality score for

the respective test cube. By putting together the cubes from an entire frame, we

obtain an anomaly prediction map for each frame. To obtain pixel-level anomaly

predictions, the prediction map can be simply resized to match the size of the

input video frame. To obtain frame-level predictions, we consider the highest

score in the prediction map as the anomaly score of the respective frame. We

then apply a Gaussian filter to temporally smooth the final frame-level anomaly

scores.

5.4.1 Feature Extraction

As in the unsupervised approach based on unmasking, we use spatio-temporal

cubes to encode motion. However, we diverge from standard spatio-temporal

cube representation by augmenting the cubes with additional information about

location and motion direction, as described next.

We divide each frame into a spatial pyramid [Lazebnik et al., 2006] with two

levels, the first level containing 2 × 2 bins and the second one containing 4 × 4

bins. We encode the location of each spatio-temporal cube as a one-hot vector for

each level of the pyramid. This gives 20 additional features (2×2+4×4) for each

cube. The purpose of recording spatial information into the cube representation

is to accurately detect situations in which abnormal events can appear in only

some region of the video. For instance in a traffic surveillance video, people
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crossing the street on a crosswalk is a normal event, but if they cross it outside

the designated area this should be labeled as abnormal.

To extract the mean motion direction from each spatio-temporal cube, we

first consider the individual patches of the cube. In each patch, we compute the

center of mass of the 3D gradients. We then encode the displacement of the

center of mass in consecutive patches as vectors representing motion direction.

For a better estimation of the mean motion direction, we also compute motion

direction vectors after dividing each patch into 2 × 2 bins. Finally, the motion

direction vectors are quantized into an orientation-based histogram with 8 bins.

The histogram bins are evenly spread over 0 to 360 degrees. Our histogram is

produced in a similar way to the histogram corresponding to a cell in the His-

tograms of Oriented Gradients (HOG) descriptor [Dalal & Triggs, 2005]. Along

with the histogram, we add another feature given by the sum of all vector mag-

nitudes. In total, there are 9 additional features for augmenting the cube. The

purpose of recording the mean direction into the cube representation is to enable

the accurate detection of abnormal events triggered by objects moving in a cer-

tain direction. For example in a traffic surveillance video, a car driving the wrong

way should be labeled as abnormal.

5.4.2 Two-Stage Outlier Detection

We cluster the augmented spatio-temporal cubes extracted from the training

video to find clusters representing different types of motion. Next, we eliminate

the clusters with fewer samples, based on the assumption that these smaller

clusters contain mostly outlier samples. We note that the same assumption also

sits at the basis of the method proposed in [Auslander et al., 2011]. Nonetheless,

we motivate the assumption through the following toy example. We generate

400 data points sampled from two normal distributions of different means. We

group the points into k = 30 clusters using k-means and we illustrate the result

in Figure 9.2. We then count the number of points in each cluster and obtain

the histogram depicted in Figure 9.3. In this example, we consider that the

clusters with less than 10 data points contain mostly outliers. The centroids of

these smaller clusters are marked with a large blue square in Figure 9.2. We can
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Figure 5.3: A set of 400 data points sampled from two normal distributions of
different means. The points are clustered into 30 clusters using k-means. The
centroids of clusters with less than 10 samples are represented with a large blue
square.

clearly see that the marked clusters are farthest from both normal distribution

means, indicating that the containing points are indeed outliers. Nevertheless,

our aim is to test out the assumption on real data for abnormal event detection

in video. Although the training does not contain abnormal events, we believe

that k-means helps to remove noisy or weak patterns that can be observed in the

normal video.

After removing the smaller k-means clusters, we are left with a set of clusters

C = {c1, c2, ..., cr | r ≤ k} that accurately model the stronger patterns of normal-

ity. However, k-means does not provide a tight boundary around the remaining

clusters, and, in some cases, it leaves a lot of room to accommodate outliers. For

example, the borders of some remaining clusters represented in Figure 9.2 span to

infinity. To alleviate this problem, we propose to narrow down the borders of the

remaining clusters by training a one-class SVM [Schölkopf et al., 2001] classifier

on each cluster. We note that the border learned by SVM is tighter (or narrower)

than the border of the original cluster (which includes all cluster’s samples), since

the one-class SVM model is forced to single out a small percentage of samples

within the cluster as outliers. In this sense, we can say that one-class SVM nar-
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Figure 5.4: A histogram representing the number of data points in each cluster.
The histogram corresponds to the k-means clustering applied over the 400 data
points illustrated in Figure 9.2. A threshold of 10 is used to detect clusters of
outliers.

rows (or tightens) the border around the cluster’s centroid. Hence, the learned

one-class SVM models can be interpreted as a set of narrowed clusters represent-

ing different types of normal motion. To train our set of classifiers, we consider

each spatio-temporal cube as an individual and independent sample, disregarding

the temporal relations between cubes. Let X = {x1, x2, ..., xn |xi ∈ Rm} denote

the set of training cubes in a given cluster cj. In this formulation, our one-class

SVM model will learn to separate a small region capturing most of the normal

cubes from the rest of feature space, by maximizing the distance from the sep-

arating hyperplane to the origin. This results in a binary classification function

g which captures a region in the input space where the probability density of a

particular type of normal motion lives:

g(x) = sign

(
n∑
i=1

αik(x, xi)− ρ

)
, (5.1)

where x is a test cube that needs to be classified either as normal or abnormal,

xi ∈ X is a training cube, αi are the weights assigned to the support vectors xi,

ρ is the distance from the hyperplane to the origin, and k is a kernel function,

in our case, the linear kernel. If we desire a score reflecting the normality level

of a spatio-temporal cube, we can simply remove the sign transfer function from
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Equation (5.1) and obtain a scoring function. It is important to note that for each

cluster cj ∈ C, we have a different scoring function gcj . Then, for a given test cube,

we will have a set of r normality scores. However, since the narrowed clusters are

independent (they reside in different areas of the feature space), we can naturally

assume that a spatio-temporal cube belongs to a single cluster. Therefore, we

consider the maximum normality score, the one that corresponds to the narrowed

cluster that better fits (is closer to) the test cube. If the test spatio-temporal cube

does not fit well in any normality cluster, its corresponding maximum normality

score will be negative (the cube is outside the nearest cluster). Consequently, the

respective test sample is labeled as abnormal.

5.5 Experiments

5.5.1 Data Sets

We show abnormal event detection results on four data sets. We first consider the

Avenue data set [Lu et al., 2013], which contains 16 training and 21 test videos.

In total, there are 15328 frames in the training set and 15324 frames in the test

set. Each frame is 640 × 360 pixels. Locations of anomalies are annotated in

ground truth pixel-level masks for each frame in the testing videos. Hinami et

al. [Hinami et al., 2017] argue that the Avenue test set contains five videos (1,

2, 8, 9 and 10) with static abnormal objects that are not properly annotated.

Hence, they evaluate their approach on a subset (Avenue17) that excludes these

five videos. When we compare our results with those reported in [Hinami et al.,

2017], we also remove the five videos for a fair comparison.

One of the largest data sets for anomaly detection in video is the Subway

surveillance data set [Adam et al., 2008]. It contains two videos, one of 96 minutes

(Entrance gate) and another one of 43 minutes (Exit gate). The Entrance gate

video contains 144251 frames and the Exit gate video contains 64903 frames, each

with 512× 384 resolution. Abnormal events are labeled at the frame level.

The UCSD Pedestrian data set [Mahadevan et al., 2010] is perhaps one of the

most challenging anomaly detection data sets. It includes two subsets, namely

Ped1 and Ped2. Ped1 contains 34 training and 36 test videos with a frame
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resolution of 238 × 158 pixels. There are 6800 frames for training and 7200 for

testing. Pixel-level anomaly labels are provided for only 10 test videos in Ped1.

All the 36 test videos are annotated at the frame-level. Ped2 contains 16 training

and 12 test videos, and the frame resolution is 360× 240 pixels. There are 2550

frames for training and 2010 for testing. Although Ped2 contains pixel-level as

well as frame-level annotations for all the test videos, most previous works [Cong

et al., 2011; Lu et al., 2013; Ren et al., 2015; Xu et al., 2015; Zhang et al., 2016]

have reported the pixel-level performance only for Ped1. The videos illustrate

various crowded scenes, and anomalies are bicycles, vehicles, skateboarders and

wheelchairs crossing pedestrian areas.

The UMN Unusual Crowd Activity data set [Mehran et al., 2009] consists of

three different crowded scenes, each with 1453, 4144, and 2144 frames, respec-

tively. The resolution of each frame is 320 × 240 pixels. In the normal settings

people walk around in the scene, and the abnormal behavior is defined as people

running in all directions.

5.5.2 Evaluation

As evaluation metrics, we employ ROC curves and the corresponding area under

the curve (AUC) computed with respect to ground truth frame-level annotations,

and, when available (Avenue and UCSD), pixel-level annotations. We define the

frame-level and pixel-level AUC as in previous works [Cong et al., 2011; Del

Giorno et al., 2016; Ionescu et al., 2017; Lu et al., 2013; Mahadevan et al., 2010;

Sun et al., 2017; Xu et al., 2015]. At the frame-level, a frame is considered a

correct detection if it contains at least one abnormal pixel. At the pixel-level,

the corresponding frame is considered as being correctly detected if more than

40% of truly anomalous pixels are detected. We smooth the pixel-level detection

maps with the same filter used by [Del Giorno et al., 2016; Ionescu et al., 2017;

Lu et al., 2013] in order to obtain our final pixel-level detections. We exclude

the recent approach (based on k-means) of Abuolaim et al. [Abuolaim et al.,

2017] from our evaluation, because their approach is constrained to provide a

single point on the ROC curve and the frame-level or pixel-level AUC metrics

cannot be determined in their case. Many works [Cong et al., 2011; Dutta &
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Banerjee, 2015; Lu et al., 2013; Mahadevan et al., 2010; Xu et al., 2015; Zhang

et al., 2016] include the Equal Error Rate (EER) as evaluation metric, but some

recent works [Del Giorno et al., 2016; Ionescu et al., 2017] argue that metrics

such as the EER can be misleading in a realistic anomaly detection setting, in

which abnormal events are expected to be very rare. As we agree with perspective

of [Del Giorno et al., 2016; Ionescu et al., 2017], we do not employ the EER in

our evaluation.

5.5.3 Implementation Details

We extract spatio-temporal cubes from the video sequences using the code avail-

able online at https://alliedel.github.io/anomalydetection/. For the unsupervised

approach, we consider the pre-trained VGG-f [Chatfield et al., 2014] model pro-

vided in MatConvNet [Vedaldi & Lenc, 2015], and extract appearance features

from the conv5 layer. To detect changes, we employ the Logistic Regression im-

plementation from VLFeat [Vedaldi & Fulkerson, 2008]. In all the experiments,

we set the regularization parameter of Logistic Regression to 0.1, and we use

the same window size as [Del Giorno et al., 2016], namely w = 10. We set the

window stride to 5 for an optimal trade-off between accuracy and speed. We use

the same parameters for both motion and appearance features. In the unmasking

procedure, we use k = 10 loops and eliminate the best m = 50 features (top 25

weighted as positive and top 25 weighted as negative). In order to evaluate the

speed of the unsupervised method, we independently measure the time required

to extract features and the time required to predict the anomaly scores on a

computer with Intel Core i7 2.3 GHz processor and 8 GB of RAM using a single

core. Using two cores, one for feature extraction and one for change detection by

unmasking, our final model is able to process the test videos at nearly 20 FPS.

For the supervised approach, we use our own implementation to augment

the spatio-temporal cubes with location and mean direction. To cluster the

cubes, we employ the k-means implementation from VLFeat [Vedaldi & Fulk-

erson, 2008] based on the original Lloyd algorithm [Du et al., 1999]. We use

k-means++ [Arthur & Vassilvitskii, 2007] initialization. We repeat the cluster-

ing 10 times and choose the partitioning with the minimum energy. We choose
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the number of clusters k such that we have on average 1000 cubes per cluster,

hence k is proportional to the size of the training data. We then eliminate the

clusters with less than 500 cubes. To remove the outliers from each cluster, we

employ the one-class SVM implementation from LibSVM [Chang & Lin, 2011].

In all the experiments, we set the regularization parameter of one-class SVM to

0.01, which means that the model will have to single out 99% of the training

frames as normal (the other 1% are outliers).

We combine our supervised approach based on motion features with the ap-

proach based on appearance features presented in [Smeureanu et al., 2017]. For

the appearance features, we consider the pre-trained VGG-f [Chatfield et al.,

2014] model provided in MatConvNet [Vedaldi & Lenc, 2015], and extract the

features from the conv5 layer according to [Smeureanu et al., 2017]. For a faster

processing time, we extract features for one in every two frames in the test video,

without observing any drop in performance. A one-class SVM classifier with

regularization 0.2 is employed to learn a model of normal appearance from the

training videos. The frame-level scores produced by this framework are assigned

to the corresponding spatio-temporal cubes. The cube-level scores thus obtained

are combined with the cube-level scores of our approach as a simple average. At

test time, we are able to process the test videos at nearly 32 FPS using two par-

allel threads (one for each abnormal event detection framework) on a computer

with Intel Core i7 2.3 GHz processor and 8 GB of RAM.

5.5.4 Results on the Avenue Data Set

We first compare our unsupervised and supervised approaches with several state-

of-the-art methods [Del Giorno et al., 2016; Hasan et al., 2016; Ionescu et al., 2017;

Lu et al., 2013; Smeureanu et al., 2017] that reported results on the Avenue data

set. The corresponding frame-level and pixel-level AUC metrics are presented in

Table 5.1. Compared to the state-of-the-art unsupervised method [Del Giorno

et al., 2016], our unsupervised framework based on unmasking brings an im-

provement of 2.3%, in terms of frame-level AUC, and an improvement of 2.0%, in

terms of pixel-level AUC. The results are even more impressive, considering that

our framework processes the video online, while the approach proposed in [Del
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Table 5.1: Abnormal event detection results (in %) in terms of frame-level and
pixel-level AUC on the Avenue data set. Our unsupervied framework based on
unmasking and our supervised framework based on Narrowed Motion Clusters
(as well as preliminary versions of the supervised framework) are compared with
several state-of-the-art approaches [Del Giorno et al., 2016; Hasan et al., 2016;
Lu et al., 2013; Smeureanu et al., 2017], which are listed in temporal order.

Method Frame AUC Pixel AUC

[Lu et al., 2013] 80.9 92.9
[Hasan et al., 2016] 70.2 -
[Del Giorno et al., 2016] 78.3 91.0
[Smeureanu et al., 2017] 84.6 93.5
Unmasking (conv5) 80.5 92.9
Unmasking (cubes) 80.1 93.0
Unmasking (late fusion) 80.6 93.0
cubes + one-class SVM 81.3 93.0
aug. cubes + one-class SVM 82.8 93.2
aug. cubes + k-means + one-class SVM 85.4 93.5
aug. cubes + k-means + 1-NN 77.6 90.6
NMC (cubes) 87.7 93.7
NMC (cubes) + CNN (conv5) 88.3 93.8

Giorno et al., 2016] works only in offline mode. Moreover, our frame-level and

pixel-level AUC scores reach about the same level as the supervised method [Lu

et al., 2013]. Overall, the results of our unsupervised approach on the Avenue

data set are noteworthy.

Figure 5.5 illustrates the frame-level anomaly scores, for test video 4 in the

Avenue data set, produced by our unmasking framework based on combining

motion and appearance features using a late fusion strategy. According to the

ground-truth anomaly labels, there are two abnormal events in this video. In

Figure 5.5, we notice that our scores correlate well to the ground-truth labels,

and we can easily identify both abnormal events by setting a threshold of around

0.5, without including any false positive detections. However, using this threshold

there are some false positive detections on other test videos from the Avenue

data set. We show some examples of true positive and false positive detections
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Figure 5.5: Frame-level anomaly detection scores (between 0 and 1) provided by
our unmasking framework based on the late fusion strategy, for test video 4 in
the Avenue data set. The video has 947 frames. Ground-truth abnormal events
are represented in cyan, and our scores are illustrated in red.

Figure 5.6: True positive (top row) versus false positive (bottom row) detections
of our unmasking framework based on the late fusion strategy. Examples are
selected from the Avenue data set.

in Figure 5.6. The true positive abnormal events are a person running and a

person throwing an object, while false positive detections are a person holding a

large object and a person sitting on the ground.

Table 5.1 also includes results for preliminary versions of our supervised ap-

proach, in order to show the performance gain brought by each component. A

basic approach based on spatio-temporal cubes and one-class SVM yields a frame-

level AUC of 81.3%. When we augment the cubes, the frame-level AUC grows

by 1.5%. Another 2.6% are gained when we employ k-means and train one-class

SVM models on all k clusters. By removing the smaller clusters we obtain an

improvement of 2.3% and reach a frame-level AUC of 87.7%. We also tested an
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Table 5.2: Abnormal event detection results (in %) in terms of frame-level and
pixel-level AUC on the Avenue17 data set. Our supervised framework is compared
with [Hinami et al., 2017].

Method Frame AUC Pixel AUC

[Hinami et al., 2017] 89.8 -
NMC (cubes) 90.2 93.9
NMC (cubes) + CNN (conv5) 90.4 94.0

approach that removes the smaller k-means clusters in the first stage, but re-

places the one-class SVM in the second stage with a one nearest neighbor (1-NN)

model based the Euclidean distance to the nearest cluster centroid. The obtained

frame-level AUC is 77.6%, which is exactly 10% lower than the result of NMC.

This ablation result shows the importance of using one-class SVM after k-means

to learn a tight border around each cluster.

Using Narrowed Motion Clusters of spatial-temporal cubes alone, we are able

to surpass all the results reported in previous works in terms of frame-level and

pixel-level AUC. When we combine NMC with the one-class SVM based on CNN

features [Smeureanu et al., 2017], the results slightly improve. Compared to the

most recent work [Smeureanu et al., 2017], our framework brings an improvement

of about 3.7% in terms of frame-level AUC. Since our supervised framework is

able to process the video online, the results on the Avenue data set become even

more impressive.

We also compared our supervised approach with [Hinami et al., 2017] on the

Avenue17 data set, a subset of the Avenue data set. Our frame-level AUC scores

presented in Table 5.2 are better than those reported by Hinami et al. [Hinami

et al., 2017]. It is worth nothing that our approach yields better performance on

the Avenue17 data set, indicating that the five removed test videos are actually

more difficult than those left in Avenue17. As Hinami et al. [Hinami et al., 2017]

observed, the removed videos contain abnormal objects that are not properly

annotated, hence methods are prone to reach high false positive rates on these

five test videos.

Figure 5.7 depicts the frame-level anomaly scores produced by our supervised

139



Figure 5.7: Frame-level anomaly detection scores (between 0 and 1) provided
by our approach based on combining NMC and CNN, for test video 4 in the
Avenue data set. The video has 947 frames. Ground-truth abnormal events are
represented in pink, and our scores are illustrated in blue. Best viewed in color.

Figure 5.8: True positive (top row) versus false positive (bottom row) detections
of our supervised framework based on NMC and CNN. Examples are selected
from the Avenue data set. Best viewed in color.

approach against the ground-truth labels on test video 4 of the Avenue data set.

We notice that our scores correlate well to the ground-truth labels, as we can

easily identify both abnormal events in test video 4 by setting a threshold of 0.5,

without including any false positive detections. We also show some examples

of true positive and false positive detections in Figure 5.8. The true positive

abnormal events are (from left to right) a person running, a child running and a

person throwing an object. The first (left-most) false positive detection represents

two persons walking synchronously. The last two false positive example indicate

that our method detects a child running even if the child is partially occluded,
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Table 5.3: Abnormal event detection results (in %) in terms of frame-level AUC
on the Subway data set. Our unsupervied framework based on unmasking and
our supervised framework based on Narrowed Motion Clusters are compared with
several state-of-the-art approaches [Cheng et al., 2015; Cong et al., 2011; Del
Giorno et al., 2016; Hasan et al., 2016; Saligrama & Chen, 2012], which are listed
in temporal order.

Method Frame AUC
Entrance gate Exit gate Average

[Cong et al., 2011] 80.0 83.0 81.5
[Saligrama & Chen, 2012] 89.1 - -
[Cheng et al., 2015] 92.7 - -
[Hasan et al., 2016] 94.3 80.7 87.5
[Del Giorno et al., 2016] 69.1 82.4 75.8
Unmasking (conv5) 69.5 84.7 77.1
Unmasking (cubes) 71.3 86.3 78.8
Unmasking (late fusion) 70.6 85.7 78.2
NMC (cubes) 91.8 94.2 93.0
NMC (cubes) + CNN (conv5) 92.4 94.5 93.5

or a person throwing an object before the object is in the air.

5.5.5 Results on the Subway Data Set

Although there are many works that used the Subway data set in the experi-

ments [Cheng et al., 2015; Cong et al., 2011; Del Giorno et al., 2016; Dutta &

Banerjee, 2015; Hasan et al., 2016; Lu et al., 2013; Saligrama & Chen, 2012; Zhang

et al., 2016], some of these works [Dutta & Banerjee, 2015; Lu et al., 2013; Zhang

et al., 2016] did not use the frame-level AUC as evaluation metric. Therefore, we

only compare our approach with those methods [Cheng et al., 2015; Cong et al.,

2011; Del Giorno et al., 2016; Hasan et al., 2016; Saligrama & Chen, 2012] that

reported the frame-level AUC. The results of the comparative study are reported

in Table 5.3.

Regarding the unsupervised framework based on unmasking, we generally

obtain better results by using motion features rather than appearance features.
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Figure 5.9: True positive (top row) versus false positive (bottom row) detections
of our unmasking framework based on the late fusion strategy. Examples are
selected from the Subway Entrance gate.

Our late fusion strategy is not able to bring any improvements. Nevertheless,

for each and every type of features, we obtain better results than the state-of-

the-art unsupervised approach [Del Giorno et al., 2016]. When we combine the

features, our improvements are 1.5% on the Entrance gate video and 3.3% on the

Exit gate video. Remarkably, we even obtain better results than the supervised

method [Cong et al., 2011] on the Exit gate video. On the other hand, our

unsupervised approach, as well as the approach of Del Giorno et al. [Del Giorno

et al., 2016], obtains much lower results on the Entrance gate video. In Figure 5.9,

we can observe some interesting qualitative results obtained by our unsupervised

framework on the Entrance gate video. The true positive abnormal events are

a person sidestepping the gate and a person jumping over the gate, while false

positive detections are two persons walking synchronously and a person running

to catch the train.

Our supervised approach based on Narrowed Motion Clusters obtains the

third best score on the Entrance gate video, after [Cheng et al., 2015; Hasan

et al., 2016]. Hasan et al. [Hasan et al., 2016] report a frame-level AUC of

94.3%, which is 1.9% higher than our best score (92.4%). Things look differently

on the Exit gate video, as we obtain the best score (94.5%) among all methods,

surpassing the approach of Hasan et al. [Hasan et al., 2016] by 13.8%. On average,
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Figure 5.10: True positive (top row) versus false positive (bottom row) detections
of our supervised framework based on NMC and CNN. Examples are selected from
the Subway Entrance gate.

our supervised approach obtains the best results on the Subway data set. In

Figure 5.10, we present qualitative results obtained by our supervised framework

on the Entrance gate video. The true positive abnormal events are a person

jumping over the fence, two persons walking in wrong direction and a person

jumping over the gate, while false positive detections are a person running, two

persons walking synchronously and camera shifting.

5.5.6 Results on the UCSD Data Set

On the UCSD data set, we compare our unsupervised approach as well as our

supervised approach with a series of state-of-the-art methods [Cheng et al., 2015;

Cong et al., 2011; Hasan et al., 2016; Hinami et al., 2017; Kim & Grauman, 2009;

Lu et al., 2013; Mahadevan et al., 2010; Mehran et al., 2009; Ravanbakhsh et al.,

2017; Ren et al., 2015; Saligrama & Chen, 2012; Sun et al., 2017; Xu et al., 2015;

Zhang et al., 2016]. In Table 5.4, we present the frame-level and pixel-level AUC

for Ped1, and the frame-level AUC for Ped2.

It is important to note that Del Giorno et al. [Del Giorno et al., 2016] have

excluded the UCSD data set from their experiments because nearly half of the

frames in each test video contain anomalies, and, they expect abnormal events

to be rare in their setting. Although we believe that unmasking would perform
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Table 5.4: Abnormal event detection results (in %) in terms of frame-level and
pixel-level AUC on the UCSD data set. Our unsupervied framework based on
unmasking and our supervised framework based on Narrowed Motion Clusters are
compared with several state-of-the-art supervised methods [Cheng et al., 2015;
Cong et al., 2011; Hasan et al., 2016; Hinami et al., 2017; Ionescu et al., 2017;
Kim & Grauman, 2009; Lu et al., 2013; Mahadevan et al., 2010; Mehran et al.,
2009; Ravanbakhsh et al., 2017; Ren et al., 2015; Saligrama & Chen, 2012; Sun
et al., 2017; Xu et al., 2015; Zhang et al., 2016], which are listed in temporal
order.

Method Ped1 Ped2
Frame AUC Pixel AUC Frame AUC

[Kim & Grauman, 2009] 59.0 20.5 69.3
[Mehran et al., 2009] 67.5 19.7 55.6
[Mahadevan et al., 2010] 81.8 44.1 82.9
[Cong et al., 2011] - 46.1 -
[Saligrama & Chen, 2012] 92.7 - -
[Lu et al., 2013] 91.8 63.8 -
[Ren et al., 2015] 70.7 56.2 -
[Xu et al., 2015] 92.1 67.2 90.8
[Cheng et al., 2015] 83.8 63.3 -
[Hasan et al., 2016] 81.1 - 90.0
[Zhang et al., 2016] 87.0 77.0 91.0
[Sun et al., 2017] 93.8 65.1 94.1
[Hinami et al., 2017] - - 92.2
[Ravanbakhsh et al., 2017] 97.4 70.3 93.5
Unmasking (conv5) 68.4 52.5 82.1
Unmasking (cubes) 67.8 52.3 82.3
Unmasking (late fusion) 68.4 52.4 82.2
NMC (cubes) 79.6 57.5 94.2
NMC (cubes) + CNN (conv5) 79.8 57.9 94.4

optimally in a similar setting, we still compare our unsupervised approach with

several state-of-the-art methods that require training data. In terms of frame-

level AUC, our unsupervised approach obtains better results than two supervised

methods [Kim & Grauman, 2009; Mehran et al., 2009]. In terms of pixel-level

AUC, our unsupervised approach obtains better results than four other meth-
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Figure 5.11: True positive (top row) versus false positive (bottom row) detections
of our unmasking framework based on the late fusion strategy. Examples are
selected from the UCSD data set.

ods [Cong et al., 2011; Kim & Grauman, 2009; Mahadevan et al., 2010; Mehran

et al., 2009]. On Ped1, our results are only 3 or 4% lower than to those reported

by Ren et al. [Ren et al., 2015], while more recent supervised approaches achieve

much better results [Sun et al., 2017; Zhang et al., 2016] than our unsupervised

technique. Some qualitative results of our unsupervised framework based on late

fusion are illustrated in Figure 5.11. The true positive abnormal events are a car

intruding a pedestrian area and a bicycle rider intruding a pedestrian area, while

false positive detections are a bicycle rider and two persons walking synchronously

and two persons walking in opposite directions.

On Ped1, the frame-level and the pixel-level AUC scores of our supervised

approach are not among the best, although we manage to surpass some recent

approaches [Ren et al., 2015]. Our supervised approach is 17.6% behind the

top scoring method [Ravanbakhsh et al., 2017] in terms of frame-level AUC, and

19.1% below the top scoring method [Zhang et al., 2016] in terms of pixel-level

AUC. However, our supervised approach based on NMC achieves much better

performance (94.5%) on Ped2, as we are able to surpass all previous works in

terms of frame-level AUC. Figure 5.12 illustrates a few qualitative results of our

supervised approach based on NMC and CNN. The true positive abnormal events

are (from left to right) a bicycle rider intruding the pedestrian area, a skater in-
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Figure 5.12: True positive (top row) versus false positive (bottom row) detections
of our supervised framework based on NMC and CNN. Examples are selected from
the UCSD Ped1 data set.

truding the pedestrian area, and a car and a bicycle rider intruding the pedestrian

area, while false positive detections are two persons walking in opposite direction

from another person, a person walking on a different path and two persons walking

in opposite directions. In the last false positive example, our method identifies a

car just entering the scene, but the overlap with the ground-truth pixel labels is

less than 40%.

5.5.7 Results on the UMN Data Set

On the UMN data set, we compare our approaches, one based on unmasking and

the other based on NMC, with several methods [Cong et al., 2011; Del Giorno

et al., 2016; Mehran et al., 2009; Ravanbakhsh et al., 2017; Saligrama & Chen,

2012; Smeureanu et al., 2017; Sun et al., 2017; Zhang et al., 2016]. In Table 5.5,

we report the frame-level AUC score for each individual scene, as well as the

average score for all the three scenes. It is worth noting that UMN seems to be

the easiest abnormal event detection data set, since most works report frame-level

AUC scores above 95.0%.

Compared to the unsupervised approach of Del Giorno et al. [Del Giorno et al.,

2016], our approach based on unmasking obtains an improvement of 4.1%. On

the first scene, the performance of our unsupervised approach is on par with the
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Table 5.5: Abnormal event detection results (in %) in terms of frame-level AUC
on the UMN data set. Our unsupervied framework based on unmasking and our
supervised framework based on Narrowed Motion Clusters are compared with sev-
eral state-of-the-art methods [Cong et al., 2011; Del Giorno et al., 2016; Mehran
et al., 2009; Ravanbakhsh et al., 2017; Saligrama & Chen, 2012; Smeureanu et al.,
2017; Sun et al., 2017; Zhang et al., 2016], which are listed in temporal order.

Method Frame AUC
Scene All

1 2 3 Scenes

[Mehran et al., 2009] - - - 96.0
[Cong et al., 2011] 99.5 97.5 96.4 97.8
[Saligrama & Chen, 2012] - - - 98.5
[Del Giorno et al., 2016] - - - 91.0
[Zhang et al., 2016] 99.2 98.3 98.7 98.7
[Sun et al., 2017] 99.8 99.3 99.9 99.7
[Smeureanu et al., 2017] 98.8 93.6 98.9 97.1
[Ravanbakhsh et al., 2017] - - - 99.0
Unmasking (conv5) 98.9 86.5 98.5 94.5
Unmasking (cubes) 99.7 84.9 97.4 94.0
Unmasking (late fusion) 99.3 87.7 98.2 95.1
NMC (cubes) 99.8 96.2 99.6 98.5
NMC (cubes) + CNN (conv5) 99.9 96.8 99.8 98.8

Figure 5.13: Frame-level anomaly detection scores (between 0 and 1) provided by
our unmasking framework based on the late fusion strategy, for the first scene in
the UMN data set. The video has 1453 frames. Ground-truth abnormal events
are represented in cyan, and our scores are illustrated in red.

supervised approaches [Cong et al., 2011; Smeureanu et al., 2017; Sun et al., 2017;

Zhang et al., 2016]. As illustrated in Figure 5.13, our approach is able to correctly
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Figure 5.14: True positive (top row) versus false positive (bottom row) detections
of our unmasking framework based on the late fusion strategy. Examples are
selected from the UMN data set.

identify the two abnormal events in the first scene without any false positives,

by applying a threshold of around 0.5. On the last scene, the performance of

our unmasking framework based on late fusion is less than 2% lower than the

best supervised approach [Sun et al., 2017]. Furthermore, we are able to surpass

the performance reported in [Cong et al., 2011] for the third scene, by 1.8%.

The results of the unsupervised approach are much worse on the second scene.

We believe that the changes in illumination when people enter the room have

a negative impact on our unsupervised approach. The impact becomes more

noticeable when we employ motion features alone, as the frame-level AUC is

only 84.9%. Since the CNN features are more robust to illumination variations,

we obtain a frame-level AUC of 86.5%. These observations are also applicable

when we analyze the false positive detections presented in Figure 5.14. Indeed,

the example in the bottom left corner of Figure 5.14 illustrates that our method

triggers a false detection when a significant amount of light enters the room as the

door opens. The true positive examples in Figure 5.14 represent people running

around in all directions.

With the supervised approach, we reach the highest performance (99.9%)

among all methods on the first scene. On the last scene, we obtain the second

best score (99.8%). Remarkably, our supervised approach is able to correctly
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Figure 5.15: Frame-level anomaly detection scores (between 0 and 1) provided
by our framework based on the late fusion strategy, for the third scene in the
UMN data set. The video has 1744 test frames. Ground-truth abnormal events
are represented in pink, and our scores are illustrated in blue.

Figure 5.16: True positive (top row) versus false positive (bottom row) detections
of our framework based on NMC and CNN. Examples are selected from the UMN
data set.

identify the three abnormal events in the third scene without any false positives,

by applying a threshold of 0.5, as illustrated in Figure 5.15. Our lowest perfor-

mance (96.8%) is on the second scene. Over all scenes, we reach the third highest

frame-level AUC (98.8%), which is 0.9% lower than the best score (99.7%) ob-

tained by Sun et al. [Sun et al., 2017]. In Figure 5.16, we present some interesting

qualitative results obtained by our framework on the second scene, as it was al-

most impossible to find false positive detections in the other scenes. The true

positive examples represent people running around in all directions, while the

false detections are triggered by people opening the doors to enter or exit the
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room. In the first (left-most) false positive example it seems that our supervised

method detects the significant amount of light that enters the room as the doors

open. Perhaps the first impression is that our supervised approach is not robust

to illumination variations. However, we noticed that our training video does not

contain examples of people walking through the doors. Therefore, it is impossible

to learn a complete model of normality that includes this kind of event (people

walking through the doors).

5.6 Discussion

In this chapter, we presented two frameworks for abnormal event detection in

video. We first described an approach that requires no training sequences. Our

unsupervised framework is based on unmasking [Koppel et al., 2007], a technique

that has never been used in computer vision, as far as we know. We also described

Narrowed Motion Clusters, a novel supervised framework for abnormal event

detection in video that is based on a two-stage outlier elimination algorithm.

The algorithm works by removing outlier clusters obtained with k-means and by

learning a tight border around each remaining cluster using one-class SVM. We

also combined our supervised approach based on motion features with a recent

approach [Smeureanu et al., 2017] based on CNN features in order to improve

the performance.

We have conducted abnormal event detection experiments on four data sets

in order to compare our approaches with a state-of-the-art unsupervised ap-

proach [Del Giorno et al., 2016] and several supervised methods [Cheng et al.,

2015; Cong et al., 2011; Hasan et al., 2016; Hinami et al., 2017; Kim & Grauman,

2009; Lu et al., 2013; Mahadevan et al., 2010; Mehran et al., 2009; Ravanbakhsh

et al., 2017; Ren et al., 2015; Saligrama & Chen, 2012; Smeureanu et al., 2017; Sun

et al., 2017; Xu et al., 2015; Zhang et al., 2016]. The empirical results indicate

that our unsupervised approach gives better performance than the unsupervised

method [Del Giorno et al., 2016] and some of the supervised ones [Cong et al.,

2011; Kim & Grauman, 2009; Mehran et al., 2009]. In the same time, our super-

vised approach yields better performance than all other methods on the Avenue,

the Subway and the UCSD Ped2 data sets. Furthermore, our supervised approach
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is in the top three methods on the UMN data set.

For the unsupervised approach, we have adopted a late fusion strategy to

combine motion and appearance features, but we did not observe any considerable

improvements when using this strategy. In future work, we aim at finding a

better way of fusing motion and appearance features. Alternatively, we could

develop an approach to train (unsupervised) deep features on a related task,

such as action recognition, and use these features to represent both motion and

appearance information. Regarding the supervised approach, in future work, we

aim to replace the approach of Smeureanu et al. [Smeureanu et al., 2017] with

a CNN that is fine-tuned on the abnormal event detection task. We also aim

to combine the spatio-temporal cubes with the learned deep features before the

training stage, using an early fusion strategy. This could yield better results than

the late fusion strategy applied in this work.
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Chapter 6

Sequence Alignment using Local

Rank Distance

Abstract

Recent tools for aligning short DNA reads have been designed to optimize the

trade-off between correctness and speed. In this chapter, we present a method

for assigning a set of short DNA reads to a reference genome, under Local Rank

Distance (LRD). The novel distance measure is designed to comprise more general

principles than rank distance, but it is also developed having a practical motivation

in mind, specifically to be more suitable for DNA strings or text. The rank-based

aligner presented in this chapter aims to improve correctness over speed. However,

we also present some indexing strategies to speed up the aligner. The LRD aligner

is improved in terms of speed by storing k-mer positions in a hash table for each

read. Another improvement, that produces an approximate LRD aligner, is to

consider only the positions in the reference that are likely to represent a good

positional match of the read. The proposed aligner is evaluated and compared to

other state-of-the-art alignment tools in several experiments. A set of experiments

are conducted to determine the precision and the recall of the proposed aligner, in

the presence of contaminated reads. In another set of experiments, the proposed

aligner is used to find the order, the family, or the species of a new (or unknown)

organism, given only a set of short Next-Generation Sequencing DNA reads. The
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empirical results show that our aligner is highly accurate from a biological point of

view. Compared to the other evaluated tools, the LRD aligner has the important

advantage of being very accurate even for a very low base coverage. Thus, the

LRD aligner can be considered as a good alternative to standard alignment tools,

especially when the accuracy of the aligner is of high importance.

6.1 Introduction

Computer science researchers have developed a wide variety of methods that can

be applied with success in computational biology. Such methods range from clus-

tering techniques used to analyze the phylogenetic trees of different organisms, to

genetic algorithms used to find motifs or common patterns in a set of given DNA

sequences. The results of many state-of-the-art techniques for phylogenetic anal-

ysis or sequence alignment are inaccurate from a biological point of view, and can

always be improved. Some of these methods are based on a distance measure for

strings. Popular choices for recent techniques are the Hamming distance [Chimani

et al., 2011; Vezzi et al., 2012], edit distance [Shapira & Storer, 2003], Kendall’s

tau distance [Popov, 2007], rank distance [Dinu & Ionescu, 2012a,b], and many

others [Felsenstein, 2004].

In this context, the present chapter aims to present a novel distance mea-

sure, termed Local Rank Distance (LRD) [Ionescu, 2013], and its application

on genome sequence alignment. Local Rank Distance is inspired from the Local

Patch Dissimilarity for images [Dinu et al., 2012], which in turn, is inspired by

rank distance [Dinu & Manea, 2006]. Unlike rank distance, LRD does not require

for strings to be annotated. Furthermore, it uses substrings instead of single

characters, just as Local Patch Dissimilarity uses patches instead of single pix-

els. Local Rank Distance can be viewed as a generalization of rank distance that

has various applications from phylogenetic analysis [Ionescu, 2013] and sequence

alignment [Dinu et al., 2014] to native language identification [Ionescu et al.,

2014, 2016; Popescu & Ionescu, 2013] and Arabic dialect identification [Ionescu

& Butnaru, 2017; Ionescu & Popescu, 2016].

As a practical application of LRD, this chapter presents a method for assigning

a set of short DNA reads to a reference genome, under Local Rank Distance. The
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rank-based sequence aligner works as follows. Given a set of reads that need to

be aligned against a reference genome, the aligner determines the position of each

read in the reference genome that gives the minimum Local Rank Distance. The

proposed aligner will be referred to as the LRD aligner through the rest of this

chapter. Some strategies of optimizing the search for the best positions of reads

are also proposed and investigated. The LRD aligner is improved in terms of

speed by storing k-mer positions in a hash table for each read. An approximate

LRD aligner that works even faster is obtained through the following strategy.

The approximate aligner considers only the positions in the reference that are

likely to give the minimum distance, by previously counting the number of k-

mers from the read that can be found at every position in the reference genome.

The LRD sequence aligners are designed to work with genomic data produced

by Next-Generation Sequencing technologies. These high-throughput technolo-

gies are able to produce up to 200 million DNA reads of length between 30 and

400 base pairs in a single experiment. Despite this abundance of reads, their

short length makes the problem of assembling them into the originating genome

a difficult one in practice. Therefore, methods for finding the class, the order, the

family or even the species of an unknown organism, given only a set of short Next-

Generation Sequencing DNA reads originating from its genome, are of interest.

A method that can be used to solve this phylogenetic analysis task is presented

in this chapter. The method works as follows: given a collection R of short DNA

reads, and a collection G of genomes, it finds the genome G ∈ G that gives a

minimum score with resptect to R. This method serves two purposes. First, the

method can be used to determine the place of an individual in a phylogenetic

tree, by finding the most similar organism in the phylogenetic tree. This can be

achieved by using only a set of short DNA reads originating from the genome

of the new individual. Second, the method is used to evaluate the performance

level of the rank-based aligners and to compare them with other state-of-the-art

alignment tools, such as BWA [Li & Durbin, 2009], BOWTIE [Langmead et al.,

2009], or BLAST [Altschul et al., 1990]. Experimental results on simulated reads

are obtained under two scenarios: low and high error rates. In the former sce-

nario, all the aligners besides BWA have full precision. In the latter scenario,

the LRD aligners are the only ones that attain full precision. It seems that the
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LRD aligners give the most accurate results, while being more computationally

expensive than the other aligners.

A set of experiments are conducted to determine the precision and the recall

of the proposed LRD aligners, in the presence of contaminated reads. The task is

to align reads sampled from several mammals on the human mitochondrial DNA

sequence genome. The goal is to maximize the number of aligned reads sampled

from the human genome (true positives), and to minimize the number of aligned

reads sampled from the other mammals (false positives). Again, the LRD aligners

seem to have the best performance, followed closely by BOWTIE and BLAST.

The fast LRD aligner is also tested on three human vibrio pathogens with

results that point towards the same conclusion of [Chen et al., 2003; Lin et al.,

2005]. In all the experiments presented in this chapter, the rank-based aligners

show results that are better than the state-of-the-art alignment tools, in terms of

accuracy. The results obtained in this work can be considered as a strong argu-

ment in favor of using rank-based distance measures for computational biology

tasks, in order to obtain results that are more accurate from a biological point of

view.

It is important to point out that the main focus of the sequence alignment ex-

periments is on the alignment accuracy of the aligners based on LRD. Therefore,

the simple strategy of assigning each read to the genomic sequence with the best

LRD distance was used. However, in other biological problems, these alignments

can be fed to other more elaborate methods. For example, in profiling bacte-

rial species from a metagenomics sample, various tools, such as the MG-RAST

server [Meyer et al., 2008], MEGAN [Huson et al., 2007] and metaBEETL [Ander

et al., 2013], align the reads to a reference taxonomy, but report as hit the Lowest

Common Ancestor node of a set of significant hits in this taxonomic tree.

The chapter is organized as follows. Section 6.2 presents the formal defini-

tion of LRD. An efficient algorithm to compute LRD is presented in Section 6.3.

The rank-based sequence aligners are described in Section 6.4. Sequence align-

ment experiments are presented in Section 6.5. The final remarks are given in

Section 6.6.
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6.2 Local Rank Distance Definition

In order to describe LRD, the following notations are defined. Given a string x

over an alphabet Σ, the length of x is denoted by |x|. Strings are considered to be

indexed starting from position 1, that is x = x[1]x[2] · · ·x[|x|]. Moreover, x[i : j]

denotes the substring x[i]x[i+ 1] · · ·x[j − 1] of x.

Local Rank Distance is inspired by rank distance [Dinu & Manea, 2006], the

main differences being that it uses p-grams instead of single characters, and that

it matches each p-gram in the first string with the nearest equal p-gram in the

second string. Given a fixed integer p ≥ 1, a threshold m ≥ 1, and two strings

x and y over an alphabet Σ, the Local Rank Distance between x and y, denoted

by ∆LRD(x, y), is defined through the following algorithmic process. For each

position i in x (1 ≤ i ≤ |x| − p+ 1), the algorithm searches for a certain position

j in y (1 ≤ j ≤ |y|−p+1) such that x[i : i+p] = y[j : j+p] and |i−j| is minimized.

If j exists and |i − j| < m, then the offset |i − j| is added to the Local Rank

Distance. Otherwise, the maximal offset m is added to the Local Rank Distance.

An important remark is that LRD does not impose any mathematically developed

global constraints, such as matching the i-th occurrence of a p-gram in x with

the i-th occurrence of that same p-gram in y. Instead, it is focused on the local

phenomenon, and tries to pair equal p-grams at a minimum offset. To ensure that

LRD is a (symmetric) distance function, the algorithm also has to sum up the

offsets obtained from the above process by exchanging x and y. LRD is formally

defined next.

Definition 6 Let x, y ∈ Σ∗ be two strings, and let p ≥ 1 and m ≥ 1 be two fixed

integer values. The Local Rank Distance between x and y is defined as:

∆LRD(x, y) = ∆left(x, y) + ∆right(x, y),
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where ∆left(x, y) and ∆right(x, y) are defined as follows:

∆left(x, y) =

|x|−p+1∑
i=1

min{|i− j| such that

1 ≤ j ≤ |y| − p+ 1 and x[i : i+ p] = y[j : j + p]} ∪ {m},

∆right(x, y) =

|y|−p+1∑
j=1

min{|j − i| such that

1 ≤ i ≤ |x| − p+ 1 and y[j : j + p] = x[i : i+ p]} ∪ {m}.

A string may contain multiple occurrences of a p-gram z ∈ Σp. LRD matches

each occurrence of the p-gram z from a string, with the nearest occurrence of

the p-gram z in the other string. Overlapping p-grams are also permitted in the

computation of LRD. This makes perfect sense in the biological context, since

there is no restriction that specifies where k-mers should start or end in a DNA

string. An important notice is that, in order to be a symmetric distance measure,

LRD must consider every p-gram in both strings. The symmetric property of

LRD is ensured by computing both ∆left and ∆right.

To gain some additional insights on how LRD actually works, it is useful to

consider Example 5 where LRD is computed between two strings s1 and s2, using

1-mers (single characters).

Example 5 Given two strings s1 = CCGAATACG and s2 = TGACTCA, and

the maximum offset m = 10, the LRD between s1 and s2 can be computed as

follows:

∆LRD(s1, s2) = ∆left + ∆right,

where the two sums ∆left and ∆right are computed as follows:

∆left = |1− 4|+ |2− 4|+ |3− 2|+ |4− 3|+ |5− 3|

+ |6− 5|+ |7− 7|+ |8− 6|+ |9− 2| = 19,

∆right = |1− 6|+ |2− 3|+ |3− 4|+ |4− 2|+ |5− 6|

+ |6− 8|+ |7− 7| = 12.
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In other words, ∆left considers every 1-mer from s1, while ∆right considers

every 1-mer from s2. It is easy to observe that ∆LRD(s1, s2) = ∆LRD(s2, s1).

6.3 Local Rank Distance Algorithm

A brute force search algorithm to compute LRD is given in [Ionescu, 2013]. It

is based on performing an extensive search within a window of fixed size to

find the spatial displacement of equal p-grams between two strings, which is

computationally expensive. This section presents an efficient algorithm that aims

to improve the computational time of LRD by avoiding this costly search step.

The efficient LRD algorithm, which was recently introduced in [Ionescu, 2015], is

more than two orders of magnitude faster than the original brute force algorithm

presented in [Ionescu, 2013].

Given two strings x and y, the efficient algorithm to compute ∆LRD(x, y)

works as described next. First of all, a hash table is used to store all the p-grams

and their positions in y. More precisely, each p-gram that occurs at least once in

y will correspond to a key in the hash table. The value associated to a specific

key (p-gram) is a set that will contain all the positions of the respective p-gram

in the string y. The hash table h can also be described as a positional inverted

index structure. The next step is to consider every p-gram in x and to look it

up in the hash table h. Let i denote the position of the currently considered

p-gram in x. If the p-gram is found in h, the next step is to carry out a binary

search in the set stored at h(x[i : i + p]), in order to find the nearest position

j that minimizes |i − j|. The spatial offset |i − j| is added to the distance sum

only if |i − j| is less than the maximal offset m, otherwise, m is added. If the

p-gram x[i : i + p] is not found in h, m is added to the distance sum. The final

sum obtained by this algorithm is the ∆left(x, y) partial sum from Definition 6.

It can be easily observed that ∆right(x, y) = ∆left(y, x). Therefore, by switching

the roles of x and y in the algorithm described so far, the ∆right(x, y) partial sum

can be obtained.

The efficient algorithm to compute either one of the partial sums is formally

described in Algorithm 6. The [i] operator is used in the algorithm to identify the

i-th element of a set, such as the set of positions stored in h for a certain p-gram.

164



Algorithm 6: Efficient LRD Algorithm

1 Input:
2 x, y – the input strings;
3 p – the length of the p-grams to be compared;
4 m – the maximum spatial offset.

5 Notations:
6 h – the positional inverted index table;
7 bre – the rounding function that returns the nearest integer value to r.

8 Computation:
9 for i ∈ {1, ..., |y| − p+ 1} do

10 if h(y[i : i+ p]) 6= ∅ then
11 h(y[i : i+ p])← h(y[i : i+ p]) ∪ {i};
12 else
13 h(y[i : i+ p])← {i};

14 ∆← 0;
15 for i ∈ {1, ..., |x| − p+ 1} do
16 if h(x[i : i+ p]) 6= ∅ then
17 o← m;
18 beg ← 1;
19 end← |h(x[i : i+ p])|;
20 while end− beg > 1 do
21 mid← b(beg + end)/2e;
22 if i = h(x[i : i+ p])[mid] then
23 beg ← mid;
24 end← mid;

25 else
26 if i < h(x[i : i+ p])[mid] then
27 end← mid;

28 else
29 beg ← mid;

30 for j ∈ {beg, ..., end} do
31 if |i− h(x[i : i+ p])[j]| < o then
32 o← |i− h(x[i : i+ p])[j]|;

33 ∆← ∆ + o;

34 else
35 ∆← ∆ +m;

36 Output:
37 ∆ – the ∆left partial sum between x and y.
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The algorithm can be divided into two stages. In the first stage (steps 9-13),

the positional inverted index table h is computed from the input string y. In the

second stage (steps 14-35), a binary search algorithm is employed for each p-gram

that x and y have in common, in order to find the position in y that minimizes the

spatial offset from the position in x of each common p-gram. In order to compute

LRD, the algorithm has to be executed twice, once to compute ∆left(x, y) and

once to compute ∆right(x, y). The analysis of the computational complexity of

Algorithm 6 is straightforward. Let l1 = |x| and l2 = |y| denote the lengths of

the two strings. Searching and storing keys in the hash table can be done in O(1)

time. The binary search takes O(log n). The first stage of the algorithm can be

computed in O(l2) time. The second phase is more computationally expensive,

requiring O(l1 · log l2) time. Consequently, the overall complexity of Algorithm 6

is O(l1 · log l2). Since Algorithm 6 has to be executed twice to compute each

partial sum, LRD can be computed in O(l1 · log l2 + l2 · log l1) time complexity.

Unlike the brute force search LRD algorithm [Ionescu, 2013], the computational

time of the efficient LRD algorithm is no longer limited by the maximal offset

m of LRD. This is a clear advantage of this faster implementation. It is worth

noting that an open source Java implementation of the efficient LRD algorithm

is provided at http://lrd.herokuapp.com.

In practice, the input parameters of Algorithm 6 should be carefully adjusted

with respect to the kind of strings (texts or DNA sequences) and the approached

task. For example, setting p = 10 to use 10-mers for DNA strings of 100 or

200 bases is probably not reasonable, since finding similar 10-mers in such short

DNA strings is rare, if not almost impossible. But 3 to 5-mers are probably more

suitable for such short DNA strings. In the case of authorship identification, it is

worthwhile using 2 to 5-grams that correspond to function words which have been

found to provide a good indication of the author style [Popescu & Grozea, 2012].

Thus, good knowledge of the domain and the approached task is very useful,

but the parameters can be easily tuned through a validation procedure. An

interesting note on improving the efficiency when computing LRD for multiple

strings is to build the hash table for each string only once. For this, the two

stages of Algorithm 6 need to be completely separated. Once the hash table

for a certain string y has been built, it can be reused to compute all partial
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sums ∆left(x, y),∀x ∈ X \ {y}, where X is the set of strings. Furthermore, it is

sufficient to keep only one hash table in memory at a time, considerably reducing

the memory footprint. Nevertheless, the algorithm can also be easily executed in

a parallel computing environment.

Example 6 illustrates how Algorithm 6 works in a particular case. The exam-

ple shows that binary search is required only when a p-gram occurs several times

in one of the strings.

Example 6 Let s1 = ABAB, s2 = BABBABA be two strings from {A,B}∗,
and the maximum offset m = 5. In order to compute ∆left(s1, s2), the inverted

index table h with 3-grams from s2 needs to be constructed first:

h = {BAB => [1, 4], ABB => [2], BBA => [3], ABA => [5]}

The next step is to take the 3-grams from s1 and look them up in h:

• The first 3-gram from s1, namely ABA, is found at position 5 in s2 according

to h, so the offset |1− 5| is added to the distance.

• The second 3-gram from s1, namely BAB, is found at positions [1, 4] in s2

according to h. In this case, a binary search in the array [1, 4] is employed

to find the closest position to 2. The closest position is 1, so the offset |2−1|
is added to the distance.

In conclusion, ∆left(s1, s2) is the sum of |1− 5| and |2− 1|, namely 5.

6.4 Local Rank Distance Sequence Aligners

This section introduces two sequence aligners that work under Local Rank Dis-

tance. The first one is based on a basic algorithm that aligns a read of length l

against a reference DNA sequence of length n. For efficiency reasons, it actually

computes only ∆left from Definition 6 between the read and a certain substring

from the reference genome. It is perfectly reasonable to use only one of the two

partial sums, ∆left or ∆right, since the symmetric property of LRD is no longer

needed in the context of sequence alignment.
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Algorithm 7: LRD Sequence Aligner
1 Input:
2 r – a short DNA string of length l;
3 s – a reference DNA sequence of length n;
4 k – the size of the k-mers to be compared;
5 m – the maximum offset;
6 th – the maximum distance threshold accepted for the aligned read;
7 d – the threshold that can be adjusted to skip the alignment at some positions.

8 Initialization:
9 ∆min ← th;

10 bestPos← 0;

11 Computation:
12 for i ∈ {1, ..., l − k + 1} do
13 add i in the array stored at h(r[i : i+ k]);

14 for i ∈ {1, ..., n− k + 1} do
15 if |h(s[i : i+ k])| > 0 then
16 f [i]← true;

17 else
18 f [i]← false;

19 count← 0;
20 for i ∈ {1, ..., l − k + 1} do
21 if f [i] = true then
22 count← count+ 1;

23 c[1]← count;

24 for i ∈ {2, ..., n− l + 1} do
25 if f [i− 1] = true then
26 count← count− 1;

27 if f [i+ l − k + 1] = true then
28 count← count+ 1;

29 c[i]← count;

30 for i ∈ {1, 2, ..., n− l + 1} do
31 if c[i] ≥ max {c} − d and (|r| − k − c[i]) ·m < ∆min then
32 ∆← 0;
33 for j ∈ {1, ..., l − k + 1} do
34 if ∆ > ∆min then
35 abort and proceed to the next value of i in the loop from step 30;

36 else
37 if f [i+ j − 1] = true then
38 do a binary search in the array stored at h(s[i+ j − 1 : i+ j − 1 + k]) to obtain

the position p that minimizes |j − p|;
39 ∆← ∆ + min {|j − p|,m};

40 else
41 ∆← ∆ +m;

42 if ∆ < ∆min then
43 ∆min ← ∆;
44 bestPos← i;

45 Output:
46 bestPos – the position where the read r was aligned;
47 ∆min – the minimum LRD (or ∆right to be more precise) obtained at position bestPos.
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The basic alignment algorithm compares the read with the first substring in

the reference and remembers the offset of each k-mer in the read. As it continues

to compare the read with the following substrings at position 2, 3, ..., n− l+ 1 in

the reference genome, respectively, the algorithm only needs to update the offset

of each k-mer to obtain the new ∆left distance at a certain position. The read

is aligned in the position that gives the minimum ∆left distance, but only if the

obtained distance is less than a certain threshold. It is worth mentioning that the

algorithm described above needs to be applied for the short DNA string obtained

by reverse complementing the original read. Several efficiency improvements are

described next. In the end, they lead to the development of the faster LRD

aligner presented in Algorithm 7. Both the basic and the efficient LRD aligners

are provided in a software package, which is freely available for future development

and use at http://lrd.herokuapp.com/aligners. The software is implemented

in C++ and Java, being supported on UNIX and MS Windows.

6.4.1 Indexing Strategies and Efficiency Improvements

The main efficiency improvement brought to the LRD aligner is to store k-mer

positions in a hash table for each read. More precisely, the hash table h con-

structed from a short DNA read r will contain an array for each k-mer in the

read. The array will contain all the positions of that k-mer in the read r. This

hash table is actually a positional inverted index structure that is very popular

in information retrieval. When LRD is computed for the read at a certain po-

sition i in the reference genome s, it is no longer necessary to do an extensive

search within a window of fixed size to find equal k-mers between the read and

the substring s[i : i + |r|]. The alternative solution is to take every k-mer in

s[i : i + |r|] and to look it up in the hash table h. Let j denote the position

of the currently considered k-mer in s[i : i + |r|]. If the k-mer is found in h,

the next step is to try a binary search in the positional array that is stored in

h(s[i+ j−1 : i+ j−1+k]), in order to find the nearest position p that minimizes

|j − p|. The offset |j − p| is added to the distance sum only if |j − p| is less than

the maximal offset m, otherwise, m is added. If the k-mer is not found in h, m

is added to the distance sum. The final sum obtained by this algorithm is the
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∆right partial sum from Definition 6. As mentioned before, one of the two partial

sums can be left out for efficiency reasons, without affecting the accuracy. Thus,

the hash LRD implementation described in Algorithm 7 is based only on ∆right,

as opposed to the basic implementation that uses only ∆left. Consequently, there

are some minor differences in the results obtained by the two implementations,

but the accuracy levels are very similar and in some cases almost the same. For

instance, in the experiments performed to evaluate the aligners in the presence

of contaminated reads, the hash LRD aligner is only slightly better, while for the

task of clustering unknown organisms, the results of the two LRD aligners are

exactly the same.

The following strategies are designed to further improve the hash LRD aligner,

in terms of speed. First of all, a boolean array f of size |s| − k + 1 is used. Each

element f [i] indicates if the k-mer s[i : i + k] is in the hash table h. When the

algorithm tries to align the read at every position i in the reference sequence s,

by computing the distance from the read r to the substring s[i : i + |r|], it will

have to look up some of the k-mers in h, several times (more precisely, |r| times).

Despite the fact that the hash table look up takes O(1) time in theory, it is still

faster to check the value of f [i] instead of doing a hash table look up. Another

improvement is to stop the alignment at a certain position i, if the distance sum

computed between r and s[i : i + |r|] becomes greater than the minimum ∆right

obtained so far.

The next efficiency improvement is to count the number of k-mers that are

found in h, for every substring s[i : i+ |r|] in the reference genome. These counts

are stored in an array c of length |s| − |r|. The algorithm can now consider

the alignment only in the positions in the reference that are more likely to give

the minimum ∆right distance. It is fairly easy to observe that the more equal

k-mers r and s[i : i+ |r|] have in common, the lower ∆right(r, s[i : i+ |r|]) should

be, since LRD is first based on finding equal k-mers between the two strings

and, then, on minimizing the offsets between these k-mers. However, there is

no guarantee that this is always the case. Therefore, the approach to skip the

alignment for some positions i with low c[i], in order to speed up the hash LRD

aligner, gives approximate alignment results. More precisely, lower distances can

probably be obtained for some of the disregarded positions. These positions are
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disregarded by the two rules described next. The first rule is to eliminate the

position i if c[i] < max {c} − d, where d is a new input parameter of the aligner.

This parameter can take values in the interval [0,max{c}]. When d = 0, more

positions are disregarded. When d = max {c}, no positions are disregarded at

all, since c[i] is always greater than 0. If the parameter d is set to eliminate

more positions during the alignment, the algorithm will be faster, but it will also

give less accurate alignment results. However, choosing d = 5 for reads of length

100 gives similar results to the basic LRD aligner in terms of accuracy, while

drastically reducing the computational time, as the empirical results presented

in this chapter show. In all the experiments, the results of the approximate hash

LRD aligner are obtained with d = 5. The second rule used by the approximate

aligner is to eliminate the position i, if (|r| − k − c[i]) · m is greater than the

minimum ∆right distance obtained until position i. The difference |r| − k − c[i]
gives the number of k-mers in s[i : i + |r|] that are not found in h. For each of

these missing k-mers, the maximal offset m is added to the ∆right sum. Thus,

∆right(r, s[i : i+|r|]) is always greater than (|r|−k−c[i])·m. But, if (|r|−k−c[i])·m
is already greater than the minimum ∆right distance obtained so far, there is no

point in aligning the read at position i.

All the improvements described above are actually combined together to ob-

tain an efficient LRD aligner. It is fairly obvious that these efficiency improve-

ments and indexing strategies produce a different yet more efficient algorithm

than the basic LRD aligner. The approximate hash LRD aligner is described in

Algorithm 7. As in the basic LRD aligner, a read is only aligned by the hash

LRD aligner if the minimum LRD (or ∆right, to be more precise) obtained by the

algorithm is less than a certain threshold.

Algorithm 7 is also applied for the short DNA string obtained by reverse com-

plementing the original read. But, another speed improvement is considered here.

The alignment tool tries to align the reverse complement only if the minimum

distance for the original read is not acceptable. An internal threshold is used to

determine if the minimum ∆right is acceptable (lower than the threshold) or not.

This threshold is computed as follows:

t = min {th,min {k,m} · (|r| − k + 1)}.
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The threshold t is low enough to ensure, with a certain probability, that if

∆right < t then the read is aligned in the right place. This parameter speeds up

the alignment tool especially when the reads and the reference genome belong to

the same species. If the reads belong to other species (as in the case of contam-

inated reads, for example), the aligner will most likely try to align the reverse

complements too.

In the end, the computational complexity of Algorithm 7 is O(n · l · log l
|Σ|k ).

Unlike the basic LRD aligner, the computational time of the approximate hash

LRD aligner is no longer limited by the maximal offset m of LRD, which repre-

sents an advantage of this faster implementation. However, in the experiments,

the results of both the basic LRD aligner and the approximate hash LRD aligner

are obtained with m = 36 in order to compare the results of the two aligners and

to show that they produce almost the same results.

In practice, the input parameters of Algorithm 7 should be carefully adjusted

with respect to length of the DNA reads and to the amount of mutations and

errors in DNA. For example, setting k = 10 to use 10-mers for reads of 100 or 200

bases is not reasonable, since finding similar 10-mers in such short DNA strings

is rare, if not almost impossible. But 3 to 5-mers are probably more suitable for

aligning short DNA reads. Notice that the maximum offset parameter m should

be adjusted accordingly. Using 5-mers and a maximum offset that is too small

(less than 10, for example) might result in finding almost no similar 5-mers in

the search window. The best practice to choose the parameters of the aligner is

to tune them on a validation data set first.

6.5 Experiments and Results

6.5.1 Data Sets Description

To evaluate the LRD aligners, several experiments are conducted on two data

sets of genome sequences. The first data set is a set of 20 mitochondrial DNA

sequence genomes presented in Table 6.1 along with their associated accession

numbers. They belong to the following biological orders: Carnivora, Cetartio-

dactylae, Perissodactylae, Primates, Rodentia. The mtDNA sequences are avail-
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Table 6.1: The 20 mammals from the EMBL database used in the sequence
alignment experiments. The accession number is given on the last column.

Mammal Latin Name Accession

human Homo sapiens V00662
common chimpanzee Pan troglodytes D38116
pigmy chimpanzee Pan paniscus D38113
gorilla Gorilla gorilla D38114
orangutan Pongo pygmaeus D38115
Sumatran orangutan Pongo pygmaeus abelii X97707
gibbon Hylobates lar X99256

horse Equus caballus X79547
donkey Equus asinus X97337
Indian rhinoceros Rhinoceros unicornis X97336
white rhinoceros Ceratotherium simum Y07726

harbor seal Phoca vitulina X63726
gray seal Halichoerus grypus X72004
cat Felis catus U20753

fin whale Balaenoptera physalus X61145
blue whale Balaenoptera musculus X72204
cow Bos taurus V00654
sheep Ovis aries AF010406

rat Rattus norvegicus X14848
mouse Mus musculus V00711

able for download in the EMBL database (http://www.ebi.ac.uk/ena/).

Mitochondrial DNA (mtDNA) is the DNA located in organelles called mito-

chondria. The DNA sequence of mtDNA has been determined from a large num-

ber of organisms and individuals, and the comparison of those DNA sequences

represents a mainstay of phylogenetics, in that it allows biologists to elucidate

the evolutionary relationships among species. In mammals, each double-stranded

circular mtDNA molecule consists of 15, 000 to 17, 000 base pairs. DNA from two

individuals of the same species differs by only 0.1%. This means, for example,

that mtDNA from two different humans differs by less than 20 base pairs. Be-

cause this small difference cannot affect the study, the experiments are conducted

using a single mtDNA sequence for each mammal.

The second data set used for sequence alignment contains chromosomal DNA
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Table 6.2: The genomic sequence information of three vibrio pathogens consisting
of two circular chromosomes.

Species Chromosome Accession No. Size (Mbp)

V. vulnificus YJ016 I (VV1) NC 005139 3.4
V. vulnificus YJ016 II (VV2) NC 005140 1.9
V. parahaemolyticus RIMD 2210633 I (VP1) NC 004603 3.3
V. parahaemolyticus RIMD 2210633 II (VP2) NC 004605 1.9
V. cholerae El Tor N16961 I (VC1) NC 002505 3.0
V. cholerae El Tor N16961 II (VC2) NC 002506 1.0

sequence genomes of three vibrio pathogens available in the NCBI database

(http://www.ncbi.nlm.nih.gov): Vibrio vulnificus YJ106, Vibrio parahaemolyti-

cus RIMD 2210633, and Vibrio cholerae El Tor N16961. The genomes of these

three organisms consist of two circular chromosomes. Additional information

about these chromosomes, including accession number and size (given in Megabase

pairs), is given in Table 6.2. The genomic sequences of these vibrio species have

been revealed by different studies [Chen et al., 2003; Heidelberg et al., 2000;

Makino et al., 2003]. Several studies report that Vibrio vulnificus shares mor-

phological and biochemical characteristics with other human vibrio pathogens,

including Vibrio cholerae and Vibrio parahaemolyticus [Chen et al., 2003; Lin

et al., 2005].

6.5.2 Alignment in the Presence of Contaminated Reads

In this experiment, reads sampled from the genomes of several mammals are

aligned on the human mtDNA sequence genome. The reads were simulated with

the wgsim tool [Li, 2011], using the default parameters. More precisely, the reads

were generated using an error rate of 0.02, a mutation rate of 0.001, a fraction

of indels of 0.15 (out of the total number of mutations) and a probability of

extending an indel of 0.30.

The LRD aligners are compared to the BWA, the BOWTIE2 and the BLAST

aligners, under two different scenarios. In the first scenario, 10, 000 contaminated

reads are sampled from the orangutan genome. In the second scenario, 50, 000
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contaminated reads are sampled from 5 mammals, namely the orangutan, the

blue whale, the harbor seal, the donkey, and the house mouse. There are actually

10, 000 reads sampled from each of the 5 mammals. In both scenarios 10, 000

reads simulated from the human genome are included. The simulated reads are

always 100 bases long. The goal is to maximize the number of aligned reads

sampled from the human genome (true positives), and to minimize the number

of aligned reads from the other mammals (false positives). Unlike the other

sequence alignment experiments, reverse complement reads were not included in

this experiment. However, it is important to mention that the aligners are dealing

with a hard task, since the contaminated reads were sampled only from organisms

that are in the same class as the human. It may be that contaminated reads from

other species that are not in the Mammalia class (such as viruses, for example)

can be identified and discarded more easily.

The parameters of the aligners were adjusted as described next. For the

BOWTIE2 aligner, two variants are evaluated. The first one uses the local and

the very-sensitive-local options. The second variant uses the end-to-end and the

very-sensitive options. For the BLAST aligner, the megablast option is used.

Two variants of the LRD aligner based on 3-mers and a maximum offset between

paired 3-mers of 36 are also evaluated. One is based on the exact search algorithm,

while the other one uses the approximate algorithm based on hash tables that

runs much faster.

To evaluate and compare the aligners, the precision and recall curve is used.

Note that the precision is given by the proportion of aligned reads that are pos-

itive, while the recall is given by the proportion of true positive reads that are

aligned. In order to obtain the precision-recall curve for each aligner, we have to

vary the threshold that gives the maximum distance allowed for an aligned read.

In the case of the BWA and the BOWTIE aligners, the edit distance threshold

takes values from 0 to 30. The score of the BLAST aligner ranges from 185 to

100. The LRD threshold takes values from 50 to 600, for both variants of the

LRD aligner. Higher precision is obtained for lower distance thresholds, while

higher recall is obtained for higher distance thresholds. The only aligner that

works the other way around, and gives higher precision for higher scores, and

higher recall for lower scores, is the BLAST aligner.
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Table 6.3: Several statistics of the state-of-the-art aligners versus the LRD aligner,
when 10, 000 contaminated reads of length 100 sampled from the orangutan
genome are included. The AUC is computed from the ROC curve, while the
best F1 and F2 measures where computed using different points on the precision-
recall curve. The F2 measure puts a higher weight on recall.

Aligner AUC Best F1 Score Best F2 Score

BWA 97.37% 97.38% 97.03%
BOWTIE local 99.46% 97.80% 98.30%
BOWTIE end-to-end 99.63% 98.13% 98.24%
BLAST 98.38% 97.67% 98.15%
LRD aligner 99.46% 97.25% 98.48%
Hash LRD aligner 99.63% 97.58% 98.61%

Several statistical measures, such as the Area Under the ROC Curve (AUC),

the F1 measure, and the F2 measure, are also presented in order to better compare

the aligners. The ROC curve plots the fraction of true positive reads versus the

fraction of false positive reads, at various threshold settings. The AUC score

represents the area under the ROC curve. The F1 measure (also known as the

F1 score) can be interpreted as a weighted average of the precision and recall at

a certain distance threshold. The F2 measure is similar to the F1 measure, only

that it weights recall higher than precision. For each aligner, the highest F1 and

F2 scores can indicate the thresholds that give a good trade-off between precision

and recall. The Fβ measure is computed as follows:

Fβ = (1 + β2)
precision · recall

β2 · precision+ recall
. (6.1)

The F1 and the F2 scores are immediately obtained from Equation (6.1), by

replacing β with 1 and 2, respectively.

In the first scenario, there are 20, 000 reads to be aligned on the human

mtDNA sequence. Half of them are sampled from the same human mitochon-

drial genome, while the other half are sampled from the orangutan mitochondrial

genome. Thus, the contamination rate is 50%.

The precision-recall curves of the BWA, the BOWTIE, and the BLAST align-
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Figure 6.1: The precision-recall curves of the state-of-the-art aligners versus the
precision-recall curves of the two LRD aligners, when 10, 000 contaminated reads
of length 100 from the orangutan are included. The two variants of the BOWTIE
aligner are based on local and global alignment, respectively. The LRD aligner
based on hash tables is a fast approximate version of the original LRD aligner.

ers together with the precision-recall curves of the two variants of the LRD aligner

are presented in Figure 6.1. By analyzing Figure 6.1, it can be observed that the

aligners obtain roughly similar results in terms of precision and recall. To better

assess the performance of the evaluated aligners, the AUC measure and the best

F1 and F2 scores for each aligner are presented in Table 6.3. In terms of the AUC,

the BOWTIE and the LRD aligners attain the best results, while the other align-

ers fall behind. In terms of the F1 measure, the BOWTIE aligner seems to be

slightly better than the LRD aligner, while in terms of the F2 measure, the LRD

aligner achieves the best score, followed closely by the BOWTIE aligner. The
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Table 6.4: Metrics of the human reads mapped to the human mitochondrial
genome (true positives) by the hash LRD aligner versus the human reads that
are not mapped to the genome (false negatives). The average edit distance is
reported for true positive (TP) and false negative (FN) reads, respectively. The
average edit distance is given for several points on the precision-recall curve of
the hash LRD aligner, going from 100% precision to 100% recall. The points are
obtained by varying the LRD threshold from 51 to 539.

LRD Precision Recall TP FN TP edit FN edit

51 100% 24.79% 2479 7521 30.66 31.17
100 99.91% 46.92% 4692 5308 30.29 31.72
150 99.72% 66.70% 6670 3330 30.37 32.41
200 99.34% 81.43% 8143 1857 30.66 32.74
250 98.87% 90.36% 9036 964 30.81 33.26
300 98.06% 95.74% 9574 426 30.97 32.76
350 97.02% 98.16% 9816 184 31.02 32.61
400 95.85% 99.24% 9924 76 31.04 31.92
539 90.18% 100% 10000 0 31.05 -

BLAST aligner comes in third place after the LRD and the BOWTIE aligners.

The results of the BWA aligner are also not too far from the other top scoring

aligners.

The results presented in Figure 6.1 indicate that all the aligners obtain a

good trade-off between precision and recall. Indeed, all of them are able to align

more than 90% of the human reads with a precision that is higher than 90%.

For instance, the hash LRD aligner is able to align 98.6% of the human reads

with 97.02% precision. However, it would be interesting to observe how the

LRD aligner behaves at the sequence level. For this purpose, some metrics of the

reads simulated from the human mitochondrial genome are provided in Table 6.4.

More precisely, the average edit distance of the human reads that are mapped to

the human genome (true positives) is reported at different precision and recall

levels. In the same time, the average edit distance of the human reads that are

not mapped to the human genome (false negatives) is also reported. Perhaps it

would be more interesting to give the average number of errors and mutations in

the true positive reads versus the average number of errors and mutations in the
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false negative reads. Unfortunately, the wgsim tool does not output these values

for the simulated reads. Nevertheless, the simulation tool does output the exact

location from which each read was simulated. Therefore, a standard distance can

be computed between a simulated read and its corresponding original substring

(of 100 bases) from the human genome, that was used by wgsim to generate the

read. The edit distance should give some indication of the number of changes in

the human reads that are not mapped to the human genome. It can be observed

that for each LRD threshold presented in Table 6.4, the average edit distance of

the mapped reads is always less than the average edit distance of the false negative

reads. Nonetheless, the difference between the average distance of true positives

and the average distance of false negatives is not very high. Basically, only a

few more bases are different from the source substring for the false negatives

compared to the true positives. The highest difference is reported for the LRD

threshold of 250. Table 6.4 shows that, on average, the reads that are mapped to

the genome have less errors and mutations than the reads that are not mapped.

However, the difference is not significant, since the false negative reads have at

most 3 more errors, on average, than the mapped reads. An interesting remark is

that the LRD aligner accepts more and more errors and mutations in the aligned

reads as the LRD threshold increases, but even with the highest threshold of 539

that gives 100% recall rate, the precision of the hash LRD aligner is still very

high (90.18%). In other words, the LRD aligner does a good job in discarding

most of the reads simulated from the orangutan genome (true negatives), while

mapping all the human reads, even those with higher error rates.

In the second scenario, there are 60, 000 reads to be aligned on the human

mtDNA sequence. Only 10, 000 reads are actually sampled from the same human

genome. The 50, 000 contaminated reads were sampled from 5 different mam-

mals. The mammals were chosen to represent 5 orders available in the first data

set: Primates, Perissodactylae, Cetartiodactylae, Rodentia, and Carnivora. The

contamination rate of 83.33% is much higher than in the previous scenario.

The precision-recall curves of the BWA, the BOWTIE, and the BLAST align-

ers versus the precision-recall curve of the two variants of the LRD aligner are

presented in Figure 6.2. Among the evaluated aligners, the BOWTIE local aligner

has the lowest results in terms of precision and recall. Figure 6.2 seems to indi-
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Figure 6.2: The precision-recall curves of the state-of-the-art aligners versus the
precision-recall curves of the two LRD aligners, when 50, 000 contaminated reads
of length 100 from 5 mammals are included. The two variants of the BOWTIE
aligner are based on local and global alignment, respectively. The LRD aligner
based on hash tables is a fast approximate version of the original LRD aligner.

cate that the LRD, the BLAST, and the BOWTIE end-to-end aligner give fairly

similar results.

To make a better distinction between the aligners, the AUC measure and the

best F1 and F2 scores for each aligner are presented in Table 6.5. The results

presented in Table 6.5 indicate that the LRD aligner achieves the best AUC

score, followed closely by the BOWTIE end-to-end aligner. As in the previous

experiment, the BOWTIE aligner attains the highest F1 score, while the LRD

aligner attains the highest F2 score. The BLAST aligner falls in third place.

An advantage of the LRD aligners is that they are the most flexible aligners
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Table 6.5: Several statistics of the state-of-the-art aligners versus the LRD aligner,
when 50, 000 contaminated reads of length 100 sampled from the genomes of 5
mammals are included. The AUC is computed from the ROC curve, while the
best F1 and F2 measures where computed using different points on the precision-
recall curve. The F2 measure puts a higher weight on recall.

Aligner AUC Best F1 Score Best F2 Score

BWA 97.52% 97.20% 96.75%
BOWTIE local 99.55% 95.41% 97.32%
BOWTIE end-to-end 99.84% 97.93% 98.16%
BLAST 98.57% 97.15% 97.93%
LRD aligner 99.86% 96.49% 98.04%
Hash LRD aligner 99.92% 97.25% 98.29%

in terms of precision and recall. The aligners proposed in this work are the only

ones that can be adjusted to go from 100% precision to 100% recall. Even if the

other state-of-the-art aligners do not reach full recall, it is interesting to show

the best recall that can be obtained by each one. The BWA aligner reaches a

maximum recall of 97.57%, while the BLAST aligner reaches a maximum recall

of 98.63%. Both variants of the BOWTIE aligner go up to 99.91% recall. As

mentioned before, the maximum recall obtained by the LRD aligner is 100%.

Another interesting statistics is the recall when 100% precision is achieved.

The recall at best precision is recorded in two scenarios. In the first scenario, only

the contaminated reads from the orangutan are included, while in the second

scenario, the rest of 40, 000 contaminated reads from all the other mammals,

besides the orangutan, are included. Since the orangutan and the human belong

to the Primates order, the first scenario is more difficult.

The recall at best precision for each aligner evaluated in the first scenario is

given in Table 6.6. When 10, 000 contaminated reads sampled from the orangutan

genome are used, it seems that the LRD aligners obtain the highest recall at 100%

precision. The LRD aligners are roughly 10% better (in terms of recall) than the

state-of-the-art aligners, which all give similar recall values.

The recall at best precision for each aligner evaluated in the second scenario

is given in Table 6.7. This time, the recall at 100% precision for each aligner is
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Table 6.6: The recall at best precision of the state-of-the-art aligners versus the
LRD aligner, when 10, 000 contaminated reads of length 100 sampled from the
orangutan genome are included.

Aligner Recall at Best Precision Best Precision

BLAST 12.83% 100.0%
BWA 12.84% 100.0%
BOWTIE end-to-end 12.84% 100.0%
BOWTIE local 13.87% 100.0%
LRD aligner 22.36% 100.0%
Hash LRD aligner 24.79% 100.0%

Table 6.7: The recall at best precision of the state-of-the-art aligners versus
the LRD aligner, when 40, 000 contaminated reads of length 100 sampled from
the blue whale, the harbor seal, the donkey, and the house mouse genomes are
included, respectively.

Aligner Recall at Best Precision Best Precision

BLAST 68.95% 100%
BWA 66.84% 100%
BOWTIE end-to-end 66.84% 100%
BOWTIE local 13.87% 98.58%
LRD aligner 52.25% 100.0%
Hash LRD aligner 81.43% 100.0%

much higher than in the first scenario. This indicates that if contaminated reads

do not belong to an organism that is closely related to the human, the tools are

able to align most of the true positive reads with 100% precision. The best aligner

is the LRD aligner based on the hash tables implementation. It attains a recall of

81.43%, being roughly 13% better than most of the state-of-the-art aligners. In

the second scenario, it seems that the BOWTIE local aligner falls very far behind

the other alignment tools.

Overall, the hash LRD aligner seems to be the best tool among all the evalu-

ated aligners, in the presence of contaminated reads. It is closely followed by the

BOWTIE end-to-end aligner. The high accuracy of the LRD aligners also comes
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with the cost of being the slowest ones among the evaluated aligners.

6.5.3 Clustering an Unknown Organism

The rank-based aligners are evaluated in the context of finding a solution for the

task of clustering a new (or unknown) organism, given only a set of short Next-

Generation Sequencing DNA reads. More precisely, the task is to find the order,

the family, or the species of the unknown organism, without having to sequence

its genome first, by aligning its reads into several genomes in order to obtain

the nearest neighbor species (or the most similar species). The LRD aligners are

compared to the BWA, the BOWTIE2 and the BLAST aligners. In the case of the

BOWTIE2 aligner, two variants are evaluated, one based on local alignment and

the other based on global alignment. The LRD aligners are based on 3-mers with

a maximum offset between paired 3-mers of 36. A maximum distance threshold

of 1000 was used for the LRD aligners. The distance threshold for the LRD

aligners was adjusted in order to allow more reads to be aligned, especially for

the mammals that are more distantly related, more precisely, that are not from

the same order. The approximate hash LRD aligner achieves similar results to the

basic LRD aligner, when it aligns reads only in the positions that have at most

5 similar k-mers less than the maximum number of k-mers from the read that

can be found at any given position in the reference sequence. For this reason,

only the results of the approximate LRD aligner are reported in the following

experiments.

One by one, each of the 20 mammalian genomes from the EMBL database will

be considered to be unknown for the purpose of this experiment. The unknown

individual will be represented by a set R of short DNA reads randomly sampled

from its genome. The task is to find the most similar individual (or species) from

the remaining 19 individuals, for each unknown individual. In order to solve the

task, the collection R of reads (that represents an unknown individual) is aligned

on each of the 19 genomes from the collection G of genomes. Reads are aligned

under a maximum distance threshold. Thus, only a subset S ⊆ R of reads is

aligned on each genome. An alignment score is computed for each genome in

order to obtain the most similar individual. The score is given by the average
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minimum distances of the reads in S divided by the number of aligned reads. The

minimum distance for a specific read is given by the best positional match in the

reference genome. Lower scores indicate greater similarity between species, and

higher scores indicate a greater dissimilarity between species. The individual (or

the species) with the lowest score is considered to be the most similar one. Finally,

the unknown organism is considered to be part of the same order as its most

similar individual. The unknown individual is correctly clustered if it is indeed

a member of the order predicted by the aligner. Thus, the performance of each

aligner on this task is determined by the number of correctly clustered unknown

individuals. The evaluation procedure can also be described as the leave-one-out

cross-validation procedure. It is important to notice that the procedure described

above does not generate a partitioning of the data set, but rather assigns a newly

discovered (or unknown) organism to a specific cluster in an existing phylogenetic

tree. An evaluation tool to obtain this score has also been added to the software

package provided at http://lrd.herokuapp.com/aligners.

An interesting remark is that the tools evaluated on this task align reads under

a given maximum distance threshold and, hence, many reads remain unaligned.

The distance measure depends on the aligner. While the BWA and the BOWTIE

aligners are based on the edit distance, the BLAST aligner uses a score of its

own. The rank-based aligner is based on Local Rank Distance. Therefore, the

alignment score is obtained by the average distance divided by the number of

aligned reads. In other words, a genome with more aligned reads is more likely

to be similar to the unknown individual.

The aligners are evaluated and compared under two different scenarios. In

both scenarios, reads of 100 bases long were simulated using the wgsim tool [Li,

2011]. In the first scenario, 20, 000 short DNA reads per mitochondrial genome

are sampled using the default parameters of the simulation tool. More precisely,

the reads were generated using an error rate of 0.02, a mutation rate of 0.001, a

fraction of indels of 0.15 (out of the total number of mutations) and a probability

of extending an indel of 0.30. With an average base coverage of 100, the number

of reads should be far than enough to correctly determine the order of unknown

organisms. This scenario is designed to simulate a real-world setting where a high

number of Next-Generation Sequencing reads is usually available. In the second
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Table 6.8: The results for the real-word setting experiment on mammals. The
results of clustering unknown organisms using the BWA aligner, the BLAST
aligner, the BOWTIE aligner and the LRD aligner are presented on columns, re-
spectively. Mammals are labeled with numbers from 1 to 20, given on the second
column. The label of the closest species obtained by each aligner is reported for
each mammal. Incorrectly clustered mammals are marked in bold and with an
asterisk. Classes are actually 3-letter prefixes of order names. Unknown organ-
isms are represented by 20, 000 reads of length 100 simulated from the original
genomes. Half of the reads are reverse complements.

Mammal Class BWA BWA BLAST BOWTIE BOWTIE LRDa
(Label) edit 5 edit 10 local global 1000

cow Cet (1) 4 9* 2 2 2 2
sheep Cet (2) 1 9* 1 1 1 1
blue whale Cet (3) 4 4 4 4 4 4
fin whale Cet (4) 6* 3 3 3 3 3
cat Car (5) 9* 9* 7 7 7 6
gray seal Car (6) 7 7 7 7 7 7
harbor seal Car (7) 6 6 6 6 6 6
human Pri (8) 11 11 11 11 11 11
gibbon Pri (9) 8 2* 8 11 13 11
gorilla Pri (10) 5* 13 13 11 11 11
p. chimpanzee Pri (11) 13 13 13 13 13 13
orangutan Pri (12) 14 14 14 14 14 14
chimpanzee Pri (13) 11 11 11 11 11 11
S. orangutan Pri (14) 12 12 12 12 12 12
horse Per (15) 16 16 16 16 16 16
donkey Per (16) 15 15 15 15 15 15
I. rhinoceros Per (17) 18 18 18 18 18 18
w. rhinoceros Per (18) 17 17 17 17 17 17
mouse Rod (19) 20 17* 20 20 20 20
rat Rod (20) 19 17* 19 19 19 19
Accuracy 17/20 14/20 20/20 20/20 20/20 20/20

scenario, only 200 simulated short DNA reads per genome are used in order to

make the task harder to solve. The alignment methods should be challenged by

the small amount of available reads. The generated reads also have more errors.

More precisely, the reads for this second test case were simulated using an error

rate of 0.08, a mutation rate of 0.008, a fraction of indels of 0.15 (out of the total

number of mutations) and a probability of extending an indel of 0.30. In both

test cases, half of the simulated reads from each genome are reverse complements.
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Table 6.8 compares the results of the LRD aligner with the other state-of-

the-art aligners in the first scenario with 20, 000 simulated DNA reads of length

100 per genome. The BWA aligns only the reads that fall under a certain edit

distance threshold. The BWA aligner based on the default threshold 5 is listed in

Table 6.8 under the name of BWA edit 5. Another BWA aligner with a threshold

of 10 was used in the experiments. As the latter one aligns more reads, it should

be able to give more accurate results than the default BWA aligner. The LRD

aligner is based on a distance threshold of 1000.

In the first scenario, it seems that the BLAST, the BOWTIE and the LRD

aligners achieve perfect results. More precisely, they are all able to identify the

most similar individual as being part of the same order as the unknown organism,

for the entire set of 20 mammals. On the other hand, the BWA edit 5 aligner is

only able to predict the correct order for 17 out of 20 mammals. It clusters the

cat as Primates, and the fin whale and the gorilla as part of the Carnivora order.

The BWA edit 10 aligner works even worse, correctly predicting the order for 14

mammals.

It is interesting to observe that all the methods are usually able to determine

not only the correct order, but also the most similar species in the group. For

example, the horse is always clustered near the donkey, rather than the Indian

or the white rhinoceros, despite the fact that they are all members of the same

order, namely Perissodactylae. The same situation can be observed in the case

of the gray seal, which is always considered to be most similar with the harbor

seal rather than the other member of the Carnivora order, namely the cat.

The empirical results show that, with the exception of the BWA aligner, all

the other methods work very well. This also demonstrates that the evaluation

procedure gives a relevant measure of similarity between a set of reads and a

reference genome, that can be used for solving the task of clustering unknown

organisms.

The first scenario is not enough to make a clear distinction between the com-

pared methods, with respect to the accuracy and the biological relevance. To

better assess the performance levels of these aligners, another experiment is con-

ducted using only 200 short DNA reads of length 100 per genome. As described

above, the reads also contain more errors and mutations than in the previous test
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Table 6.9: The results for the hard setting experiment on mammals. The results
of clustering unknown organisms using the BWA aligner, the BLAST aligner, the
BOWTIE aligner and the LRD aligner are presented on columns, respectively.
Mammals are labeled with numbers from 1 to 20, given on the second column.
The label of the closest species obtained by each aligner is reported for each
mammal. Incorrectly clustered mammals are marked in bold and with an asterisk.
Classes are actually 3-letter prefixes of order names. Unknown organisms are
represented by 200 reads of length 100 (half of them being reverse complements)
simulated from the original genomes, using an error rate of 0.08 and a mutation
rate of 0.008.

Mammal Class BWA BWA BLAST BOWTIE BOWTIE LRDa
(Label) edit 5 edit 10 local global 1000

cow Cet (1) * 2 2 19* 2 2
sheep Cet (2) * 5* 1 1 12* 1
blue whale Cet (3) * 4 4 12* 4 4
fin whale Cet (4) 3 1 3 3 3 3
cat Car (5) * * 1* 9* 19* 7
gray seal Car (6) 7 7 7 7 7 7
harbor seal Car (7) 6 6 6 6 6 6
human Pri (8) * 13 11 11 13 11
gibbon Pri (9) * 11 13 16* 14 13
gorilla Pri (10) 8 11 8 11 8 11
p. chimpanzee Pri (11) 13 13 13 13 13 13
orangutan Pri (12) * 14 14 14 14 14
chimpanzee Pri (13) 11 11 11 11 11 11
S. orangutan Pri (14) 12 12 12 12 12 12
horse Per (15) 16 16 16 16 16 16
donkey Per (16) 15 15 15 15 15 15
I. rhinoceros Per (17) 18 18 18 15 12* 18
w. rhinoceros Per (18) * 17 17 14* 17 17
mouse Rod (19) * 6* 12* 14* 12* 20
rat Rod (20) * * 12* 8* 5* 19
Accuracy 10/20 16/20 17/20 13/20 15/20 20/20

case.

The results of the state-of-the-art aligners together with the results of the LRD

aligner are shown in Table 6.9. Compared to the previous scenario, the results of

the state-of-the-art aligners are much lower this time. The BWA aligners predict

the correct order for 10 and 16 mammals, respectively. Unlike the previous test

case, the BWA edit 10 aligner works better than the BWA edit 5 aligner, probably
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because it is able to align more reads with high error and mutation rates. The

BOWTIE aligners obtain results that are roughly similar to the results of the

BWA aligners. The BOWTIE local aligner predicts the right order for 13 out of 20

mammals, while the BOWTIE end-to-end aligner is able to correctly cluster two

more mammals, reaching a total of 15 correctly clustered mammals. The BLAST

aligner works fairly well, predicting the correct order for 17 mammals. It wrongly

predicts the order for the cat and for the two members of the Rodentia order,

namely the house mouse and the rat. It seems that all the aligners, besides the

LRD aligner, have trouble predicting the right order for the Rodentia members.

On the other hand, it seems that the aligners find it very easy to predict the

correct order for the Primates. Finally, the LRD aligner is able to predict the

correct class for the entire set of mammals. The LRD aligner seems to be more

robust to high error and mutation rates, as it achieves the best results among all

the evaluated aligners.

It is interesting to observe that the BWA with an edit distance threshold of 10

is not able to align any reads at all, for two of the mammals. This is the reason

why no similar mammal is found for the cat or for the rat. The same problem

occurs in the case of the BWA edit 5 aligner, which is not able to find any similar

genomes for 10 mammals, due to the lack of aligned reads. This problem is likely

caused by the high error and mutation rates, that were used to sample the reads

from the original genomes. It may be concluded that the BWA aligner is the

most fragile aligner with respect to high error and mutation rates.

6.5.4 Time Evaluation of Sequence Aligners

The time taken by each aligner to produce the results for the two test cases of

the experiment on clustering unknown organisms is shown in Table 6.10. For

both test cases, there are 20, 200 short DNA reads that must be aligned for each

mammal on the rest of 19 mammalian genomes. In total, each tool must align

7, 676, 000 short DNA reads of 100 bases long, on a reference mtDNA genome of

roughly 15, 000-17, 000 bases. Note that the reference genome is not necessarily

always the same, since the reads sampled from a genome are aligned into the

remaining 19 genomes. The time was measured on a computer with Intel Core
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Table 6.10: The running times of the BWA aligner, the BLAST aligner, the
BOWTIE aligner and the LRD aligner. The aligners are compared on the task
of aligning 7, 676, 000 short DNA reads of 100 bases long on a reference mtDNA
genome of roughly 15, 000-17, 000 bases. The aligners were evaluated on a com-
puter with Intel Core i7 2.3 GHz processor and 8 GB of RAM memory using a
single Core.

Method Time

BWA edit 5 3 minutes 14 seconds
BWA edit 10 3 minutes 50 seconds
BOWTIE local 9 minutes 43 seconds
BOWTIE end-to-end 7 minutes 14 seconds
BLAST 30 minutes
LRDa 285 hours
LRDa + hash (C++ implementation) 16 hours 33 minutes
LRDa + hash (Java implementation) 326 minutes

i7 2.3 GHz processor and 8 GB of RAM memory using a single Core.

Among the evaluated aligners, the BWA aligner is the fastest one, taking just

over 3 minutes to align all the reads. The BOWTIE2 aligner is also very fast. It

takes roughly 7 minutes to align the reads when the local option is used, and 9-10

minutes for the end-to-end option. The BLAST aligner takes 30 minutes when

the megablast option is turned on. Finally, the LRD aligner is the slowest one,

but it also has the advantage of being the most accurate on all the test cases.

The approximate LRD aligner based on the hash optimization implemented in

C++ needs 16-17 hours to align all the reads. The Java implementation of LRD

aligner based on hash tables is roughly three times faster, with a total time of

5-6 hours. The speed gain of the Java implementation is given by the optimized

hash table implementation available in the Java API. It is important to mention

that the parameters of the approximate LRD aligner are optimized for accuracy,

not for speed. Even so, the approximate hash LRD aligner implemented in Java

is roughly 50 times faster than the basic LRD aligner. The reported time of the

approximate hash LRD aligner is comparable to that of the other tools that favor

correctness over speed, such as BFAST [Homer et al., 2009]. Parallel or GPU

processing could be used to further reduce the running time of the LRD aligner
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and to make it run as fast as BOWTIE2 or BLAST.

An important advantage of the LRD aligner is that it obtains very accurate

results even for a very low base coverage. For instance, the LRD aligner predicts

the correct order for the entire set of 20 mammals by aligning 200 reads per

genome (with high error and mutation rates), while the BWA edit 5 aligner is

only able to predict the correct order for 17 mammals using 20, 000 reads per

genome (with low error and mutation rates). Considering this fact, the LRD

aligner obtains better results than the fastest aligner (BWA) in the same amount

of time (roughly 3 minutes). This being said, the LRD aligner can produce

accurate results in an amount of time which is comparable to the other state-of-

the-art aligners, simply by aligning considerably less reads than the other tools

would require.

6.5.5 Experiment on Vibrio Species

In [Chen et al., 2003], a comparative study of the V. vulnificus YJ106, V. para-

haemolyticus RIMD 2210633, and V. cholerae El Tor N16961 genomes was con-

ducted to compare relative positions of conserved genes and to investigate the

movement of genetic materials within and between the two chromosomes of these

vibrio species. The study shows that V. vulnificus has a higher degree of conser-

vation in gene organization in the two chromosomes relative to V. parahaemolyti-

cus rather than to V. cholerae. This implies that V. vulnificus is closer to V.

parahaemolyticus than to V. cholerae from the evolutionary point of view. This

result is also supported by the study of [Lin et al., 2005], which determines that

the block-interchange distance between V. vulnificus and V. parahaemolyticus is

smaller than that between V. vulnificus and V. cholerae.

The goal of this experiment is to determine if the LRD aligner can achieve

similar results to [Chen et al., 2003; Lin et al., 2005], using the evaluation pro-

cedure for clustering an unknown organism proposed in this work. Hence, the

experiment consists of aligning simulated reads from the V. vulnificus chromo-

somes into V. parahaemolyticus and V. cholerae. It is important to note that

three test cases were considered. In the first test case, simulated reads of chro-

mosome VV1 are aligned into VP1 and VC1, respectively. In the second case,
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Table 6.11: The results of the rank-based aligner on vibrio species. The LRD
aligner is based 3-mers, a maximal offset of 36, and a Local Rank Distance thresh-
old of 1000. The scores obtained by the LRD aligner for simulated reads of V.
vulnificus chromosomes I and II aligned into V. parahaemolyticus and V. cholerae
are presented in this table. The first column indicates the source chromosome
of the simulated reads. The second column indicates the reference chromosome.
The third and fourth columns show the scores of the two aligners computed with
the evaluation tool provided in the software package.

Reads Source Reference LRDa Score

VV1 VP1 606.2
VV1 VC1 643.9

VV2 VP2 773.0
VV2 VC2 849.9

VV1 + VV2 VP1 + VP2 641.7
VV1 + VV2 VC1 + VC2 697.7

simulated reads of chromosome VV2 are aligned into VP2 and VC2, respectively.

Finally, the simulated reads from both chromosomes of V. vulnificus are aligned

into the two chromosomes of V. parahaemolyticus on one hand, and into the two

chromosomes of V. cholerae on the other hand.

In this experiment, reads of 100 bases long were simulated using the default

parameters of the wgsim tool [Li, 2011]. More precisely, the reads were generated

using an error rate of 0.02, a mutation rate of 0.001, a fraction of indels of 0.15

(out of the total number of mutations) and a probability of extending an indel of

0.30. In this experiment, 30, 000 simulated reads per chromosome are used, which

corresponds to an average base coverage of 1. As in the previous experiment, half

of the simulated reads from each genome are reverse complements. The LRD

aligner is based on 3-mers with a maximum offset between paired 3-mers of 36.

As in the previous experiments, the maximum distance threshold is set to 1000.

The scores of simulated reads from V. vulnificus chromosomes I and II aligned

into V. parahaemolyticus and V. cholerae using the LRD aligner are shown in

Table 6.11. The empirical results for all the three test cases are presented in

this table. Each score is given by the average minimum Local Rank Distances of

the aligned reads divided by the number of aligned reads on each genome. The
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results of the LRD aligner are similar to the results obtained in [Chen et al.,

2003; Lin et al., 2005]. More precisely, the score between V. vulnificus and V.

parahaemolyticus is lower than that between V. vulnificus and V. cholerae for

both chromosomes of the three vibrio species. Even if chromosomes I and II are

combined, V. vulnificus is found to be more similar to V. parahaemolyticus.

Some concern regarding the results obtained in this experiment might be that

the results are influenced by the length difference between the reference genomes

of V. parahaemolyticus and V. cholerae. First of all, the difference between the

scores obtained by the LRD aligner is much higher than the difference between the

lengths of the chromosomes VP1 and VC1. However, the study might be affected

by the significant length difference between VP2 and VC2. While the number

of simulated reads is fixed, the alignment tool excludes the reads that show a

distance that is higher than the maximum threshold of 1000. The threshold

should remove most of the reads that are aligned by chance, thus giving a score

that is not influenced by the longer length of the VP2 chromosome.

6.6 Discussion

Designed to conform to more general principles, while being well adapted to DNA

strings, LRD comes to improve the accuracy over several state-of-the-art methods

for DNA sequence alignment. Indeed, the empirical results showed that the fast

LRD aligner can be considered as a viable alternative to standard alignment tools,

since it can often be more accurate.

The results of the LRD aligners presented in this chapter are obtained using

3-mers and a maximum offset of 36. The maximum offset depends on the read

length, more precisely it should be less or equal to the read length. The k-mers

length should also be adjusted with regard to the read length. For reads of

length 100, 3-mers are a reasonable choice since the chances of finding matching

pairs of 3-mers between a read and the genome are very high. Nonetheless, 4-

mers and 5-mers should also work well, especially if the reads and the reference

genome belong to the same species. If longer reads are considered for alignment,

even longer k-mers can be used for a better accuracy and speed. On the other

hand, longer k-mers are likely to reduce the accuracy of the aligner when the

192



mutation and error rates are high, since the longer is the k-mer the greater is the

probability of containing a mutation or error. For instance, if a k-mer contains a

point mutation, the k-mer will not be matched correctly when LRD is computed.

Even if LRD is designed to handle such situations, a carefully chosen k-mer

length can make the most of the aligner proposed in this work. Alternatively,

the Hamming distance could be used to compare k-mers in the computation of

LRD. This seems to be more appropriate from a biological point of view, in that

it allows the pairing of k-mers with mutations. A faster version of LRD, that

considers only the significant or the most frequent k-mers, is also of great interest

for sequence alignment or related tasks. Significant k-mers could be those that

encode genes, for example.

Overall, the LRD aligner gives the most accurate results and it seems to be

very robust for reads that contain many errors or mutations. However, the accu-

rate results of LRD come with a cost. The time that LRD takes to align the same

number of reads is higher than the time of the state-of-the-art aligners evaluated

in this chapter. Nevertheless, the empirical results presented in this work show

that the LRD aligner can produce very accurate results in the same amount of

time as the other alignment tools, simply by using a lower base coverage. There is

still enough room to speed up the LRD algorithm. By implementing it on GPU,

the LRD aligner will be comparable (in terms of time) with the other aligners

that favor efficiency over correctness. The LRD aligner can be considered as a

useful tool for sequence alignment, being highly accurate from a biological (or

evolutionary) point of view.

The results presented in this chapter can be considered as a strong argument

in favor of using Local Rank Distance for computational biology tasks, in order to

obtain results that are often more accurate from a biological point of view. Local

Rank Distance [Ionescu, 2013] is related to the rearrangement distance [Amir

et al., 2006]. The rearrangement distance works with indexed k-mers and is

based on a process of converting a string into another, in a similar fashion to

the edit distance. Unlike the edit distance or the rearrangement distance, LRD

does not impose such global constraints. Instead, LRD tries to capture only the

local changes in DNA. This seems to be more natural from an evolutionary point

of view, since changes in DNA, such as point mutations or indels, occur at the
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Figure 6.3: Local Rank Distance computed in the presence of different types
of DNA changes such as point mutations, indels and inversions. In the first
three cases (a), (b) and (c), a single type of DNA polymorphism is included in
the second (bottom) string. The last case (d) shows how LRD measures the
differences between the two DNA strings when all the types of DNA changes
occur in the second string. The nucleotides affected by changes are marked with
bold. To compare the results for the different types of DNA changes, the first
string is always the same in all the four cases. Note that in all the four examples,
LRD is based on 1-mers. In each case, ∆LRD = ∆left + ∆right.

local level. Perhaps this is the key insight of why Local Rank Distance should

be expected to give more accurate results than the other distance measures. For

instance, the edit distance counts the minimum number of operations required to

transform one string into the other. It is clear that the actual number of DNA

changes that did occur may be higher than the minimum number of operations.

The Hamming distance sides with Local Rank Distance regarding the local aspect.

However, the Hamming distance is greatly affected by indels. A single character
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that is inserted (or deleted) into one of the two strings will damage the Hamming

distance computation for the rest of string. On the other hand, Local Rank

Distance is more robust to changes such as indels or duplications, since it sums up

the positional offsets of identical k-mers. When two DNA sequences are identical,

the sum of these positional offsets is zero. If the two DNA sequences are affected

by various types of DNA changes, the positional offsets of identical k-mers increase

mostly in the affected DNA regions. Consequently, the Local Rank Distance will

be higher, since it finds displaced k-mers. When more point mutations, indels,

reversals or other kinds of errors occur in the DNA, LRD will indicate an even

higher distance between the DNA sequences. Intuitively, Local Rank Distance

reflects the total amount of local changes between two DNA sequences. This

intuition can be better observed in Figure 6.3, which shows how the Local Rank

Distance between two DNA sequences changes when one of the two sequences

is affected by different types of DNA polymorphisms. Another key insight of

why the rank-based approach should work better is that Local Rank Distance

can capture very fine differences between strings, unlike the more commonly used

edit distance or Hamming distance. More results that support this statement are

presented in the empirical study performed in [Dinu & Ionescu, 2012b], which

compares rank distance with Hamming distance and edit distance, respectively.
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Chapter 7

Text Categorization by Topic

using Spatial Information

Abstract

In this chapter, two approaches to encode spatial information in the bag-of-visual-

words model are transferred to text analysis. These are the spatial pyramid and the

Spatial Non-Alignment Kernel. In the context of object recognition from images,

the spatial information helps to significantly improve performance. The empirical

results presented in this chapter indicate that spatial information can also be useful

for text categorization by topic. The spatial pyramid for text divides the text into

sections (or parts) using multiple levels of granularity and extracts features from

each of these sections. The final representation, obtained by concatenating all

the features, roughly indicates what features appear in a certain section of a text

document, such as the introduction or the conclusion. The Spatial Non-Alignment

Kernel for text replaces visual words from images with words from text documents,

providing a soft assignment alternative to the spatial pyramid. As in the case of

object recognition from images, the Spatial Non-Alignment Kernel seems to be a

better approach in terms of performance, probably because it represents the spatial

information (location of words in text) in a more accurate way than the spatial

pyramid.
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7.1 Introduction

The bag-of-words (BOW) model is one of the most popular representations used in

various text classification tasks, from text categorization by topic [Joachims, 1998;

Sebastiani, 2002] to sentiment analysis [Pang et al., 2002] and others. Although it

disregards the spatial relations among words (a document is treated simply as a

collection of words), it achieves very good performance for text categorization by

topic [Joachims, 1998] and similar text mining tasks [Manning & Schütze, 1999;

Manning et al., 2008].

Computer vision researchers have demonstrated that the performance of the

bag-of-visual-words model can be improved by including the spatial information

in the model. One such example is the Spatial Non-Alignment Kernel (SNAK)

presented in Chapter 3. Given the significant improvements in object recognition

from images provided by the use of spatial information [Ionescu & Popescu, 2015;

Koniusz & Mikolajczyk, 2011; Krapac et al., 2011; Lazebnik et al., 2006; Sánchez

et al., 2012; Uijlings et al., 2009], an interesting question arises, namely whether

spatial information can also be useful in text classification tasks. Intuitively, the

position of a word in a text document can disclose some information about the

respective word. For instance, if the word appears near the beginning or near the

end of a text, it probably belongs to the introduction or the conclusion. A word

that appears in these rather more important sections of the document is typically

more important. Function words are excluded from this example, as they can be

treated independently. Nonetheless, the general intuition that spatial information

is useful in text classification is supported by the fact that spatial information

has already been used in some way or another in text analysis tasks [Johnson &

Zhang, 2015; Pu et al., 2007; Tan et al., 2002; Xue & Zhou, 2009]. One of the

most popular approaches to capture the spatial relation between words is to use

word n-grams. However, this approach can only be used to recover the spatial

relations of words that appear very close to each other in text. While word n-

grams are useful in certain situations [Tan et al., 2002], a general approach should

also provide the means to encode the spatial relations of distantly situated words.

However, trying to increase the length of n-grams will generate an exponential

expansion of the feature vector space, leading to a greater number of parameters
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which are difficult to estimate. An attempt to avoid the dimensionality inflation

of the feature vector space given by word n-grams is the Local Word Bag (LWB)

model of [Pu et al., 2007]. As the authors of [Pu et al., 2007] have found in their

work, longer n-grams tend to occur fewer times in a collection of documents, and

they become worthless in practice. Hence, the LWB model is based on 5-grams in

the experiments presented in [Pu et al., 2007], which can only provide information

about the words located in the immediate vicinity of other words.

In this chapter, two general frameworks of encoding information in images

are adapted to work on text documents. Contrary to the approaches based on

word n-grams [Pu et al., 2007; Tan et al., 2002], the proposed approaches are

aimed at encoding the location of words at a coarse level. More specifically, they

roughly indicate the region of text in which a word appears, without telling its

exact position in a local context. The first approach is to build a spatial pyramid

representation for text by dividing the text into increasingly fine parts (chunks

of text) and by representing each part as a bag-of-words. Similar to its computer

vision counterpart [Lazebnik et al., 2006], the final spatial pyramid representation

is obtained by concatenating the representations of each chunk of text. The

second approach is based on adapting the SNAK framework [Ionescu & Popescu,

2015] to the BOW model used for text analysis. For each word, the average

position and the standard deviation is computed based on all the occurrences

of the word in the text. The pairwise similarity of two text documents is then

computed by taking into account the difference between the average positions and

the difference between the standard deviations of each word in the two documents.

The main difference from the image version of SNAK is that the words in text

have only one coordinate instead of two, so the representation induced by SNAK

is only three times larger than the standard BOW representation.

While spatial information plays an important role in object recognition form

images, this chapter shows evidence that the spatial information is also useful in

text categorization by topic. More precisely, text categorization experiments are

conducted to compare the standard BOW model with two enhanced BOW models

that leverage the use of spatial information. The empirical results show that

spatial information can significantly improve the performance, which indicates

that spatial information is indeed useful. Furthermore, the proposed approaches
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are fairly simple to implement and use, having the right ingredients to become

very popular in the field of text mining, similar to the spatial pyramid for images

that enjoys a great notoriety in computer vision [Lazebnik et al., 2006; Szeliski,

2010].

The chapter is organized as follows. Section 7.2 gives an overview of the

existing methods for using the spatial information in text analysis. The pro-

posed approaches to encode spatial information inspired from computer vision

are described in Section 7.3. The text categorization experiments are presented

in Section 7.4. Finally, a discussion is given in Section 7.5.

7.2 Related Work

While the bag-of-words achieves very high performance in many practical situa-

tions, a clear disadvantage of this approach is that the spatial relations between

words in a text document are lost. Researchers have sought to recover this in-

formation and use it to obtain better performance [Johnson & Zhang, 2015; Pu

et al., 2007; Tan et al., 2002; Xue & Zhou, 2009]. Perhaps one of the most popular

approaches is to use word n-grams [Tan et al., 2002]. This approach is able to

recover the relation of words located in the vicinity of other words. However, if

two words are located more than n words apart from each other, their relation

will be lost when using word n-grams.

Inspired by the pyramid match kernel proposed by [Grauman & Darrell, 2005],

the authors of [Pu et al., 2007] propose the Local Word Bag model. In their model,

a document is represented as a set of several overlapping bags-of-words. The LWB

model incorporates the word co-occurrence patterns at sentence or phrase level,

just like n-grams. The advantage of the LWB model is that longer n-grams can be

used without worrying about the dimension of the feature space. This is achieved

by employing a modified version of the pyramid match kernel of [Grauman &

Darrell, 2005]. In the end, the LWB model suffers for the same problem as a

representation based on word n-grams, namely that the spatial relations between

words that are far apart are lost. Similar to the approach of [Grauman & Darrell,

2005], the LWB model is a rather complex approach, which is a shortcoming that

constrains its utility in practical applications. Starting from the idea of [Grau-

203



man & Darrell, 2005], the authors of [Lazebnik et al., 2006] present a simple

and computationally efficient method for recognizing scene categories in images

based on approximate global geometric correspondence. Their technique works

by partitioning the image into increasingly fine sub-regions and computing his-

tograms of local features found inside each sub-region. In this chapter, the simple

yet effective approach of [Lazebnik et al., 2006] is adapted for text documents as

described in Section 7.3.1. The spatial pyramid for text holds information about

the region of text in which a word appears, without being able to pinpoint its

exact position in text. The SNAK framework presented in Section 7.3.2 is based

on the same principle.

The authors of [Xue & Zhou, 2009] design some distributional features to mea-

sure the characteristics of a word’s distribution in a document. They consider

the compactness of the occurrences of a word, which indicates whether a word

appears in a specific part of a document or spreads over the entire document.

They also consider the position of the first occurrence of a word, based on the

intuition that the author naturally mentions the important contents in the earlier

parts of a document. The SNAK framework uses about the same information as

the distributional features of [Xue & Zhou, 2009]. Instead of the position of first

occurrence of a word, the SNAK framework uses the average position of a word in

a document. Different from the approach of [Xue & Zhou, 2009], SNAK includes

the spatial information into a kernel function which measures the difference be-

tween the average positions and the difference between the standard deviations

of each word in the two documents. As shown in Section 7.4, another advantage

of the SNAK framework is that it yields better results than the approach of [Xue

& Zhou, 2009].

The authors of [Johnson & Zhang, 2015] apply convolutional neural networks

(CNN) to text categorization, in order to make use of the one dimensional struc-

ture of text data so that each unit in the convolution layer responds to a small

region of a text document, namely a sequence of words. Remarkably, the approach

of [Johnson & Zhang, 2015] is inspired by work in computer vision [Krizhevsky

et al., 2012; Simonyan & Zisserman, 2014; Szegedy et al., 2015], in a similar way

to the frameworks presented in Section 7.3, which are inspired by [Lazebnik et al.,

2006] and [Ionescu & Popescu, 2015], respectively. In computer vision, a convo-
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lution layer consists of several computation units, and each unit responds to a

small region of an input image. In each layer of the CNN model, the informa-

tion from the previous layers is used to represent more complex patterns, that

cover increasingly larger regions of the input data. In other words, convolutional

neural networks build a hierarchy of features, which inherently embeds spatial

information of the input data.

7.3 Methods to Encode Spatial Information

The frameworks to encode spatial information proposed in this chapter are based

on an underlying bag-of-words model particularly adapted to text categorization

by topic. The following steps are required to obtain a bag-of-words representation

suited for the text categorization task. First of all, the text is broken down into

tokens. After applying the tokenization process, the next step is to eliminate the

stop words1, as they do not provide useful information in the context of text cate-

gorization by topic. The remaining words are stemmed using the Porter stemmer

algorithm [Porter, 1980]2. This algorithm removes the commoner morphological

and inflexional endings from words in English. The resulted terms from the en-

tire collection of documents are collected into a vocabulary. The frequency of

each term is then computed on a per document basis. Let ft,d denote the raw

frequency of a term t in a document d, namely the number of times t occurs in d.

The bag-of-words representation used in this chapter is obtained by computing

the log-normalized term frequency as follows:

tf(t, d) =

{
1 + logft,d, if ft,d > 0

0, if ft,d = 0
. (7.1)

To make things completely clear, an example is given next. Indeed, Example 7

shows how to compute the term frequency in a particular case.

Example 7 Given a document d =“He lives in a big house with a big garage in

a big city.” and a term t =“big”, the number of occurrences of t in d is ft,d = 3.

1Stop words are the most common words in a language, usually function words, such as
what, is, this.

2Stemming is the process that reduces a word to its root form.
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Hence, the log-normalized term frequency is:

tf(t, d) = 1 + logft,d = 1 + log3 ≈ 1 + 0.4771 ≈ 1.4771.

7.3.1 Spatial Pyramid for Text

The work of [Lazebnik et al., 2006] presents a method for recognizing scene cat-

egories in images based on aggregating statistics of local features (visual words)

over fixed sub-regions (bins). Their technique works by partitioning the image

into bins and computing histograms of visual words found inside each bin. This

process is repeated at multiple levels, and the resulted histograms are concate-

nated into a single representation known as the spatial pyramid . For example, if

the spatial pyramid is based on three levels, the convention followed by [Lazebnik

et al., 2006] is to divide the image into 1 × 1, 2 × 2, and 4 × 4 bins. In other

words, the number of bins at level l is 2l−1 × 2l−1. At the first level there is a

single bin that coincides with the entire image to be analyzed.

The spatial pyramid representation is a simple and efficient extension of the

bag-of-visual-words representation, that contains information about the visual

words that appear in a predefined region of the input image. In a similar fashion,

a spatial pyramid for text can be developed. More precisely, at each level l of

the spatial pyramid, the text is divided into l parts of equal length, and a bag-of-

words representation is computed for each part. The bag-of-words representation

contains log-normalized term frequencies of the terms that appear in a given part

of the input text documents. Thus, it can also be described as a word histogram.

It is worth noting that we do not keep the convention to use 2l−1 bins at level

l in the spatial pyramid for text. This is primarily motivated by the fact that a

text can naturally be structured into a number of parts that is not necessarily

a power of two. For example, an essay can be divided into an introduction, a

body, and a conclusion. The narrative structure of a novel can also be divided

into three sections known as the setup, the conflict, and the resolution. Although

the spatial pyramid approach is based on a naive approach that does not involve

dividing the text into meaningful parts, it has a greater chance of approximating

these meaningful parts if the text is divided into l parts at a level l.
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Let L be the number of levels chosen for the spatial pyramid. The total

number of word histograms T is:

T = 1 + 2 + ...+ L =
L(L+ 1)

2
.

The word histograms are concatenated into a single feature vector that repre-

sents the entire text document. The final feature vector is termed spatial pyramid

for text. Given a vocabulary of terms V , the number of features in the spatial

pyramid is |V | · T , where |V | is the size of the vocabulary. For example, using a

spatial pyramid based on three levels, will generate a representation that is six

times larger than the standard BOW representation (T = 1 + 2 + 3 = 6).

After the spatial pyramid representation for text is obtained, the final im-

plementation issue that needs to be settled is the normalization. The same ap-

proach as [Lazebnik et al., 2006] is adopted here. More precisely, all histograms

are normalized by the total weight of all words in the text, which gives maximum

computational efficiency. This kind of normalization is enough to deal with the

effects of variable text lengths. Last but not least, it is worth mentioning the

spatial pyramid is a fairly simple approach, being very easy to implement and

use in many practical applications.

7.3.2 Spatial Non-Alignment Kernel for Text

The Spatial Non-Alignment Kernel (SNAK) is a framework presented in Chap-

ter 3 that includes spatial information into the bag-of-visual-words model. Along

with Local Patch Dissimilarity [Dinu et al., 2012] and Local Rank Distance [Ionescu,

2013], it stems from the idea of measuring the spatial non-alignment among two

objects. In computer vision, the SNAK framework can roughly determine the

spatial non-alignment between two images by measuring how the spatial distri-

bution of each visual word varies in the two images. In text mining, the SNAK

framework can be adapted in a straightforward manner to measure the spatial

non-alignment between two text documents by considering words instead of visual

words.

As in computer vision, additional information for each word needs to be stored
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in the feature representation of a text document. Indeed, the average position and

the standard deviation of all the occurrences of a word in the text document need

to be computed. While in the case of image data these statistics are computed

for each of the two image coordinates, this is no longer necessary for text data.

The SNAK feature vector of a text document includes the average position and

the standard deviation of a term together with the log-normalized frequency of

the respective term, resulting in a feature space that is three times greater than

the original feature space corresponding to the standard bag-of-words. The size

of the feature space is identical to a spatial pyramid for text based on two levels,

but it is two times smaller than a spatial pyramid based on three levels.

Let U represent the SNAK feature vector of a text document. For each term

at an index i in a vocabulary, U will contain triplets as defined below:

u(i) = (tfu(i),mu(i), su(i)) ,

where the first component of u(i) represents the log-normalized term frequency

as defined in Equation (8.2), m(i) represents the mean (or average) position of

the i-th term, and s(i) represents the standard deviation of the i-th term. It

is important to note that the last two components of u(i) are normalized with

respect to the length of the text document, to reduce the effects of variable text

lengths in a collection of documents. If the visual word i does not appear in the

text document (tfu(i) = 0), the last two components are undefined. In fact, m(i)

and s(i) are not being used at all, if tfu(i) = 0. Example 8 shows how to compute

a triplet for a certain term that appears in a text document.

Example 8 Given a document d =“He lives in a big house with a big garage in

a big city.” and a term t =“big”, it can be easily observed that t appears precisely

three times in d at positions 5, 9 and 13, respectively. The length of d is 14. Let

U represent the SNAK feature vector of d, and let i denote the index of t in the

208



vocabulary of terms. The components in the triplet u(i) are computed as follows:

tfu(i) = 1 + log3 ≈ 1 + 0.4771 ≈ 1.4771,

mu(i) =
5 + 9 + 13

3
· 1

14
=

9

14
≈ 0.6429,

su(i) =

√
1

3− 1
((5− 9)2 + (9− 9)2 + (13− 9)2) · 1

14
=

√
32

2
· 1

14
≈ 0.2857.

Finally, the triplet corresponding to the term t is:

u(i) ≈ (1.4771, 0.6429, 0.2857).

As in the case of visual words, the SNAK kernel between two feature vectors

U and V can be defined as follows:

kSNAK(U, V ) =
n∑
i=1

exp (−c1 ·∆mean(u(i), v(i))) · exp (−c2 ·∆std(u(i), v(i))),

(7.2)

where n is the number of terms in the vocabulary, c1 and c2 are two parameters

with positive values, u(i) is the triplet in U corresponding to the i-th term in

the vocabulary, v(i) is the triplet in V corresponding to the i-th term in the

vocabulary, and ∆mean and ∆std are defined as follows:

∆mean(u, v) =

{
(mu −mv)2 , if tfu, tf v > 0

∞, otherwise

∆std(u, v) =

{
(su − sv)2 , if tfu, tf v > 0

∞, otherwise

where m and s are components of the triplets u and v. If a term does not appear

in at least one of the two compared text documents, its contribution to kSNAK is

zero, as ∆mean and ∆std are infinite. Since the definition of SNAK for text data

is essentially the same as in computer vision, it remains a kernel function. As in

computer vision, the SNAK framework is a fairly simple approach, that can be

easily generalized and combined with many other kernel functions. The following
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equation shows how to combine SNAK with the another kernel k∗ that takes into

account the log-normalized term frequency:

kSNAK(U, V ) =
n∑
i=1

k∗(tfu(i), tf v(i))·

· exp (−c1 ·∆mean(u(i), v(i))) · exp (−c2 ·∆std(u(i), v(i))).

(7.3)

In the experiments, the linear kernel is used as k∗ in Equation (7.3).

7.4 Experiments

7.4.1 Data Sets Description

The Reuters-21578 corpus is the first data set used in the evaluation. The

Reuters-21578 corpus [Lewis, 1997] is one of the most widely used test collec-

tions for text categorization research. It contains 21, 578 articles collected from

Reuters newswire. Following the procedure of [Joachims, 1998; Yang & Liu, 1999],

the categories that have at least one document in the training set and one in the

test set are selected. This leads to a total of 90 categories. Two evaluation modes

are then used. In the first mode, unlabeled documents are eliminated. After re-

moving the unlabeled documents, there are 10, 787 documents left that belong to

90 categories. Each document belongs to one or more categories and the average

number of categories per document is 1.235. The collection is split into 7, 768

documents in the training set and 3, 019 documents in test set. In the second

evaluation mode, the unlabeled documents are kept in the collection. Hence, the

second evaluation mode is a little more difficult. The second evaluation mode

leads to a corpus of 9, 598 training documents and 3, 299 test documents. Using

two slightly different evaluation modes is motivated by the fact that previous

works use one of the two modes, but the results are not directly comparable.

For instance, the first evaluation mode is used in [Xue & Zhou, 2009], while the

second evaluation mode is used in [Joachims, 1998].

The second corpus used in the evaluation is 20 Newsgroups. The 20 News-

groups corpus [Lang, 1995] contains 19, 997 articles taken from the Usenet news-
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group collections. Following the approach of [Schapire & Singer, 2000; Xue &

Zhou, 2009], the duplicate documents are removed. There are 19, 465 documents

left, that belong to 20 categories. The evaluation is based on 4-fold cross vali-

dation, following the same procedure as [Bekkerman et al., 2003; Xue & Zhou,

2009].

7.4.2 Implementation Choices

The bag-of-words representation is obtained by eliminating the stop words and by

stemming the rest of the words. The standard bag-of-words is used as a baseline

model in the text categorization experiments. In computer vision, the spatial

pyramid is usually based on two or three levels in practical situations. It has

been observed that adding more pyramid levels [Lazebnik et al., 2006] does not

necessarily increase performance, and it becomes hard to compensate for the fact

that it requires more space. Thus, the spatial pyramids evaluated in the following

experiments are based on two and three levels, respectively. The SNAK frame-

work takes both the average position and the standard deviation of each term

into account. In object recognition from images, empirical results demonstrated

that they have an almost equal contribution to the proposed framework. Hence,

the two constants c1 and c2 from Equation (7.3) are set to the same value in

the text categorization experiments. Since these statistics are normalized with

respect to the document length, a good choice for c1 and c2 is 0.5. Although

no tuning is performed in the case of SNAK, it is worth mentioning that tuning

the parameters c1 and c2 is likely to improve performance. As the other two

evaluated methods (standard BOW and spatial pyramid) do not require tuning,

it is perhaps better to refrain from tuning c1 and c2 for a fair comparative study.

In all the experiments, Kernel Ridge Regression is the method of choice for the

learning stage.

7.4.3 Evaluation Procedure

To evaluate and compare the text categorization approaches, the precision and

the recall are first computed based on the confusion matrix presented in Table 8.3.

The precision is given by the number of true positive documents (TP ) divided
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Table 7.1: Confusion matrix (also known as contingency table) of a binary clas-
sifier with labels +1 or −1.

Expert judgments
Labels +1 −1

Classifier +1 true positive (TP ) false positive (FP )
predictions −1 false negative (FN) true negative (TN)

by the number of documents predicted as positive by the classifier (TP + FP ),

while the recall is given by the number of true positive documents (TP ) divided

by the total number of documents marked as positive by a trusted expert judge

(TP +FN). To capture precision and recall into a single representative number,

the F1 measure can be employed. The F1 measure can be interpreted as a weighted

average of the precision and recall given by:

F1 = 2 · precision · recall
precision+ recall

.

For each category, a binary classifier is trained to predict the positive and

negative labels for the test documents. However, the performance of the classifier

needs to be evaluated at the global level (over all categories). Two approaches

are used in literature to aggregate the F1 measure over multiple categories. One

is based on computing a confusion matrix for each category, which can be used to

subsequently calculate the F1 measure for each category. Finally, the global F1

measure is obtained by averaging all the F1 measures. This first measure is known

as macro-averaged F1 (macroF1). The other approach is based on computing a

global confusion matrix for all the categories by summing the documents that fall

in each of the four conditioned sets, namely true positives, true negatives, false

positives, and false negatives. The global F1 measure is immediately computed

with the values provided by the global confusion matrix. This second measure

is known as micro-averaged F1 (microF1). As noted by [Xue & Zhou, 2009], the

classifier’s performance on rare categories has more impact on the macro-averaged

F1 measure, while the performance on common categories has more impact on the

micro-averaged F1 measure. Thus, it makes sense to report both these measures
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Table 7.2: Empirical results on the Reuters-21578 corpus obtained by the stan-
dard bag-of-words versus two methods that encode spatial information, namely
spatial pyramids and SNAK. The macro-averaged and the micro-averaged F1

measures are reported for two evaluation modes, one that includes unlabeled doc-
uments and one that excludes unlabeled documents. The learning is always done
by KRR. The best scores are highlighted in bold. The marker * indicates that
the performance is significantly better than the baseline according to a Student’s
t-test performed at a significance level of 0.01.

Unlabeled documents Unlabeled documents
included excluded

Representation microF1 macroF1 microF1 macroF1

Histogram 0.865 0.511 0.875 0.523
Spatial Pyramid (2 levels) 0.870* 0.520* 0.882* 0.537*
Spatial Pyramid (3 levels) 0.872* 0.529* 0.881* 0.538*
SNAK 0.877* 0.549* 0.886* 0.561*

in the following experiments.

7.4.4 Results on Reuters-21578 Corpus

The text categorization results on the Reuters-21578 corpus are presented in

Table 7.2. The macro-averaged and the micro-averaged F1 measures are reported

for two evaluation modes, one that includes unlabeled documents and one that

excludes them. The standard word histogram representation is compared with

two approaches that incorporate spatial information into the bag-of-words model.

In both evaluation modes, the spatial pyramids and the SNAK framework improve

performance over the standard bag-of-words.

When the unlabeled documents are included in the experiment, the spatial

pyramid based on three levels works slightly better than the spatial pyramid based

on two levels. For example, the macro-averaged F1 measure grows by nearly 1%

(from 0.511 to 0.520) when using the spatial pyramid based on two levels, and

by nearly 2% (from 0.511 to 0.529) when using the spatial pyramid based on

three levels. The improvements in terms of the micro-averaged F1 measure are

not equally high. Interestingly, the SNAK approach attains better performance
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than both spatial pyramids. Its results are even better than the spatial pyramid

based on three levels, which requires twice the space. The macro-averaged F1

score given by SNAK is almost 4% better than the standard bag-of-words and

2% better than the spatial pyramid based on three levels. The micro-averaged F1

score given by SNAK is also roughly 1% better than the standard representation

and 0.5% better than the spatial pyramid based on three levels.

The relative improvements provided by spatial pyramids and by SNAK are

about the same when the unlabeled documents are excluded from the experiment.

The only difference is that the spatial pyramid based on two levels gives almost

identical results to the spatial pyramid based on three levels. Even so, they are

both able to improve performance by a significant margin. More precisely, they

attain macro-averaged F1 scores that are nearly 1.5% over the word histogram,

and micro-averaged F1 scores that are nearly 0.7% over the word histogram. It is

important to note that all methods give better results when the unlabeled docu-

ments are excluded, since the task becomes a little more easy (the classifier has

a lower chance of making a mistake). As in the previous evaluation mode, the

SNAK framework yields better performance than both spatial pyramids. More-

over, the improvements of the SNAK approach over the other representations are

consistent in both evaluation modes.

7.4.5 Results on 20 Newsgroups

The results obtained on the 20 Newsgroups corpus using the 4-fold cross validation

procedure are presented in Table 7.3. On this corpus, the micro-averaged F1 and

macro-averaged F1 measures are almost identical for each individual method. The

KRR based on standard bag-of-words model already achieves a good performance,

as it reaches a micro-averaged F1 of 0.941 and a macro-averaged F1 of 0.940. The

spatial pyramid based on two levels yields a performance increase of almost 0.5%.

However, the performance gain seems to saturate for the spatial pyramid based

on three levels, since it acquires identical performance to the spatial pyramid

based on two levels. The SNAK framework is able to attain the best performance

on the 20 Newsgroups corpus, as it reaches a macro-averaged F1 of 0.948 and a

micro-averaged F1 of 0.948. Remarkably, the results on the 20 Newsgroups corpus
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Table 7.3: Empirical results on the 20 Newsgroups corpus obtained by the stan-
dard bag-of-words versus two methods that encode spatial information, namely
spatial pyramids and SNAK. The macro-averaged and the micro-averaged F1

measures are reported for the 4-fold cross validation procedure. The learning is
always done by KRR. The best scores are highlighted in bold. The marker *
indicates that the performance is significantly better than the baseline according
to a Student’s t-test performed at a significance level of 0.01.

Representation microF1 macroF1

Histogram 0.941 0.940
Spatial Pyramid (2 levels) 0.945* 0.945*
Spatial Pyramid (3 levels) 0.945* 0.945*
SNAK 0.948* 0.948*

are consistent with the results reported on the Reuters-21578 corpus.

7.5 Discussion

Two methods for including spatial information into the widely used bag-of-words

model have been described in this chapter. Both of them are inspired by research

in computer vision. The spatial pyramid is perhaps the best known method for

including spatial information in the bag-of-visual-words. The SNAK framework

is a recent development of [Ionescu & Popescu, 2015] that exhibits better per-

formance in object recognition from images than the popular spatial pyramid,

while being more compact in terms of space. In this chapter, the spatial pyra-

mid and the SNAK framework have been adapted to text data. Moreover, these

two frameworks have been used for the first time in a text mining task, namely

text categorization by topic. The empirical results on the Reuters-21578 and the

20 Newsgroups data sets indicate that both the spatial pyramid and the SNAK

framework can significantly improve performance over the standard bag-of-words.

Overall, the best results are obtained by the SNAK framework. Remarkably, the

SNAK framework was also found to work better than the spatial pyramid in

computer vision, according to [Ionescu & Popescu, 2015]. Thus, an interesting

pattern seems to take shape. More precisely, it appears that the SNAK frame-
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work gives better results regardless of the data type, image or text. Given that it

is more compact than a spatial pyramid based on three levels, it should probably

be preferred in favor of the spatial pyramid. However, it is important to mention

that spatial information should not be expected to improve performance in ev-

ery text mining task. For example, computer vision researchers have found that

spatial pyramids are not useful in texture classification from images. The spa-

tial pyramid recovers some information about the location of objects in images,

but this information is useless in texture analysis, since the patterns that form a

certain type of texture are uniform across the entire area covered by the respec-

tive texture. In a similar way, spatial information may be found to be worthless

in some specific text mining tasks. Hence, the proposed approaches should be

evaluated on each individual task before drawing a general conclusion.
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Chapter 8

Text Classification using

Bag-of-Super-Word-Embeddings

Abstract

In this chapter, we present a novel approach for text classification based on clus-

tering word embeddings, inspired by the bag-of-visual-words model, which is widely

known in computer vision. After each word in a collection of documents is rep-

resented as word vector using a pre-trained word embeddings model, a k-means

algorithm is applied on the word vectors in order to obtain a fixed-size set of

clusters. The centroid of each cluster is interpreted as a super word embedding

that embodies all the semantically related word vectors in a certain region of the

embedding space. Every embedded word in the collection of documents is then

assigned to the nearest cluster centroid. In the end, each document is represented

as a bag-of-super-word-embeddings by computing the frequency of each super word

embedding in the respective document. We also diverge from the idea of building

a single vocabulary for the entire collection of documents, and propose to build

class-specific vocabularies for better performance. Using the proposed representa-

tion, we report results on three text mining tasks, namely text categorization by

topic, polarity classification and automatic essay scoring. On the first two tasks,

our model yields better performance than the standard bag-of-words. On the third

task, automatic essay scoring, we combine the bag-of-super-word-embeddings with
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string kernels and we report the best performance on the Automated Student As-

sessment Prize data set, in both in-domain and cross-domain settings, surpassing

recent state-of-the-art deep learning approaches.

8.1 Introduction

With the recent exponential growth of the Internet, there is more and more data

that requires efficient processing methods for storing and extracting relevant in-

formation. This data is usually unstructured or semi-structured, and comes in

different forms, such as images or texts. In order to process larger and larger

amounts of data, researchers need to develop new techniques that can extract

relevant information and infer some kind of structure from the available data.

In text processing, implementing a simple bag-of-words (BOW) model to repre-

sent a collection of documents can prove to be useful in tasks such as sentiment

analysis [Pang et al., 2002], text categorization [Joachims, 1998] or information

retrieval [Manning et al., 2008]. On the other hand, in order to process images,

one should first find salient features before extracting them. The features can

either be determined by experts in the specific domain of the application, or by a

technique termed representation learning, where the features are discovered au-

tomatically [Bengio, 2009; Krizhevsky et al., 2012; Montavon et al., 2012]. As

text documents, images can be represented using the bag-of-words model, but a

word has a completely different meaning and interpretation than in string and

text processing. In fact, in computer vision, this model is known as the bag-of-

visual-words (BOVW) [Csurka et al., 2004; Sivic et al., 2005; Zhang et al., 2007],

and a visual word is usually defined as a cluster of similar image descriptors [Bay

et al., 2008; Dalal & Triggs, 2005; Lowe, 1999, 2004] extracted from the images.

In recent years, researchers have developed effective ways [Mikolov et al., 2013]

for representing words as vectors. Word embeddings [Bengio et al., 2003; Col-

lobert & Weston, 2008; Mikolov et al., 2013] have had a huge impact in natural

language processing (NLP) and related fields, being used in many tasks including

information retrieval [Clinchant & Perronnin, 2013; Ye et al., 2016], sentiment

analysis [Dos Santos & Gatti, 2014] and word sense disambiguation [Bhingardive

et al., 2015; Butnaru et al., 2017; Chen et al., 2014; Iacobacci et al., 2016], among

221



many others. In this chapter, we consider word embeddings from a different per-

spective by drawing our inspiration from computer vision. Our aim is to redesign

an efficient computer vision technique and use it for natural language processing

tasks by leveraging the use of word embeddings. More specifically, we interpret

word embeddings as text descriptors, which allows us to adapt computer vision

techniques based on local image descriptors such as SIFT [Lowe, 1999, 2004] or

SURF [Bay et al., 2008]. In computer vision, a local image descriptor is a vi-

sual unit that represents a small image region by its elementary characteristics

such as shape, color or texture. In natural language processing, word embeddings

capture the semantic similarities between linguistic items and a text descriptor

(word vector) is a textual unit that represents a word by its semantic character-

istics. Based on this analogy, we propose a novel approach for text classification

inspired by the bag-of-visual-words model. Our approach is different from the

standard bag-of-words model used in natural language processing. Instead of

using a vocabulary of words, we build a vocabulary of super word vectors by

clustering word vectors with k-means. Hence, a document will be represented as

a bag-of-super-word-embeddings (BOSWE) [Butnaru & Ionescu, 2017]. We also

diverge from the idea of building a single vocabulary for the entire collection

of documents, and propose to build a set of class-specific vocabularies of super

word vectors, by using the class labels earlier in the training process, in order

to separate the samples before applying the k-means clustering. This latter ap-

proach seems to give better results in practice. In this chapter, we also approach

a regression problem, namely automatic essay scoring, for which it is impossi-

ble to define class-specific vocabularies. In the learning stage, we employ kernel

methods. We try out several kernels, such as the linear kernel, the intersection

kernel, the Hellinger’s kernel, the Jensen-Shannon kernel, and the relatively new

PQ kernel [Ionescu & Popescu, 2013, 2015b].

We conduct several experiments on text categorization by topic and polarity

classification to demonstrate the effectiveness of our representation compared to

a standard bag-of-words. We also combine BOSWE with string kernels and ap-

proach a regression task, namely automatic essay scoring (AES). Automatic essay

scoring is the task of assigning grades to essays written in an educational setting,

using a computer-based system with natural language processing capabilities.
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The aim of designing such systems is to reduce the involvement of human graders

as far as possible. AES is a challenging task as it relies on grammar as well as se-

mantics, pragmatics and discourse [Song et al., 2017]. Although traditional AES

methods typically rely on handcrafted features [Attali & Burstein, 2006; Chen

& He, 2013; Dikli, 2006; Foltz et al., 1999; Larkey, 1998; Phandi et al., 2015;

Somasundaran et al., 2014; Wang & Brown, 2008; Yannakoudakis et al., 2014],

recent results indicate that state-of-the-art deep learning methods reach better

performance [Alikaniotis et al., 2016; Dong & Zhang, 2016; Dong et al., 2017;

Song et al., 2017; Taghipour & Ng, 2016; Tay et al., 2018], perhaps because these

methods are able to capture subtle and complex information that is relevant to

the task [Dong & Zhang, 2016]. Since recent methods based on string kernels have

demonstrated remarkable performance in various text classification tasks ranging

from authorship identification [Popescu & Grozea, 2012] and sentiment analysis

[Giménez-Pérez et al., 2017; Popescu et al., 2017] to native language identifica-

tion [Ionescu et al., 2014b, 2016] and dialect identification [Ionescu & Butnaru,

2017; Ionescu & Popescu, 2016], we believe that string kernels can reach equally

good results in AES. As string kernels are a simple approach that relies solely on

character n-grams as features, it is fairly obvious that such an approach will not

to cover several aspects (e.g.: semantics, discourse) required for the AES task. To

solve this problem, we propose to combine string kernels with our approach based

on word embeddings, as shown in [Cozma et al., 2018]. To our knowledge, this is

the first successful attempt to combine string kernels and word embeddings. We

evaluate our approach on the Automated Student Assessment Prize data set, in

both in-domain and cross-domain settings. The empirical results indicate that

our approach yields a better performance than several state-of-the-art approaches

[Dong & Zhang, 2016; Dong et al., 2017; Phandi et al., 2015; Tay et al., 2018].

The rest of this chapter is organized as follows. Section 8.2 presents related

work from computer vision and natural language processing. The bag-of-super-

word-embeddings is presented in Section 8.3. Using BOSWE, we present ex-

periments on polarity classification in Section 8.4 and on text categorization by

topic in Section 8.5. Using BOSWE and string kernels, we present experiments

on automatic essay scoring in Section 8.6. Finally, we draw our conclusions in

Section 8.7.
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8.2 Related Work

8.2.1 Bag-of-Visual-Words

Despite of the traditional view that computer vision and text processing are sep-

arate and unrelated fields of study, there are many cases in which text and images

can be treated in a similar manner, as detalied in Capter 1. One such example is

the bag-of-words representation. The bag-of-words model represents a text as an

unordered collection of words, completely disregarding grammar, word order, and

syntactic groups. It has many applications from information retrieval [Manning

et al., 2008] to natural language processing [Manning & Schütze, 1999] and word

sense disambiguation [Agirre & Edmonds, 2006]. In order to use a bag-of-words

representation for computer vision tasks, researchers have introduced the concept

of visual word by vector quantizing local image descriptors, such as SIFT [Lowe,

1999, 2004] or SURF [Bay et al., 2008]. The vector quantization process can be

done, for example, by k-means clustering [Leung & Malik, 2001] or by probabilis-

tic Latent Semantic Analysis [Sivic et al., 2005]. The frequency of each visual

word is then recorded in a histogram which represents the final feature vector for

the image. This histogram is the equivalent of the bag-of-words representation for

text. The idea of representing images as bags-of-visual-words has demonstrated

impressive levels of performance for image categorization [Zhang et al., 2007],

image retrieval [Philbin et al., 2007], facial expression recognition [Ionescu et al.,

2013] and related tasks.

8.2.2 Word Embeddings

Because of the success of the bag-of-visual-words model in image classification,

we propose a similar approach on text, by replacing the local image descriptors

with word embeddings. Word embeddings are long known in the NLP com-

munity [Bengio et al., 2003; Collobert & Weston, 2008], but they have recently

become more popular due to the word2vec [Mikolov et al., 2013] framework that

allows to efficiently build vector representations from words. Word embeddings

represent each word as a low-dimensional real-valued vector, such that seman-

tically related words reside in close vicinity in the generated space. Word em-
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beddings are in fact a learned distributed representation of words where each

dimension represents a latent feature of the word [Turian et al., 2010]. Using the

word representation induced by the embedding space, documents can be repre-

sented as a set of word vectors, where the size of this set is given by the number

of words in the document. Given the fact that two documents are likely to

be represented by sets of different sizes, the comparison between the respective

documents cannot be done directly. To overcome this issue, Let et al. [Le &

Mikolov, 2014] proposed the Paragraph Vector, an unsupervised algorithm that

learns fixed-length feature representations from variable-length pieces of texts,

such as sentences, paragraphs, and documents. Their algorithm represents each

document by a dense vector which is trained to predict words in the document.

With some inspiration from computer vision, an alternative approach to solve

the issue of variable-length representations is proposed by Clinchant et al. [Clin-

chant & Perronnin, 2013]. Following the success of Fisher Vectors in computer

vision [Perronnin et al., 2010], Clinchant et al. [Clinchant & Perronnin, 2013]

apply the Fisher Kernel framework [Jaakkola et al., 1999] to aggregate the word

embeddings of a document in order to obtain a fixed-length vector representation

for the respective document. We propose a different approach that also draws

its roots in computer vision research [Csurka et al., 2004; Leung & Malik, 2001;

Philbin et al., 2007]. Our approach employs the k-means clustering algorithm

in order to group the word embeddings into a fixed number of clusters accord-

ing their semantic relatedness. We regard the resulted cluster centroids as visual

words and process them accordingly, in order to obtain a histogram representation

for each document.

Word embeddings have also been used in information retrieval [Clinchant &

Perronnin, 2013; Ye et al., 2016] and in word sense disambiguation [Bhingardive

et al., 2015; Butnaru et al., 2017; Chen et al., 2014; Iacobacci et al., 2016] due to

their ability of modeling syntactic and semantic information. Another useful char-

acteristic of word embeddings is that one can specifically train them to capture

sentiment information in order to detect the polarity of documents [Dos Santos

& Gatti, 2014; Le & Mikolov, 2014].
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8.3 Bag-of-Super-Word-Embeddings

In computer vision, the BOVW model can be applied to image classification and

related tasks, by treating image descriptors as words. A bag-of-visual-words is a

vector of occurrence counts of a vocabulary of local image features. This repre-

sentation can also be described as a histogram of visual words. The vocabulary

is usually obtained by vector quantizing image features into visual words.

Inspired by the BOVW model, we propose a similar way to process text doc-

uments by leveraging the use of word embeddings. In our approach designed for

text, the image descriptors are replaced by word embeddings. Knowing the fact

that word embeddings carry semantic information by projecting semantically re-

lated words in the same region of the embedding space, we propose to cluster word

vectors in order to obtain relevant semantic clusters of words. Each centroid of

the newly formed clusters can be regarded as a super word vector that represents

all the word vectors in a small region of the embedding space. By putting the

super word vectors together, we obtain a vocabulary that we subsequently use to

describe each document as a histogram of super word embeddings. We term this

model bag-of-super-word-embeddings (BOSWE) [Butnaru & Ionescu, 2017].

The BOSWE model can be divided in two major steps. The first step is to

build a feature representation. The second step is to train a kernel method in

order to predict the class label of a new document. Each of these two steps are

independently carried out in two stages, one for training (usually done offline)

and one for testing (usually executed online). The entire process, that involves

both training and testing stages, is illustrated in Figure 8.1.

The feature representation step works as described next. Features are rep-

resented by the word vectors obtained by embedding all the words in the text.

Next, the word embeddings are vector quantized and a vocabulary of super word

embeddings is obtained. The vector quantization process is done by k-means

clustering [Leung & Malik, 2001], and the formed centroids are stored in a ran-

domized forest of k-d trees [Philbin et al., 2007] to reduce search cost. Although

alternative clustering approaches have been proposed in the computer vision liter-

ature [Martinet, 2014; Sivic et al., 2005], k-means remains the most popular choice

for the vector quantization step. This is the main reason for using k-means in our
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Figure 8.1: The BOSWE model for text classification. Words are embedded into
a vector space and quantized into super word vectors. The frequency of each
super word vector is then recorded in a histogram. The histograms enter the
training stage. Learning is done by a kernel method.

framework. The resulted centroids can hold some high-level abstract definition of

a concept. Every word in the text is assigned to the closest centroid based on the

Euclidean distance measure. The frequency of each super word embedding is then

computed and recorded in a histogram. We propose two alternative pipelines for
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building the feature representation. In the first pipeline, we process the entire

collection of documents all at once in order to build a single vocabulary of su-

per word vectors. However, in this approach, words representing different classes

can be clustered together due their semantic relatedness. The second pipeline

aims to overcome this issue by grouping the training text documents into classes,

and by processing each group of documents separately. This leads to a set of

class-specific vocabularies of super word embeddings. Even if we know that a

document belongs to a certain class at training time, we cannot rely on this as-

sumption at test time. Therefore, we have to build the feature representation of

each document by concatenating all the histograms corresponding to the class-

specific vocabularies. For both pipelines, we then consider the feature vectors

corresponding to the entire set of documents for the training step. Typically, a

kernel method is employed for training the model. In computer vision, several

kernels have be used at this stage. The linear kernel, the intersection kernel, the

Hellinger’s kernel or the Jensen-Shannon (JS) kernel are typical choices from the

literature [Vedaldi & Zisserman, 2010]. Another option is the recently developed

PQ kernel [Ionescu & Popescu, 2013, 2015b]. The underlying idea of the PQ

kernel is to treat the super word vector histograms as ordinal data, in which data

is ordered but cannot be assumed to have equal distance between values. In this

case, a histogram will be regarded as a ranking of super word vectors according

to their frequencies in that histogram. Usage of the ranking of super word vectors

instead of the actual values of the frequencies may seem as a loss of information,

but the process of ranking can actually make the PQ kernel more robust, acting

as a filter and eliminating the noise contained in the values of the frequencies. As

for object recognition [Ionescu & Popescu, 2013, 2015b] or texture classification

in images [Ionescu et al., 2014a], we show that this kernel can yield better results

than the other kernels.

We try out the above mentioned kernel functions in combination with the

Support Vector Machines (SVM) classifier [Cortes & Vapnik, 1995; Shawe-Taylor

& Cristianini, 2004]. After our model is trained, it can be used to classify new

documents. Given a test document, features are extracted and quantized into

centroids from the vocabulary (or the multiple class-specific vocabularies) that

was (were) already obtained in the training stage. The histogram of super word
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embeddings that represents the test document can be compared with the his-

tograms learned in the training stage. The system can return either a label (or

a score) for the test document or a ranked list of documents similar to the test

document, depending on the application. For text classification a label (or a

score) is enough, while for information retrieval a ranked list of documents is

more appropriate. No matter the application, the training stage of the BOSWE

model can be done offline. For this reason, the time that is necessary for vector

quantization and learning is not of great importance. What matters most in the

context of text classification is to return the result for a new (test) document as

quickly as possible.

The performance level of the described model depends on the number of train-

ing documents, but also on the number of clusters. The number of clusters k is a

parameter of the model that must be set a priori. In computer vision, there is a

common practice to use larger vocabularies from improved performance [Ionescu

& Popescu, 2015b; Ionescu et al., 2013], however, there is a point where the accu-

racy saturates and the only effect of further increasing k is to unnecessarily slow

down the computation.

8.3.1 Implementation Details

We next provide some implementation details for our BOSWE model used through-

out the experiments. In the feature representation step, we have used the pre-

trained word embeddings computed by the word2vec toolkit [Mikolov et al., 2013]

on the Google News data set using the Skip-gram model. The pre-trained model

contains 300-dimensional vectors for 3 million words and phrases. Most of the

steps involved in the BOSWE model, such as the k-means clustering and the ran-

domized forest of k-d trees, are implemented using the VLFeat library [Vedaldi &

Fulkerson, 2008]. After computing the histograms, we apply one of the following

kernels: the L2-normalized linear kernel, the L1-normalized Hellinger’s kernel, the

L1-normalized intersection kernel, the L1-normalized Jensen-Shannon (JS) kernel,

and the L2-normalized PQ kernel. The norms are chosen according to Vedaldi et

al. [Vedaldi & Zisserman, 2010], who state that γ-homogeneous kernels should be

Lγ-normalized. We use the software provided at http://pq-kernel.herokuapp.
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com to compute the PQ kernel. It is important to mention that all these kernels

are used in the dual form, that implies using the kernel trick [Shawe-Taylor &

Cristianini, 2004] to directly build kernel matrices of pairwise similarities between

samples. In the learning stage, we use the dual implementation of the Support

Vector Machines classifier provided in LibSVM [Chang & Lin, 2011].

8.3.2 Combination with String Kernels

In text mining, string kernels can be used to measure the pairwise similarity be-

tween text samples, simply based on character n-grams. Various string kernel

functions have been proposed to date [Ionescu et al., 2014b; Lodhi et al., 2002;

Shawe-Taylor & Cristianini, 2004]. One of the most recent string kernel is the his-

togram intersection string kernel (HISK) [Ionescu et al., 2014b]. For two strings

over an alphabet Σ, x, y ∈ Σ∗, the intersection string kernel is formally defined

as follows:

k∩(x, y) =
∑
v∈Σn

min{numv(x), numv(y)}, (8.1)

where numv(x) is the number of occurrences of n-gram v as a substring in x,

and n is the length of v. In our AES experiments, we use the intersection string

kernel based on a range of character n-grams. We approach AES as a regression

task, and employ ν-Support Vector Regression (ν-SVR) [Chang & Lin, 2002] for

training.

We combine HISK and BOSWE in the dual (kernel) form, by simply sum-

ming up the two corresponding kernel matrices. Summing up kernel matrices

is equivalent to feature vector concatenation in the primal space. This means

that the two approaches are fused before the learning stage. As a consequence of

kernel summation, the search space of linear patterns grows, which should help

the kernel classifier, in our case ν-SVR, to find a better regression function.
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8.4 Polarity Classification Experiments

8.4.1 Data Set

The first corpus used to evaluate the proposed model is the Movie Review data

set [Pang et al., 2002]. This is probably the most popular corpus used for senti-

ment analysis. The Movie Review data set consists of 2000 movie reviews taken

from the IMDB movie review archives. There are 1000 positive reviews consisting

of four and five star reviews, and 1000 negative ones consisting of one and two

star reviews. We use a 10-fold cross-validation procedure in the evaluation.

8.4.2 Baselines

We compare our model against a baseline bag-of-words. We considered the follow-

ing steps to obtain a bag-of-words representation suited for the polarity catego-

rization task. First of all, the text is broken down into tokens. After applying the

tokenization process, the next step is to eliminate the stop words1. The remaining

terms from the entire collection of documents are gathered into a vocabulary. The

frequency of each term is then computed on a per document basis. The frequency

histograms are normalized using the L2-norm. As in our own approach, we use

SVM for training. We also consider the approach of Pang et al. [Pang et al.,

2002], an alternative implementation of the bag-of-words model, as baseline.

8.4.3 Results

Table 8.1 presents the accuracy rates of various BOSWE models obtained in a

10-fold cross-validation procedure carried out on the Movie Review data set, by

combining different vocabulary dimensions and kernels. The results presented in

Table 8.1 indicate that building a vocabulary for each polarity class (positive and

negative) is a better approach than building a single vocabulary for the entire

training set. This observation holds for every kernel considered in the evaluation.

Interestingly, among the evaluated kernels, we obtain better performance with

1Stop words are the most common words in a language, usually function words, such as
this, is, it.
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Table 8.1: Accuracy rates using 10-fold cross-validation on the Movie Review
data set with different kernels and vocabulary dimensions. The best accuracy
rate for each vocabulary dimension is highlighted in bold.

Vocabulary Linear Hellinger’s Intersection JS PQ
L2-norm L1-norm L1-norm L1-norm L2-norm

1× 5000 words 84.80% 86.15% 85.40% 85.80% 86.55%
1× 10000 words 85.05% 86.45% 85.75% 86.10% 87.15%
2× 5000 words 85.75% 87.60% 86.95% 87.35% 88.25%
2× 7500 words 87.15% 88.60% 88.15% 87.80% 88.95%

Table 8.2: Accuracy rates using 10-fold cross-validation on the Movie Review
data set with various BOSWE configurations versus two baseline approaches.
The best accuracy rate is highlighted in bold.

Method Accuracy

Baseline BOW 84.10%
Pang et al. [Pang et al., 2002] 82.90%
BOSWE (2× 7500 words and Hellinger’s kernel) 88.60%
BOSWE (2× 7500 words and PQ kernel) 88.95%
BOSWE (2× 7500 words and Hellinger’s kernel + PQ kernel) 89.65%

the Hellinger’s and the PQ kernels. For every vocabulary dimension, PQ kernel

always yields the best results. The best performance (88.95%) is obtained when

the BOSWE model relies on two vocabularies, each of 7500 super word vectors,

and on the PQ kernel. Remarkably, these results are somewhat consistent to

the results reported in [Ionescu & Popescu, 2013, 2015b] in the context of ob-

ject recognition from images. Indeed, previous works [Ionescu & Popescu, 2013,

2015b] have also found that using more visual words and applying the PQ kernel

leads to better performance.

We compare our best BOSWE configurations with two baseline approaches in

Table 8.2. We also try to combine the Hellinger’s and the PQ kernels by summing

them up, in order to improve the performance. Nevertheless, the results indicate

that all our BOSWE configurations achieve better performance than the baseline
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approaches. The best BOSWE configuration yields an accuracy of 89.65%. Our

best approach is more 5% better than baseline BOW and more than 6% better

than the baseline approach of Pang et al. [Pang et al., 2002]. We thus conclude

that the BOSWE model is capable to improve the performance over a standard

BOW model for the polarity classification task.

8.5 Text Categorization Experiments

8.5.1 Data Set

The Reuters-21578 corpus [Lewis, 1997] is one of the most widely used test col-

lections for text categorization research. It contains 21578 articles collected from

Reuters newswire. Following the procedure of Joachims et al. [Joachims, 1998]

and Yang et al. [Yang & Liu, 1999], the categories that have at least one document

in the training set and one in the test set are selected. This leads to a total of 90

categories. We use the ModeApte evaluation [Xue & Zhou, 2009], in which unla-

beled documents are eliminated. After removing the unlabeled documents, there

are 10787 documents left that belong to 90 categories. Each document belongs

to one or more categories and the average number of categories per document

is 1.2. The collection is split into 7768 documents in the training set and 3019

documents in test set.

8.5.2 Baseline

We compare our BOSWE model with a bag-of-words baseline adapted specifi-

cally to text categorization by topic. The following steps are required to obtain

a bag-of-words representation suited for the text categorization task. The text is

first broken down into tokens. After tokenization, the following step is to elimi-

nate the stop words, as they do not provide useful information in the context of

text categorization by topic. The remaining words are stemmed using the Porter

stemmer [Porter, 1980] algorithm1. This algorithm removes the commoner mor-

phological and inflexional endings from words in English. The resulted terms from

1Stemming is the process that reduces a word to its root form.
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Table 8.3: Confusion matrix of a binary classifier with labels +1 or −1. There are
four distinct groups of samples illustrated here: true positive (TP ), false positive
(FP ), false negative (FN), and true negative (TN).

Expert judgments
Labels +1 −1

Classifier +1 TP FP
predictions −1 FN TN

the entire collection of documents are collected into a vocabulary. The frequency

of each term is then computed on a per document basis. Let ft,d denote the raw

frequency of a term t in a document d, namely the number of times t occurs in

d. The bag-of-words representation used as baseline in the following experiments

is obtained by computing the log-normalized term frequency as follows:

tf(t, d) =

{
1 + logft,d, if ft,d > 0

0, if ft,d = 0
. (8.2)

8.5.3 Evaluation Procedure

To evaluate and compare the text categorization approaches, the precision and

the recall are first computed based on the confusion matrix presented in Table 8.3.

The precision is given by the number of true positive documents (TP ) divided

by the number of documents predicted as positive by the classifier (TP + FP ),

while the recall is given by the number of true positive documents (TP ) divided

by the total number of documents marked as positive by a trusted expert judge

(TP + FN). To capture the precision and recall into a single representative

number, the F1 measure can be employed. The F1 measure can be interpreted as

a weighted average of the precision and recall given by:

F1 = 2 · precision · recall
precision+ recall

.

For each category, a binary classifier is trained to predict the positive and

negative labels for the test documents. However, the performance of the classifier
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Table 8.4: Results on the Reuters-21578 test set with different kernels and vo-
cabulary dimensions. The best microF1 and macroF1 scores for each vocabulary
dimension are highlighted in bold.

Vocabulary Linear Hellinger’s Intersection JS PQ
L2-norm L1-norm L1-norm L1-norm L2-norm

microF1

1× 10000 words 86.62% 86.56% 85.28% 86.30% 86.74%
1× 20000 words 86.72% 86.61% 85.66% 86.35% 86.80%
90× 100 words 86.77% 86.91% 86.25% 86.59% 86.84%
90× 200 words 86.83% 87.04% 86.33% 86.74% 87.07%

macroF1

1× 10000 words 49.42% 45.21% 41.19% 43.30% 49.31%
1× 20000 words 49.58% 45.39% 41.55% 43.54% 49.36%
90× 100 words 49.63% 47.71% 42.50% 44.94% 49.49%
90× 200 words 49.68% 47.75% 42.64% 45.06% 49.51%

needs to be evaluated at the global level (over all categories). Two approaches

are used in literature to aggregate the F1 measures over multiple categories. One

is based on computing a confusion matrix for each category, which can be used to

subsequently calculate the F1 measure for each category. Finally, the global F1

measure is obtained by averaging all the F1 measures. This first measure is known

as macro-averaged F1 (macroF1). The other approach is based on computing a

global confusion matrix for all the categories by summing the documents that fall

in each of the four conditioned sets, namely true positives, true negatives, false

positives, and false negatives. The global F1 measure is immediately computed

with the values provided by the global confusion matrix. This second measure is

known as micro-averaged F1 (microF1). As noted by Xue et al. [Xue & Zhou,

2009], the classifier’s performance on rare categories has more impact on the

macro-averaged F1 measure, while the performance on common categories has

more impact on the micro-averaged F1 measure. Thus, it makes sense to report

both these measures in the following experiments.
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Table 8.5: Results on the Reuters-21578 test set with various BOSWE configu-
rations versus a baseline bag-of-words model. The best microF1 and macroF1

scores are highlighted in bold.

Method microF1 macroF1

Baseline BOW 86.09% 49.45%
BOSWE (90× 200 words and linear kernel) 86.83% 49.68%
BOSWE (90× 200 words and PQ kernel) 87.07% 49.51%
BOSWE (90× 200 words and linear kernel + PQ kernel) 87.24% 49.72%

8.5.4 Results

Table 8.4 presents the micro-averaged F1 scores and macro-averaged F1 scores of

various BOSWE models obtained on the Reuters-21578 test set, by combining

different vocabulary dimensions and kernels. The results presented in Table 8.4

indicate that building a vocabulary for each topic gives slightly better results than

building a single vocabulary for all the 90 topics, even though the topic-specific

vocabularies are significantly smaller in size, e.g. 200 words versus 20000 words.

Among the evaluated kernels, we obtain better performance with the linear and

the PQ kernels. While the PQ kernel yields a better microF1 score, the linear

kernel compensates with a better macroF1 score. Nonetheless, the difference

between the two kernels is not significant.

We compare our best BOSWE configurations with two baseline approaches in

Table 8.5. We again try to combine best performing kernels by summing them

up. Although the results indicate that our BOSWE configurations achieve better

performance than the baseline bag-of-words, the differences are not as high as

in the polarity classification experiments. Our best BOSWE configuration yields

a microF1 score of 87.24% and a macroF1 score of 49.72%, which represents

an improvement of 1.15% in terms of microF1 and 0.27% in terms of macroF1

over the baseline. Overall, it seems that the BOSWE model can surpass the

performance of a standard bag-of-words representation for text categorization by

topic.
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Table 8.6: The number of essays and the score ranges for the 8 different prompts
in the Automated Student Assessment Prize (ASAP) data set.

Prompt Number of Essays Score Range

1 1783 2-12
2 1800 1-6
3 1726 0-3
4 1726 0-3
5 1772 0-4
6 1805 0-4
7 1569 0-30
8 723 0-60

8.6 Automatic Essay Scoring Experiments

8.6.1 Data Set

To evaluate our approach, we use the Automated Student Assessment Prize

(ASAP) data set from Kaggle. The ASAP data set contains 8 prompts of dif-

ferent genres. The number of essays per prompt along with the score ranges are

presented in Table 8.6. Since the official test data of the ASAP competition is

not released to the public, we, as well as others before us [Dong & Zhang, 2016;

Dong et al., 2017; Phandi et al., 2015; Tay et al., 2018], use only the training

data in our experiments.

8.6.2 Evaluation Procedure

As in [Dong & Zhang, 2016], we scaled the essay scores into the range 0-1.

We closely followed the same settings for data preparation as [Dong & Zhang,

2016; Phandi et al., 2015]. For the in-domain experiments, we use 5-fold cross-

validation. The 5-fold cross-validation procedure is repeated for 10 times and the

results were averaged to reduce the accuracy variation introduced by randomly

selecting the folds. We note that the standard deviation in all cases in below

0.2%.

For the cross-domain experiments, we use the same source→target domain
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pairs as [Dong & Zhang, 2016; Phandi et al., 2015], namely, 1→2, 3→4, 5→6 and

7→8. All essays in the source domain are used as training data. Target domain

samples are randomly divided into 5 folds, where one fold is used as test data, and

the other 4 folds are collected together to sub-sample target domain train data.

The sub-sample sizes are nt = {10, 25, 50, 100}. The sub-sampling is repeated

for 5 times as in [Dong & Zhang, 2016; Phandi et al., 2015] to reduce bias. As

our approach performs very well in the cross-domain setting, we also present

experiments without sub-sampling data from the target domain, i.e. when the

sub-sample size is nt = 0. As evaluation metric, we use the quadratic weighted

kappa (QWK).

8.6.3 Baselines

We compare our approach with state-of-the-art methods based on handcrafted

features [Phandi et al., 2015], as well as deep features [Dong & Zhang, 2016; Dong

et al., 2017; Tay et al., 2018]. We note that results for the cross-domain setting

are reported only in some of these recent works [Dong & Zhang, 2016; Phandi

et al., 2015].

8.6.4 Implementation Choices

For the string kernels approach, we used the histogram intersection string ker-

nel (HISK) based on the blended range of character n-grams from 1 to 15. To

compute the intersection string kernel, we used the open-source code provided

at http://string-kernels.herokuapp.com. For the BOSWE approach, we set

the number of clusters (dimension of the vocabulary) to k = 500. After comput-

ing the BOSWE representation, we apply the L1-normalized intersection kernel.

We combine HISK and BOSWE in the dual form by summing up the two corre-

sponding matrices. For the learning phase, we employ the dual implementation

of ν-SVR available in LibSVM [Chang & Lin, 2011]. We set its regularization

parameter to c = 103 and ν = 10−1 in all our experiments.
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Table 8.7: In-domain automatic essay scoring results of our approach versus
several state-of-the-art methods [Dong & Zhang, 2016; Dong et al., 2017; Phandi
et al., 2015; Tay et al., 2018]. Results are reported in terms of the quadratic
weighted kappa (QWK) measure, using 5-fold cross-validation. The best QWK
score (among the machine learning systems) for each prompt is highlighted in
bold.

Method 1 2 3 4 5 6 7 8 Overall

Human 0.721 0.814 0.769 0.851 0.753 0.776 0.721 0.629 0.754
[Phandi et al., 2015] 0.761 0.606 0.621 0.742 0.784 0.775 0.730 0.617 0.705
[Dong & Zhang, 2016] - - - - - - - - 0.734
[Dong et al., 2017] 0.822 0.682 0.672 0.814 0.803 0.811 0.801 0.705 0.764
[Tay et al., 2018] 0.832 0.684 0.695 0.788 0.815 0.810 0.800 0.697 0.764
HISK 0.836 0.724 0.677 0.821 0.830 0.828 0.801 0.726 0.780
BOSWE 0.788 0.689 0.667 0.809 0.824 0.824 0.766 0.679 0.756
HISK+BOSWE 0.845 0.729 0.684 0.829 0.833 0.830 0.804 0.729 0.785

8.6.5 In-Domain Results

The results for the in-domain automatic essay scoring task are presented in Ta-

ble 8.7. In our empirical study, we also include feature ablation results. We report

the QWK measure on each prompt as well as the overall average. We first note

that the histogram intersection string kernel alone reaches better overall perfor-

mance (0.780) than all previous works [Dong & Zhang, 2016; Dong et al., 2017;

Phandi et al., 2015; Tay et al., 2018]. Remarkably, the overall performance of

the HISK is also higher than the inter-human agreement (0.754). Although the

BOSWE model can be regarded as a shallow approach, its overall results are com-

parable to those of deep learning approaches [Dong & Zhang, 2016; Dong et al.,

2017; Tay et al., 2018]. When we combine the two models (HISK and BOSWE),

we obtain even better results. Indeed, the combination of string kernels and word

embeddings attains the best performance on 7 out of 8 prompts. The average

QWK score of HISK and BOSWE (0.785) is more than 2% better the average

scores of the best-performing state-of-the-art approaches [Dong et al., 2017; Tay

et al., 2018].
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Table 8.8: Corss-domain automatic essay scoring results of our approach versus
two state-of-the-art methods [Dong & Zhang, 2016; Phandi et al., 2015]. Results
are reported in terms of the quadratic weighted kappa (QWK) measure, using
the same evaluation procedure as [Dong & Zhang, 2016; Phandi et al., 2015]. The
best QWK scores for each source→target domain pair are highlighted in bold.

Source→Target Method nt = 0 nt = 10 nt = 25 nt = 50 nt = 100

1→2 [Phandi et al., 2015] 0.434 0.463 0.457 0.492 0.510
[Dong & Zhang, 2016] - 0.546 0.569 0.563 0.559
HISK 0.440 0.586 0.637 0.652 0.657
BOSWE 0.398 0.474 0.478 0.492 0.506
HISK+BOSWE 0.542 0.584 0.632 0.657 0.661

3→4 [Phandi et al., 2015] 0.522 0.593 0.609 0.618 0.646
[Dong & Zhang, 2016] - 0.628 0.656 0.659 0.662
HISK 0.703 0.716 0.724 0.742 0.751
BOSWE 0.615 0.640 0.716 0.728 0.727
HISK+BOSWE 0.701 0.713 0.737 0.754 0.779

5→6 [Phandi et al., 2015] 0.187 0.539 0.662 0.680 0.713
[Dong & Zhang, 2016] - 0.647 0.700 0.714 0.750
HISK 0.715 0.726 0.754 0.757 0.781
BOSWE 0.617 0.623 0.644 0.650 0.692
HISK+BOSWE 0.728 0.734 0.764 0.771 0.788

7→8 [Phandi et al., 2015] 0.171 0.586 0.607 0.613 0.621
[Dong & Zhang, 2016] - 0.570 0.590 0.568 0.587
HISK 0.486 0.604 0.617 0.626 0.639
BOSWE 0.419 0.526 0.577 0.582 0.591
HISK+BOSWE 0.522 0.606 0.637 0.638 0.649

8.6.6 Cross-Domain Results

The results for the cross-domain automatic essay scoring task are presented in

Table 8.8. For each and every source→target pair, we report better results than

both state-of-the-art methods [Dong & Zhang, 2016; Phandi et al., 2015]. We ob-

serve that the difference between our best QWK scores and the other approaches

are sometimes much higher in the cross-domain setting than in the in-domain

setting. We particularly notice that the difference from [Phandi et al., 2015]

when nt = 0 is always higher than 10%. Our highest improvement (more than

54%, from 0.187 to 0.728) over [Phandi et al., 2015] is recorded for the pair 5→6,
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when nt = 0. Our score in this case (0.728) is even higher than both scores of

[Dong & Zhang, 2016; Phandi et al., 2015] when they use nt = 50. Different

from the in-domain setting, we note that the combination of string kernels and

word embeddings does not always provide better results than string kernels alone,

particularly when the number of target samples (nt) added into the training set

is less or equal to 25.

8.7 Discussion

In this paper, we have presented an approach for building an effective feature

representation for various text classification tasks. The proposed approach is

based on clustering word embeddings using k-means and on representing a text

document as a bag-of-super-word-embeddings, in a similar fashion to the bag-of-

visual-words model, which is broadly used in computer vision for representing

images. The empirical results on polarity classification and text categorization

by topic demonstrate that our approach is able to surpass the classical bag-of-

words approach. Moreover, the automatic essay scoring experiments indicate that

BOSWE in combination with string kernels attain the best performance on the

automatic essay scoring task. Using a shallow approach, we report better results

compared to recent deep learning approaches [Dong & Zhang, 2016; Dong et al.,

2017; Tay et al., 2018].

Some researchers [Martinet, 2014] have questioned the suitability of the k-

means algorithm for the vector quantization of visual words, as the generated

clusters (visual words) do not follow Zipf’s law, although words in natural lan-

guage do follow it. In future work, we aim to replace the k-means clustering

approach with alternative approaches, such as density-based clustering or self-

organizing maps. In case the words projected in the embedding space are not

uniformly distributed, it would be more appropriate to employ a clustering al-

gorithm that is able to capture the distribution of the embedded words into a

vocabulary that follows Zipf’s law. According to Martinet [Martinet, 2014], this

can lead to more accurate results. Another direction that is worth looking into

in future work is to include spatial information into the BOSWE model. Spatial

information [Ionescu & Popescu, 2015a] has already been shown to improve the
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performance of the bag-of-visual-words model for object recognition in Chapter 3

and the performance of the bag-of-words model for text categorization by topic

in Chapter 7. This seems to be a promising way to further improve the accuracy

of the bag-of-super-word-embeddings.
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Chapter 9

Word Sense Disambiguation

using ShotgunWSD

Abstract

ShotgunWSD is a recent unsupervised and knowledge-based algorithm for global

word sense disambiguation (WSD). The algorithm is inspired by the Shotgun se-

quencing technique, which is a broadly-used whole genome sequencing approach.

ShotgunWSD performs WSD at the document level based on three phases. The

first phase consists of applying a brute-force WSD algorithm on short context

windows selected from the document in order to generate a short list of likely

sense configurations for each window. The second phase consists of assembling

the local sense configurations into longer composite configurations by prefix and

suffix matching. In the third phase, the resulted configurations are ranked by their

length, and the sense of each word is chosen based on a majority voting scheme

that considers only the top configurations in which the respective word appears.

In this chapter, we present an improved version (2.0) of ShotgunWSD which is

based on a different approach for computing the relatedness score between two

word senses, a step that stays at the core of building better local sense configura-

tions. For each sense, we collect all the words from the corresponding WordNet

synset, gloss and related synsets, into a sense bag. We embed the collected words

from all the sense bags in the entire document into a vector space using a common
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word embedding framework. The word vectors are then clustered using k-means

to form clusters of semantically related words. At this stage, we consider that

clusters with fewer samples (with respect to a given threshold) represent outliers

and we eliminate these clusters altogether. Words from the eliminated clusters are

also removed from each and every sense bag. Finally, we compute the median of

all the remaining word embeddings in a given sense bag to obtain a sense embed-

ding for the corresponding word sense. We compare the improved ShotgunWSD

algorithm (version 2.0) with its previous version (1.0) as well as several state-

of-the-art unsupervised WSD algorithms. We demonstrate that ShotgunWSD 2.0

yields better performance on four data sets: SemEval 2007, Senseval-2, Senseval-

3 and SemEval 2015. Furthermore, our algorithm outperforms the strong Most

Common Sense (MCS) baseline on one data set, a remarkable achievement for

an unsupervised technique.

9.1 Introduction

Word Sense Disambiguation (WSD) is a core problem studied in the Natural

Language Processing (NLP) community. WSD refers to the task of identifying

which sense of a word is used in a given context. It has the potential to improve

many NLP applications such as machine translation [Carpuat & Wu, 2007], text

summarization [Plaza et al., 2011], information retrieval [Chifu & Ionescu, 2012]

or sentiment analysis [Sumanth & Inkpen, 2015]. Most of the existing WSD

algorithms [Agirre & Edmonds, 2006; Navigli, 2009] are usually divided into su-

pervised, unsupervised, and knowledge-based techniques. Nonetheless, hybrid

approaches, for instance unsupervised and knowledge-based, have also been pro-

posed in the literature [Hristea et al., 2008]. Among these, supervised methods

have reached the best disambiguation results [Iacobacci et al., 2016], but their

main disadvantage is that they need large amounts of labeled examples for the

supervised learning stage. Since large annotated corpora are difficult to obtain,

many researchers have turned their focus on developping unsupervised learning

approaches [Bhingardive et al., 2015; Chen et al., 2014; Schwab et al., 2012,

2013a,b].

In this chapter, we present an improved version of a novel WSD algorithm [But-
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naru et al., 2017], termed ShotgunWSD1, that stems from the Shotgun genome

sequencing technique [Anderson, 1981; Istrail et al., 2004]. Our WSD algorithm is

also unsupervised, but it requires knowledge in the form of WordNet [Fellbaum,

1998; Miller, 1995] synsets as well as relations. More precisely, for each sense

of a word, we build a disambiguation vocabulary (or sense bag) that is an un-

ordered list of words collected from the corresponding WordNet synset, gloss and

related synsets which are chosen depending on the part-of-speech of the ambigu-

ous word. To this end, ShotgunWSD can be viewed as a hybrid (unsupervised

and knowledge-based) approach.

In general, WSD algorithms can be divided into approaches that work at the

local level and approaches that work at the global level. A local WSD approach,

such as the extended Lesk measure [Banerjee & Pedersen, 2002, 2003; Lesk, 1986],

is designed to assign the corresponding sense for a target word in a given con-

text window of a few words. The corresponding sense is usually selected from

an existing sense inventory. For instance, for the word “sense” in the context

“You have a good sense of humor.”, a local WSD algorithm should choose the

sense that corresponds to the natural ability rather than the meaning of a word

or the sensation. Rather more generally, a global WSD algorithm aims to choose

the appropriate sense for each ambiguous word in an entire text document. The

obvious solution for global WSD is the exhaustive evaluation of all sense combi-

nations (configurations) [Patwardhan et al., 2003], but the time complexity grows

exponentially along with the number of words in the document, as also noted in

[Schwab et al., 2012, 2013a]. For example, in the sentence “You have a good sense

of humor.”, we have four ambiguous WordNet [Miller, 1995] entries (considering

that the part-of-speech of each word is already known): “have” (with 19 senses as

verb), “good” (with 21 senses as adjective), “sense” (with 5 senses as noun) and

“humor” (with 6 senses as noun). Consequently, there are 19×21×5×6 = 11970

possible sense configurations. However, if we extend the sentence to “I think that

you have a good sense of humor.”, we have two more ambiguous words: “I” (with

3 senses as noun) and “think” (with 13 senses as verb). In this case, the number

of possible configurations grows to 3 × 13 × 19 × 21 × 5 × 6 = 466830. This

1The open source implementation of ShotgunWSD is provided for free at https://github.
com/butnaruandrei/ShotgunWSD.
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examples reveals that the brute-force (BF) solution quickly becomes impractical

for windows of more than a few words. Therefore, several approximation meth-

ods [Schwab et al., 2012, 2013a] have been proposed for the global WSD task in

order to overcome the exponential growth of the search space. ShotgunWSD is

conceived to perform global WSD by combining multiple local sense configura-

tions that are obtained using BF search, thus avoiding BF search on the whole

text document. It employs a local WSD algorithm to build the local sense con-

figurations. Butnaru et al. [Butnaru et al., 2017] alternatively used two methods

for this step, namely the extended Lesk measure [Banerjee & Pedersen, 2002,

2003] and an approach based on deriving sense embeddings from word embed-

dings [Bengio et al., 2003; Collobert & Weston, 2008; Mikolov et al., 2013]. In

this chapter, we describe a third approach which starts by embedding the words

collected from all the sense bags in the entire document into a vector space using a

common word embedding framework [Mikolov et al., 2013]. The word vectors are

then clustered using k-means to form clusters of semantically related words. At

this stage, we consider that clusters with fewer samples (with respect to a given

threshold) belong to outlier (unlikely) senses and we eliminate these clusters from

the subsequent steps. Words from the eliminated clusters are also removed from

each and every sense bag. Finally, we compute the median of all the remaining

word embeddings in a given sense bag to obtain a sense embedding for the cor-

responding word sense. Hence, the derived sense embedding will not take into

the account outlier words and will reduce the chance of selecting unlikely word

senses. The main difference between ShotgunWSD 2.0 and its previous version

presented in [Butnaru et al., 2017] consists of applying k-means clustering and

eliminating smaller (outlier) clusters of semantically related words.

Our global WSD algorithm is comprised of three main phases. In the first

phase, context windows of fixed length are selected from the document, and for

each context window the top scoring sense configurations constructed by BF

search are kept for the upcoming phase. The second phase consists of merging

the retained sense configurations based on prefix and suffix matching. Finally,

the third phase consists of ranking the configurations obtained this far by their

length (the longer, the better), and choosing the sense of each word through a

majority vote on a short list of top configurations that cover the respective word.
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We have conducted experiments on SemEval 2007 [Navigli et al., 2007], Senseval-

2 [Edmonds & Cotton, 2001], Senseval-3 [Mihalcea et al., 2004] and SemEval

2015 [Moro & Navigli, 2015] data sets in order to compare ShotgunWSD 2.0 with

its previous version [Butnaru et al., 2017] and other state-of-the-art unsupervised

and knowledge-based approaches [Bhingardive et al., 2015; Chen et al., 2014;

Manion, 2015; Schwab et al., 2013a], as well as the Most Common Sense (MCS)

baseline1. MCS is considered as one of the strongest baselines in WSD [Agirre &

Edmonds, 2006]. The empirical results show that our algorithm compares favor-

ably to these state-of-the-art approaches on all four data sets. Furthermore, our

algorithm outperforms the Most Common Sense (MCS) baseline on one data set,

which is a remarkable achievement for an unsupervised technique.

We organize the rest of this chapter as follows. We present related work on

unsupervised and knowledge-based WSD algorithms in Section 9.2. We describe

the ShotgunWSD algorithm in Section 9.3. We present the experiments in Sec-

tion 9.4. Finally, we draw our conclusions in Section 9.5.

9.2 Related Work

Researchers have proposed a wide range of methods to perform WSD [Agirre &

Edmonds, 2006; Navigli, 2009; Vidhu Bhala & Abirami, 2014]. The most accu-

rate techniques are supervised [Iacobacci et al., 2016], but they require annotated

training corpora which are very difficult to obtain. In order to overcome this

limitation, some researchers have proposed alternative WSD methods based on

unsupervised learning or knowledgde bases [Agirre et al., 2014; Banerjee & Ped-

ersen, 2002, 2003; Bhingardive et al., 2015; Chen et al., 2014; Nguyen & Ock,

2013; Panchenko et al., 2017; Schwab et al., 2012, 2013a,b]. Since our algorithm

is unsupervised and based on the WordNet [Fellbaum, 1998; Miller, 1995] knowl-

edge base, our main focus is to present related work in the same area. Banerjee et

al. [Banerjee & Pedersen, 2002] extend the gloss overlap algorithm of Lesk [Lesk,

1986] by using WordNet relations. Patwardhan et al. [Patwardhan et al., 2003]

propose a brute-force algorithm for global WSD by employing the extended Lesk

measure [Banerjee & Pedersen, 2002, 2003] to compute the semantic relatedness

1Also known as the Most Frequent Sense baseline.
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among senses in a given text. As discussed in Section 9.1, their BF approach is

not suitable for whole text documents, because of the high computational time.

More recently, Schwab et al. [Schwab et al., 2012] propose and compare three

stochastic algorithms for global WSD as alternatives to BF search, namely a

Genetic Algorithm, Simulated Annealing, and Ant Colony Optimization. Among

these algorithms, the authors have found that the Ant Colony Algorithm [Schwab

et al., 2012, 2013a] yields better results than the other two. Panchenko et al.

[Panchenko et al., 2017] propose an unsupervised and knowledge-free word sense

induction and disambiguation approach that relies on induced inventories as a

pivot for learning sense feature representations.

Recently, word embeddings have been employed in various works [Bhingar-

dive et al., 2015; Chen et al., 2014; Iacobacci et al., 2016] to improve WSD

results. Word embeddings are long known in the NLP community [Bengio et al.,

2003; Collobert & Weston, 2008], but they have recently become more popular

due to the work of Mikolov et al. [Mikolov et al., 2013] which introduced the

word2vec framework that allows to efficiently build vector representations from

words. Chen et al. [Chen et al., 2014] present a unified model for joint word

sense representation and disambiguation. They use the Skip-gram model to learn

word vectors. On the other hand, Bhingardive et al. [Bhingardive et al., 2015]

use pre-trained word vectors to build sense embeddings by averaging the word

vectors produced for each sense of a target word. As their goal is to find an

approximation for the MCS baseline, they consider the sense embedding that is

closest to the embedding vector of the target word. Iacobacci et al. [Iacobacci

et al., 2016] propose different methods through which word embeddings can be

leveraged in a supervised WSD system architecture. Interestingly, Iacobacci et

al. [Iacobacci et al., 2016] find that a WSD method based on word embeddings

alone can provide significant performance improvements over a state-of-the-art

WSD system that uses standard features for the WSD task.

9.3 Method

As illustrated in Section 9.1 and also noted by Schwab et al. [Schwab et al.,

2012], brute-force WSD algorithms based on semantic relatedness [Patwardhan
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et al., 2003] are not practical for whole text disambiguation due to their expo-

nential time complexity. In this section, we describe a WSD algorithm that aims

to avoid this computational issue. Our algorithm is inspired by the Shotgun

genome sequencing technique [Anderson, 1981] which is used in genetics research

to obtain long DNA strands, a task known as whole genome sequencing. For

instance, Istrail et al. [Istrail et al., 2004] have used this technique to assemble

the human genome. Before a long DNA strand can be read, Shotgun sequencing

needs to create multiple copies of the respective strand. Next, DNA is randomly

broken down into many small segments called reads (usually between 30 and

400 nucleotides long), by adding a restriction enzyme into the chemical solution

containing the DNA. The reads can then be sequenced using Next-Generation Se-

quencing techonlogy [Voelkerding et al., 2009], for example by using an Illumina

(Solexa) machine [Bennett, 2004]. In genome assembly, the low quality reads are

usually eliminated [Patel & Jain, 2012] and the whole genome is reconstructed by

assembling the remaining reads. One strategy is to merge two or more reads in

order to obtain longer DNA segments, if they have a significant overlap of match-

ing nucleotides. Because of reading errors or mutations, the overlap is usually

measured using a distance measure, for example the edit distance [Levenshtein,

1966]. If a backbone DNA sequence is available, the reads are aligned to the

backbone DNA before assembly, in order to find their approximate position in

the DNA that needs to be reconstructed.

We next present how we adapt the Shotgun sequencing technique for the

task of global WSD. We will make a few observations along the way that will

lead to a simplified method, namely ShotgunWSD, which is formally presented

in Algorithm 8. The three main phases of ShotgunWSD are also illustrated in

Figure 9.1. We use the following notations in Algorithm 8. An array (or an

ordered set of elements) is denoted by X = (x1, x2, ...., xm) and the length of X is

denoted by |X| = m. Arrays are considered to be indexed starting from position

1, thus X[i] = xi, ∀i ∈ {1, 2, ...m}.
Our goal is to find a configuration of senses G for the whole document D,

that matches the ground-truth configuration produced by human annotators. A

configuration of senses is simply obtained by assigning a sense to each word in the

text document D. In this work, the senses are selected from WordNet [Fellbaum,
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Algorithm 8: ShotgunWSD Algorithm
1 Input:
2 D = (w1, w2, ..., wm) – a document of m words denoted by wi, i ∈ {1, 2, ...,m};
3 n – the length of the context windows (1 < n < m);
4 k – the number of sense configurations considered for the voting scheme (k > 0);

5 Initialization:
6 c← 20;
7 for i ∈ {1, 2, ...,m} do
8 Swi ← the set of WordNet synsets of wi;

9 S← ∅;
10 G← (0, 0, ...., 0), such that |G| = m;

11 Computation:
12 for i ∈ {1, 2, ...,m− n+ 1} do
13 Ci ← ∅;
14 while did not generate all sense configurations do
15 C ← a new configuration (swi , swi+1 , ..., swi+n−1 ), swj ∈ Swj , ∀j ∈ {i, ..., i+ n− 1}, such

that C /∈ Ci;
16 r ← 0;
17 for p ∈ {1, 2, ..., n− 1} do
18 for q ∈ {p+ 1, 2, ..., n} do

19 r ← r + 0.1
|p−q|−1

n−1 · relatedness(C[p], C[q]);

20 Ci ← Ci ∪ {(C, i, n, r)};

21 Ci ← the top c configurations obtained by sorting the configurations in Ci by their relatedness
score (descending);

22 S← S ∪ Ci;

23 for l ∈ {min{5, n− 1}, ..., 1} do
24 for p ∈ {1, 2, ..., |S|} do
25 (Cp, ip, np, rp)← the p-th component of S;
26 for q ∈ {1, 2, ..., |S|} do
27 (Cq , iq , nq , rq)← the q-th component of S;
28 if iq − ip < np and ip 6= iq then
29 t← true;
30 for x ∈ {1, ..., l} do
31 if Cp[np − l + x] 6= Cq [x] then
32 t← false;

33 if t = true then
34 Cp⊕q ← (Cp[1], Cp[2], ..., Cp[np], Cq [l + 1], Cq [l + 2], ..., Cq [nq ]);
35 rp⊕q ← rp;
36 for i ∈ {1, 2, ..., np + nq − l} do
37 for j ∈ {l + 1, l + 2, ..., nq} do

38 rp⊕q ← rp⊕q + 0.1
|i−j|−1

n−1 · relatedness(Cp⊕q [i], Cq [j]);

39 S← S ∪ {(Cp⊕q , ip, np + nq − l, rp⊕q)};

40 for j ∈ {1, 2, ...,m} do
41 Qj ← {(C, i, d, r) | (C, i, d, r) ∈ S, j ∈ {i, i+ 1, ..., i+ d− 1}};
42 Qj ← the top k configurations obtained by sorting the configurations in Qj by their length

(descending);
43 pswj ← the predominant sense obtained by using a majority voting scheme on Qj ;

44 G[j]← pswj ;

45 Output:
46 G = (psw1 , psw2 , ..., pswm ), pswi ∈ Swi , ∀i ∈ {1, 2, ...,m} – the global configuration of senses returned

by the algorithm.
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Figure 9.1: An example of building a global sense configuration with Shot-
gunWSD for a document of 7 words. The algorithm is based on three main
phases: building local sense configurations using a brute-force approach, assem-
bling shorter configurations into longer configurations by prefix-suffix matching
and majority voting.

1998; Miller, 1995], according to steps 7-8 of Algorithm 8. Naturally, we will con-

sider that the sense configuration of the whole document corresponds to the long

DNA strand (whole genome) that needs to be sequenced. In this context, sense

configurations of short context windows (less than 10 words) will correspond to
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the short DNA reads. A crucial difference here is that we know the location

of the context windows in the whole document from the very beginning, so our

task will be much easier compared to Shotgun sequencing (we do not need to use

a backbone solution for the alignment of short sense configurations). At every

possible location in the text document D, we select a window of n words accord-

ing to step 12 of Algorithm 8. The window length n is an external parameter

of our algorithm that can be tuned for an optimal trade-off between accuracy

and speed. For each context window we compute all possible sense configura-

tions, according to step 14-15 of Algorithm 8. A score is assigned to each sense

configuration by computing the semantic relatedness between word senses (steps

16-19), as described by Patwardhan et al. [Patwardhan et al., 2003]. Butnaru et

al. [Butnaru et al., 2017] alternatively employed two measures to compute the

semantic relatedness, one is the extended Lesk measure [Banerjee & Pedersen,

2002, 2003] and the other is a simple approach based on deriving sense embed-

dings from word embeddings [Mikolov et al., 2013]. In this chapter, we present

a third approach that is based on clustering word vectors with k-means and on

eliminating the smaller clusters (which contain outlier words). For the sake of

completeness, all three methods are described in Section 9.3.1. In the new version

of ShotgunWSD, we modify step 19 in order to weight the relatedness score by

the distance between the two ambiguous words, as in [Iacobacci et al., 2016]. The

reason for weighting the score is that if two words are farther apart from each

other, their relatedness score should have a smaller contribution to the total score

of the local sense configuration. For the assembly phase (steps 23-39), we keep

the top scoring sense configurations, according to step 21 of Algorithm 8. In step

21, we use an internal parameter c in order to determine exactly how many sense

configurations are retained per context window. Another important remark is

that we assume that the BF algorithm used for generating sense configurations

for short windows does not produce output errors (as in genome sequencing), so

it is not necessary to use a distance measure in order to find overlaps for merging

configurations. We simply check if the suffix of a former configuration coincides

(matches exactly) with the prefix of a latter configuration in order to join them

together, according to steps 29-33 of Algorithm 8. The length l of the suffix and

the prefix that get overlapped needs to be strictly greater then zero, so at least

260



one sense choice needs to coincide. We gradually consider shorter and shorter

suffix and prefix lengths starting with l = min{5, n − 1}, according to step 23

of Algorithm 8. Sense configurations are assembled in order to obtain longer

configurations (step 34), until none of the resulted configurations can be further

merged together. When merging, the relatedness score of the resulting configu-

ration needs to be recomputed (steps 36-38), but we can take advantage of some

of the previously computed scores (step 35). Longer configurations indicate that

there is an agreement (regarding the chosen senses) that spans across a longer

piece of text. In other words, longer configurations are more likely to provide

correct sense choices, since they inherently embed a higher degree of agreement

among senses. After the configuration assembly phase, we start assigning the

sense to each word in the document, according to step 40 of Algorithm 8. Ac-

cording to step 42, we build a ranked list of sense configurations for each word

in the document, based on the assumption that longer configurations provide

better information about correct word senses. Naturally, for a given word, we

only consider the configurations that contain the respective word, according to

step 41. Finally, the sense of each word is given by a majority vote on the top k

configurations from its ranked list, according to steps 43-44 of Algorithm 8. The

number of sense configurations k is an external parameter of our approach, and

it can be tuned for optimal results.

9.3.1 Semantic Relatedness

For a sense configuration assigned to a context window of n words, we compute a

semantic relatedness score (numeric value) between each pair of selected senses. In

steps 19 and 38 of Algorithm 8, the score is computed by the relatedness function,

which takes two word senses as input and provides their semantic relatedness score

as output. Butnaru et al. [Butnaru et al., 2017] used two different approaches for

computing the relatedness score. In this chapter, we present a third approach.

We note that all three approaches are built on top of WordNet semantic relations.

Each of the three approaches can be regarded as a different way of estimating the

semantic relatedness of two WordNet synsets. For each synset, we first build a

disambiguation vocabulary (also referred to as sense bag) by extracting words from

261



the WordNet [Fellbaum, 1998; Miller, 1995] lexical knowledge base, as described

next. Starting from the synset itself, we first include all the synonyms that

form the respective synset along with the content words of the gloss (examples

included). We also include into the disambiguation vocabulary words indicated

by specific WordNet semantic relations that are chosen according to the part-

of-speech of the ambiguous word. More precisely, we have considered hyponyms

and meronyms for nouns. For adjectives, we have considered similar synsets,

antonyms, attributes, pertainyms and related (see also) synsets. For verbs, we

have considered troponyms, hypernyms, entailments and outcomes. Finally, for

adverbs, we have considered antonyms, pertainyms and topics. These choices

have been made because previous studies [Banerjee & Pedersen, 2003; Hristea

et al., 2008] have reached the conclusion that using these specific relations for

each part-of-speech provides better empirical results for the WSD task. The

disambiguation vocabulary generated by the WordNet feature selection described

so far requires further processing in order to obtain our final vocabulary. This

processing produces a closed and uniform feature set. The first processing step is

to eliminate the stopwords. The remaining words are stemmed using the Porter

stemmer algorithm [Porter, 1980]. The stemming process reduces a word to its

root form by removing the most common morphological and inflexional endings

from words in English. The resulted stems represent the final set of features that

we use for computing the relatedness score between two synsets. For the sake of

completeness, we next describe the two approaches for computing the relatedness

score proposed in [Butnaru et al., 2017], as well as our novel approach based on

removing outlier words using k-means clustering.

9.3.1.1 Extended Lesk Measure

The original Lesk algorithm [Lesk, 1986] takes into account one word overlaps

among the glosses of a target word and those that surround it in a given context.

Banerjee et al. [Banerjee & Pedersen, 2002] consider that this is a significant lim-

itation of the original Lesk algorithm, since dictionary glosses tend to be fairly

short and they fail to provide sufficient information to make fine grained distinc-

tions between word senses. To this end, Banerjee et al. [Banerjee & Pedersen,
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2003] extend the original Lesk algorithm with a measure that takes two Word-

Net synsets as input and returns a numeric value that quantifies their degree of

semantic relatedness by taking into consideration the glosses of related WordNet

synsets as well. Moreover, when comparing two glosses, the extended Lesk mea-

sure considers overlaps of multiple consecutive words, based on the assumption

that a longer phrase is more representative for the relatedness of the two synsets.

Given two input glosses, the longest overlap between them is detected and then

replaced with a unique marker (symbol) in each of the two glosses. The resulted

glosses are then again checked for overlaps, and this process continues until there

are no more overlaps. The lengths of the detected overlaps are squared and added

together to obtain the score for the given pair of glosses. Depeding on the Word-

Net relations used for each part-of-speech, several pairs of glosses are compared

and summed up together to obtain the final relatedness score. However, WordNet

does not define semantic relations between synsets if they do not belong to the

same part-of-speech. For this reason, we compute the semantic relatedness using

only the WordNet glosses and examples when two words are of different parts-

of-speech. Further details regarding the extended Lesk measure are provided by

Banerjee et al. [Banerjee & Pedersen, 2003].

9.3.1.2 Sense Embeddings

In this section, we describe a simple approach based on word embeddings to

measure the semantic relatedness of two synsets. Approaches based on word em-

beddings [Bengio et al., 2003; Collobert & Weston, 2008; Mikolov et al., 2013]

represent words as a low-dimensional real-valued vectors, such that semantcially

related words reside in close vicinity in the generated space. In our algorithm,

we employ the pre-trained word embeddings computed by the word2vec frame-

work [Mikolov et al., 2013] on the Google News data set using the Skip-gram

model. This pre-trained model contains 300-dimensional vectors for nearly 3

million words and phrases.

We compute the relatedness score between two synsets as described next. We

embed each word in the disambiguation vocabulary of a synset in order to obtain

the corresponding word vector. We thus obtain a set of word embedding vectors

263



for each given synset. We derive the sense embedding for a synset simply by

computing the median of all the word embeddings in the corresponding set. We

can naturally assume that some of the word vectors in the set correspond to words

that do not help the disambiguation process. From this point of view, these words

can be regarded as outliers. In this context, we consider that using the (geometric)

median instead of the mean is more appropriate, as the mean is largely influenced

by outliers. It is important to note that our third approach (presented next) for

computing the semantic relatedness aims to properly address the outlier removal

issue. According to our second approach, the semantic relatedness of two synsets

is simply given by the cosine similarity between their median vectors:

relatedness(A,B) =

∑m
i=1 ai · bi√∑m

i=1 a
2
i

√∑m
i=1 b

2
i

,

where A and B are m-dimensional median vectors corresponding to two WordNet

synsets. For the employed word2vec model, the vectors have m = 300 compo-

nents.

An important remark is that Bhingardive et al. [Bhingardive et al., 2015]

proposed an approach based on the mean (instead of the median) of word vectors

to construct sense embeddings, but with a slightly different purpose than ours,

namely to determine which synset is most similar to the target word, assuming

that the respective synset should correspond to the most common sense of the

respective word. As such, they completely disregard the context of the target

word. Different from their approach, we are trying to measure the semantic

relatedness between two synsets of distinct words that appear in the same context

window. Furthermore, the empirical results presented in Section 9.4 show that

our approach yields better performance than the MCS estimation approach of

Bhingardive et al. [Bhingardive et al., 2015], thus putting an even greater gap

between the two methods.

9.3.1.3 Sense Embeddings after Outlier Removal

We start by gathering the words in the document that we aim to disambiguate

into a set. Along with the words in the document, we also add all the words
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Figure 9.2: A set of 400 data points sampled from two normal distributions of
different means. The points are clustered into 30 clusters using k-means. The
centroids of clusters with less than 10 samples are represented with a large blue
square.

from the disambiguation vocabularies of each sense of each ambiguous word

in the document. Each word is then embedded into a vector space using the

word2vec [Mikolov et al., 2013] framework. Based on the fact that word embed-

dings carry semantic information by projecting semantically related words in the

same region of the embedding space, the next step is to cluster the word vectors in

order to obtain relevant semantic clusters of words. The words are clustered using

k-means clustering with k-means++ [Arthur & Vassilvitskii, 2007] initialization.

Next, we eliminate the clusters with fewer samples, based on the assumption

that these smaller clusters contain mostly outlier samples. We motivate our

assumption through the following toy example. We generate 400 data points

sampled from two normal distributions of different means. We group the points

into k = 30 clusters using k-means and we illustrate the result in Figure 9.2. We

then count the number of points in each cluster and obtain the histogram depicted

in Figure 9.3. In this example, we consider that the clusters with less than 10

data points contain mostly outliers. The centroids of these smaller clusters are

marked with a large blue square in Figure 9.2. We can clearly see that the

marked clusters are farthest from both normal distribution means, indicating
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Figure 9.3: A histogram representing the number of data points in each cluster.
The histogram corresponds to the k-means clustering applied over the 400 data
points illustrated in Figure 9.2. A threshold of 10 is used to detect clusters of
outliers.

that the containing points are indeed outliers. This assumption is also supported

by the results in abnormal event detection in video presented in Chapter 5 and

in [Ionescu et al., 2018], since the same approach (based on k-means) is employed

to remove clusters of outlier motion samples. Nevertheless, our aim is to test out

this assumption by quantifying the performance improvement of ShotgunWSD

2.0 over its previous version. To this end, we remove the words that belong to

the eliminated clusters from each and every sense bag. We next compute the

median of all the remaining word embeddings in a given sense bag to obtain a

sense embedding for the corresponding word sense. The semantic relatedness of

two synsets is given by the cosine similarity between the corresponding medians.

9.4 Experiments and Results

9.4.1 Data Sets

We evaluate the first and second version of our global WSD algorithm on four data

sets. We compare both versions of ShotgunWSD with several state-of-the-art un-

supervised and knowledge-based WSD methods, as long as the works presenting

these methods [Apidianaki & Gong, 2015; Bhingardive et al., 2015; Chen et al.,

2014; Manion, 2015; Schwab et al., 2013a; Torres & Gelbukh, 2009] report results
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Table 9.1: A summary of the number of ambiguous words along with the distri-
bution of ambiguous words per part-of-speech in the four data sets considered in
our evaluation.

Data Set Words Nouns Adjectives Verbs Adverbs

SemEval 2007 2269 1108 362 591 208
Senseval-2 2473 1136 457 581 299
Senseval-3 2081 951 364 751 15
SemEval 2015 1175 671 166 254 84

on the data sets considered in this chapter.

We first compare ShotgunWSD with the MCS baseline and two state-of-the-

art approaches [Chen et al., 2014; Schwab et al., 2013a], on the SemEval 2007

coarse-grained English all-words task [Navigli et al., 2007]. The SemEval 2007

coarse-grained English all-words data set1 consists of 5 documents that contain

2269 ambiguous words altogether. While Schwab et al. [Schwab et al., 2013a] and

Chen et al. [Chen et al., 2014] report results on SemEval 2007, Bhingardive et al.

[Bhingardive et al., 2015] and Torres et al. [Torres & Gelbukh, 2009] report results

on Senseval-2 and Senseval-3. Hence, we also compare our approach with the MCS

baseline, the MCS estimation method of Bhingardive et al. [Bhingardive et al.,

2015] and the extended Lesk algorithm [Torres & Gelbukh, 2009] on the Senseval-

2 English all-words [Edmonds & Cotton, 2001] and the Senseval-3 English all-

words [Mihalcea et al., 2004] data sets. The Senseval-2 data set1 consists of 3

documents that contain 2473 ambiguous words, while the Senseval-3 data set1

consists of 3 documents that contain 2081 ambiguous words. Finally, we compare

our approach with the winner [Apidianaki & Gong, 2015] and the first runner

up [Manion, 2015] in the SemEval 2015 English all-words WSD task [Moro &

Navigli, 2015]. The SemEval 2015 data set [Moro & Navigli, 2015] is composed of

4 documents that contain 1175 ambiguous words. A summary of the distribution

of ambiguous words per part-of-speech in each data set is presented in Table 9.1.

1http://nlp.cs.swarthmore.edu/semeval/tasks/index.php
1http://web.eecs.umich.edu/$\sim$mihalcea/downloads.html
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Figure 9.4: The F1 scores of ShotgunWSD 2.0 on the first document of SemEval
2007, using different numbers of clusters for k-means.

9.4.2 Parameter Tuning

For ShotgunWSD 1.0, we use the same parameters as in [Butnaru et al., 2017].

The internal parameter c is set to 20, since this value gives a reasonable amount

of configuration choices for the subsequent steps, without using too much space

and time. The length of the context windows is set to n = 8, as ShotgunWSD

1.0 runs in a reasonable amount of time with this length, namely 187 seconds

on the first document of SemEval 2007. The reported time is measured on a

computer with Intel Core i7 3.4 GHz processor and 16 GB of RAM using a single

Core. The final sense for each word is assigned using a majority vote based on

the top k = 15 configurations. For ShotgunWSD 2.0, we use the same values for

the parameters c and k. However, the k-means clustering step requires additional

processing time, so we need to reduce the window length to n = 6 in order to

reach a processing time of the same order of magnitude to ShotgunWSD 1.0. On

the same machine, ShotgunWSD 2.0 with n = 6 runs in 105 seconds on the first

document of SemEval 2007, which is slightly faster than ShotgunWSD 1.0 with

n = 8. Butnaru et al. [Butnaru et al., 2017] showed that the processing time

grows exponentially with the window length, hence n = 8 would not a reasonable

choice for ShotgunWSD 2.0.

There are two additional parameters for ShotgunWSD 2.0: the number of k-
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Figure 9.5: The F1 scores of ShotgunWSD 2.0 on the first document of SemEval
2007, using different thresholds for eliminating the smaller k-means clusters.

means clusters and the threshold used for outlier cluster elimination. As in [But-

naru et al., 2017; Schwab et al., 2013a], we tune our parameters on the first

document of SemEval 2007. By tuning the parameters on just one document

from SemEval 2007, we avoid the overfitting to a particular data set. We tested

our algorithm using 50, 100, 250, 500 and 750 clusters and we found out that the

performance starts to slightly drop after 250 clusters, as illustrated in Figure 9.4.

In the end, we opted to use 250 clusters in all the experiments. We also tried to

find out if eliminating 10%, 25% or 50% of the smaller (outlier) clusters would

have a different effect on performance. As shown in Figure 9.5, it seems that

eliminating 25% of the clusters is the optimal choice. It is important to note that

we use the same parameters throughout the subsequent experiments on all four

data sets.

9.4.3 Results on SemEval 2007

First, we conduct an empirical study on the SemEval 2007 coarse-grained En-

glish all-words task in order to evaluate the performance of ShotgunWSD 1.0 and

2.0 as well as other WSD methods. As described in Section 9.3.1, we use two

alternative approaches for computing the semantic relatedness scores in Shot-

gunWSD 1.0, namely extended Lesk and sense embeddings. ShotgunWSD 2.0 is
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Table 9.2: The F1 scores of ShotgunWSD 1.0 and ShotgunWSD 2.0 versus
the F1 scores of various unsupervised state-of-the-art WSD approaches, on the
SemEval 2007 coarse-grained English all-words task. The results reported for
ShotgunWSD 1.0 are obtained for windows of n = 8 words and a majority vote
on the top k = 15 configurations. The results reported for ShotgunWSD 2.0
are obtained for windows of n = 6 words, a majority vote on the top k = 15
configurations and k-means clustering with 250 clusters.

Method F1 Score

Most Common Sense 78.89%
Genetic Algorithms [Schwab et al., 2013a] 74.53%
Simulated Annealing [Schwab et al., 2013a] 75.18%
Ant Colony [Schwab et al., 2013a] 79.03%
S2C Unsupervised [Chen et al., 2014] 75.80%
ShotgunWSD 1.0 + Extended Lesk [Butnaru et al., 2017] 79.15%
ShotgunWSD 1.0 + Sense Embeddings [Butnaru et al., 2017] 79.68%
ShotgunWSD 2.0 81.22%

based on a different approach which eliminates smaller clusters of word embed-

dings. We compare our two versions of ShotgunWSD with several bio-inspired

algorithms described in [Schwab et al., 2012, 2013a], namely a Genetic Algorithm,

Simulated Annealing, and Ant Colony Optimization. Along with the bio-inspired

algorithms, we include an approach based on sense embeddings [Chen et al., 2014]

in our comparative study. All the approaches considered in the evaluation are

unsupervised. We compare them with the MCS baseline that is based on hu-

man annotations. The F1 scores of the enumerated methods are all presented in

Table 9.2. It seems that the Ant Colony Optimization algorithm based on the

weighted voting scheme described in [Schwab et al., 2013a] is the only method,

among all state-of-the-art methods, that is capable of surpassing the MCS base-

line. The unsupervised S2C approach yields roughly 3% lower results than the

MCS baseline, but Chen et al. [Chen et al., 2014] report better results in a semi-

supervised setting. All versions of ShotgunWSD attain better results than the

MCS baseline (78.89%) and the best state-of-the-art method, namely the Ant

Colony Optimization algorithm (79.03%). Indeed, ShotgunWSD 1.0 obtains an

F1 score of 79.15% when using the extended Lesk measure and an F1 score of
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Table 9.3: The F1 scores of ShotgunWSD 1.0 and ShotgunWSD 2.0 versus the
F1 scores of an unsupervised WSD approach and the extended Lesk measure, on
the Senseval-2 English all-words data set. The results reported for ShotgunWSD
1.0 are obtained for windows of n = 8 words and a majority vote on the top
k = 15 configurations. The results reported for ShotgunWSD 2.0 are obtained
for windows of n = 6 words, a majority vote on the top k = 15 configurations
and k-means clustering with 250 clusters.

Method F1 Score

Most Common Sense 60.10%
MCS Estimation [Bhingardive et al., 2015] 52.34%
Extended Lesk [Torres & Gelbukh, 2009] 54.60%
ShotgunWSD 1.0 + Extended Lesk [Butnaru et al., 2017] 55.78%
ShotgunWSD 1.0 + Sense Embeddings [Butnaru et al., 2017] 57.55%
ShotgunWSD 2.0 58.24%

79.68% when using sense embeddings. Interestingly, we observe that Shotgun-

WSD 1.0 gives slightly better results when sense embeddings are used instead of

the extended Lesk method. Nevertheless, ShotgunWSD 2.0 obtains even better

results. It surpasses ShotgunWSD 1.0 by 1.54% and the second best approach

(Ant Colony Optimization) by 2.19%. To our knowledge, the F1 score of Shot-

gunWSD 2.0 (81.22%) is the best among all unsupervised methods evaluated on

the SemEval 2007 coarse-grained English all-words task.

9.4.4 Results on Senseval-2

In Table 9.3, we present the F1 scores of the two versions of ShotgunWSD against

the MCS baseline, the MCS estimation approach [Bhingardive et al., 2015] and

the extended Lesk measure [Torres & Gelbukh, 2009], on the Senseval-2 English

all-words data set. The empirical results presented in Table 9.3 indicate that

ShotgunWSD 1.0 based on sense embeddings obtains an F1 score that is almost

5% better than the F1 score of Bhingardive et al. [Bhingardive et al., 2015]. In

the same time, ShotgunWSD 1.0 based on the extended Lesk method gives an F1

score that is around 1% better than the F1 score reported by Torres et al. [Torres

& Gelbukh, 2009]. It is important to note that Torres et al. [Torres & Gelbukh,
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Table 9.4: The F1 scores of ShotgunWSD 1.0 and ShotgunWSD 2.0 versus the
F1 scores of an unsupervised WSD approach and the extended Lesk measure, on
the Senseval-3 English all-words data set. The results reported for ShotgunWSD
1.0 are obtained for windows of n = 8 words and a majority vote on the top
k = 15 configurations. The results reported for ShotgunWSD 2.0 are obtained
for windows of n = 6 words, a majority vote on the top k = 15 configurations
and k-means clustering with 250 clusters.

Method F1 Score

Most Common Sense 62.30%
MCS Estimation [Bhingardive et al., 2015] 43.28%
Extended Lesk [Torres & Gelbukh, 2009] 49.60%
ShotgunWSD 1.0 + Extended Lesk [Butnaru et al., 2017] 57.89%
ShotgunWSD 1.0 + Sense Embeddings [Butnaru et al., 2017] 59.82%
ShotgunWSD 2.0 59.92%

2009] apply the extended Lesk measure by performing the brute-force search at

the sentence level (not on the whole document), hence it is not surprising that

ShotgunWSD 1.0 is able obtain better results.

Despite of using windows of shorter length (6 instead of 8), ShotgunWSD

2.0 is able to yield better performance than both variants of ShotgunWSD 1.0.

The improvement with respect to the better variant of ShotgunWSD 1.0, the one

based on sense embeddings, is 0.69%. However, ShotgunWSD 2.0 (58.22%) is

still under the MCS baseline (60.10%) on this data set.

9.4.5 Results on Senseval-3

We also compare ShotgunWSD 1.0 and 2.0 with the MCS baseline, the MCS esti-

mation approach of Bhingardive et al. [Bhingardive et al., 2015] and the extended

Lesk measure [Torres & Gelbukh, 2009] on the Senseval-3 English all-words data

set. The corresponding F1 scores are presented in Table 9.4. With an F1 score of

57.89%, ShotgunWSD 1.0 based on the extend Lesk measure brings a remarkable

improvement of 8% over the extended Lesk algorithm applied at the sentence

level [Torres & Gelbukh, 2009]. Moreover, the empirical results indicate that all

versions of ShotgunWSD reach considerably better F1 scores compared to the
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Table 9.5: The F1 scores of ShotgunWSD 1.0 and ShotgunWSD 2.0 versus the F1

scores of two state-of-the-art WSD approaches, on the SemEval 2015 English all-
words task. The results reported for ShotgunWSD 1.0 are obtained for windows
of n = 8 words and a majority vote on the top k = 15 configurations. The
results reported for ShotgunWSD 2.0 are obtained for windows of n = 6 words, a
majority vote on the top k = 15 configurations and k-means clustering with 250
clusters.

Method F1 Score

BabelNet First Sense [Moro & Navigli, 2015] 66.30%
LIMSI [Apidianaki & Gong, 2015] 64.70%
Sudoku [Manion, 2015] 59.90%
ShotgunWSD 1.0 + Extended Lesk [Butnaru et al., 2017] 45.66%
ShotgunWSD 1.0 + Sense Embeddings [Butnaru et al., 2017] 58.44%
ShotgunWSD 2.0 61.30%

MCS estimation approach [Bhingardive et al., 2015]. By using sense embeddings

in a completely different way than Bhingardive et al. [Bhingardive et al., 2015],

ShotgunWSD 1.0 attains an F1 score of 59.82%, which is 16.54% above the MCS

estimation approach [Bhingardive et al., 2015]. On this data set, the improve-

ment of ShotgunWSD 2.0 over ShotgunWSD 1.0 is very small (from 59.82% to

59.92%).

9.4.6 Results on SemEval 2015

Table 9.5 shows the results of ShotgunWSD 1.0 and 2.0 against the top two

methods [Apidianaki & Gong, 2015; Manion, 2015] from the SemEval 2015 En-

glish all-words WSD task [Moro & Navigli, 2015]. The table also includes the

BabelNet first sense (BFS) [Moro & Navigli, 2015] as reference. We first note

that ShotgunWSD 1.0 based on extended Lesk gives considerably worse results

(45.66%) than ShotgunWSD 1.0 based on sense embeddings (58.44%). In the

same time, ShotgunWSD 2.0 attains better performance than both variants of

ShotgunWSD 1.0. The F1 score of ShotgunWSD 2.0 (61.30%) is also 1.4% better

than the approach of Manion [Manion, 2015]. On the other hand, the performance

of ShotgunWSD 2.0 is 3.4% under the performance of the winners [Apidianaki
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& Gong, 2015] of the SemEval 2015 English all-words WSD task. However, it is

important to remark that Apidianaki et al. [Apidianaki & Gong, 2015] exploit

the parallelism of the multilingual SemEval 2015 test data by using translations

as source of indirect supervision for sense selection. As Manion [Manion, 2015]

and the rest of the participants [Moro & Navigli, 2015], we do not use this kind

of information in our algorithm.

9.5 Discussion

In this chapter, we have presented a new version (2.0) of a recently introduced

global WSD algorithm [Butnaru et al., 2017] inspired by the Shotgun genome

sequencing technique [Anderson, 1981]. Compared to other bio-inspired WSD

methods [Schwab et al., 2012, 2013a], our algorithm has less parameters. Fur-

thermore, these parameters can be intuitively tuned with respect to the WSD

task. Considering the empirical results on all four data sets included in our eva-

lutaion, we can conclude that ShotgunWSD 2.0 attains generally better results

(sometimes up to 2 − 3%) than ShotgunWSD 1.0 based on sense embeddings,

which in turn, is better than ShotgunWSD 1.0 based on the extended Lesk mea-

sure. On one of the data sets (SemEval 2007), all versions of ShotgunWSD yield

better performance than the MCS baseline. We need to underline that the strong

MCS baseline is not a viable approach for practical situations, since human input

is required to indicate which sense of a word is the most frequent in a given text.

Since a word’s dominant sense will vary across domains and text genres, it is

not a trivial task to develop an NLP approach that determines the most com-

mon sense, as it can be observed from the performance gap between the MCS

baseline and the MCS estimation approach of Bhingardive et al. [Bhingardive

et al., 2015]. Corpora used for the evaluation of WSD algorithms usually contain

annotations regarding the most commen sense, but the MCS baseline will not

work outside the annotated data. Therefore, researchers in the WSD commu-

nity [Agirre & Edmonds, 2006] consider important even slightly outperforming

the MCS baseline with an unsupervised method. In light of this comment, we

consider remarkable the fact that ShotgunWSD surpasses the MCS baseline on

SemEval 2007. Furthermore, our algorithm compares favorably to other state-of-
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the-art unsupervised WSD methods [Bhingardive et al., 2015; Chen et al., 2014;

Manion, 2015; Schwab et al., 2013a] and to the extended Lesk measure [Banerjee

& Pedersen, 2002; Torres & Gelbukh, 2009].

Regarding the performance of our algorithm, an interesting question that

arises is how much does the assembly phase help. We carried out a small exper-

iment to provide an answer to this question. We considered the ShotgunWSD

1.0 variant based on sense embeddings without changing its parameters, and we

removed the assembly phase completely. Therefore, the algorithm did no longer

produce configurations of length greater than 8, as the parameter n is set to 8. We

have evaluated this stub algorithm on SemEval 2007 and we have obtained a lower

F1 score (77.61%). This result indicates that the assembly phase in Algorithm 8

boosts the performance by nearly 2%.

It is perhaps interesting to note that we have considered an approach to

combine the two semantic relatedness approaches independently used by Shot-

gunWSD 1.0, namely the extended Lesk measure and sense embeddings, with the

goal of improving the accuracy. However, we did not observe any improvements

when fusing these two measures. For this reason, we did not report any results

of the combination in the chapter.

In future work, we aim to investigate if training sense embeddings instead

of deriving them from pre-trained word embeddings could yield better accuracy.

Another promising direction is to compute the semantic relatedness of sense con-

figurations based on the sum of sense tuples instead of sense pairs.
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Chapter 10

Conclusions and Future Work

Abstract

This chapter presents the general conclusions of this thesis. The conclusions point

to the fact that the concept of treating image and text in a similar way is indeed

fertile. We also provide some general guidelines on future work and discuss new

directions that could arise by transferring knowledge between computer vision, text

mining and computational biology.

10.1 Discussion and Conclusions

Machine learning is currently a vast area of research with applications in a variety

of fields, such as computer vision [Forsyth & Ponce, 2002; Krizhevsky et al., 2012;

Szeliski, 2010; Zhang et al., 2007], computational biology [Dinu & Ionescu, 2013;

Inza et al., 2010; Leslie et al., 2002], information retrieval [Chifu & Ionescu, 2012;

Ionescu et al., 2015b; Manning et al., 2008], natural language processing [Cozma

et al., 2018; Lodhi et al., 2002; Sebastiani, 2002], data mining [Han et al., 2011],

and many others [Ionescu et al., 2015a]. In this thesis, we have presented sev-

eral machine learning methods that are designed for specific tasks that belong

to computer vision, computational biology or text mining. The studied tasks

range from object recognition, gesture recognition and abnormal event detection

in video, to sequence alignment, text categorization by topic, automatic essay
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scoring, polarity classification and word sense disambiguation. For this broad

range of applications, we have employed several similarity-based learning or deep

learning methods presented in Chapter 2. More specifically, we have studied ap-

proaches such as nearest neighbor models, kernel methods, clustering methods

and convolutional neural networks. The studied methods exhibit state-of-the-art

performance levels in the approached tasks.

The applications approached in this thesis can be divided into two areas that

are traditionally considered as different research fields, namely computer vision

on one hand and string processing on the other. While computer vision deals with

image data, string processing refers to the analysis of string data in the form of

text documents, DNA strings, and so on. Although at first sight computer vi-

sion and string processing seem to be unrelated fields of study, recent results,

such as the ones presented in this thesis, suggest that image and string analysis

can be approached in similar ways. Indeed, the concept of treating image and

text in a similar fashion has proven to be very fertile for particular applications

in computer vision [Duygulu et al., 2002; Farhadi et al., 2010; Leung & Malik,

2001; Sadeghi & Farhadi, 2011; Sivic et al., 2005] and text mining [Barnard &

Johnson, 2005; Barnard et al., 2003; Johnson & Zhang, 2015; Pu et al., 2007].

The concept of treating image and text in a similar manner represents the cor-

nerstone concept of this thesis. Hence, several methods that are based on this

underlying concept have been thoroughly presented in individual chapters. First,

we presented an improvement to the popular bag-of-visual-words model in Chap-

ter 3. This model is inspired by the bag-of-words model from text mining and

information retrieval. The improvement consists of encoding spatial information

in an efficient manner through the Spatial Non-Alignment Kernel (SNAK). Sec-

ond, we described an unsupervised as well as a supervised method for abnormal

event detection in Chapter 5. The unsupervised method is based on unmasking, a

technique that was previously used for authorship verification of text documents.

The supervised method is a two-stage outlier detection method that eliminates

smaller k-means clusters in the first stage. Third, a new distance measure for

gesture recognition in video, namely the Local Frame Match Distance, has been

presented in Chapter 4. It is inspired from the distance measure for strings,

namely the Local Rank Distance, presented in Chapter 6. Designed to conform
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to more general principles and adapted to DNA strings, Local Rank Distance

has demonstrated that it can achieve better results than several state-of-the-art

methods for DNA sequence alignment. Fourth, two approaches for including spa-

tial information in the bag-of-visual-words, namely the spatial pyramid and the

Spatial Non-Alignment Kernel, have been applied on text data in Chapter 7,

improving the results of the bag-of-words model in the context of text categoriza-

tion by topic. Fifth, we transferred the bag-of-visual-words model from computer

vision to text mining, by replacing the local image descriptors with word em-

beddings, as detailed in Chapter 8. We termed the resulted representation the

bag-of-super-word-embeddings (BOSWE). Moreover, we applied the intersection

kernel, which is widely used in computer vision, on top of BOSWE and we ob-

tained state-of-the-art results in automatic essay scoring by combing BOSWE

with string kernels. Lastly, we adapted the Shotgun genome sequencing for word

sense disambiguation. To eliminate outlier word senses, we applied the same

outlier detection method as in the first stage of the supervised abnormal event

detection method presented in Chapter 5. To summarize, all the approaches pre-

sented in this thesis come to support the concept of treating image and text in

a similar manner. However, it must be pointed out that, in general, most ap-

proaches have to be redesigned or adapted in order work on different data types.

Usually, the amount of work required to transfer a specific concept or method

from one domain to the other depends on the place of the respective concept or

method in the processing pipeline. The closer the concept is to the raw data

type, the harder it is to adapt it for a new data type. This is the case of the

distance or similarity measures that work directly on image or text data, such

as Local Frame Match Distance or Local Rank Distance. The concepts that sit

somewhere in the middle of the processing pipeline can be adapted more easily.

This is the case of the SNAK framework or the BOSWE framework. Finally, it

becomes almost trivial to transfer the concepts that are applied at the end of the

processing pipeline. For instance, classification methods such as Support Vector

Machines or Kernel Ridge Regression can be directly applied on various classi-

fication tasks from computer vision or text mining, without requiring any other

changes than parameter tuning. It must be pointed out that, in this thesis, the

trivial cases have not been considered as proper examples of knowledge transfer,

284



although such efforts are always appreciated in literature [Joachims, 1998].

Although a significant amount of research has been conducted using the idea

of borrowing and adapting concepts from text processing to computer vision, or

from computer vision to text processing, the concept of treating image and text

(or more generally, strings) in a similar fashion is far from saturated. The methods

presented in this thesis barely scratch the surface on this topic. Surely, there are

still many concepts and methods studied and applied in a single field, waiting

to be discovered and used by researchers in other fields of study. Nonetheless, it

should be pointed out that it does not always make sense to consider knowledge

transfer. Indeed, there are many approaches and tasks that are very specific

to one domain or the other. One such example is the objectness measure [Alexe

et al., 2010, 2012], which quantifies how likely it is for an image window to contain

an object. In computer vision, the task of identifying image regions that contain

objects is not trivial and it requires elaborate methods such as the objectness

measure. Trying to develop an elaborate method to determine if a text window

(the equivalent of an image window) contains a meaningful concept is really not

necessary. This can be achieved simply by eliminating the stop words in the text

window.

To conclude, this thesis represents a strong argument in favor of treating

image and text in a similar fashion, a concept that is very promising and truly

fertile for some specific applications in computer vision and text mining.

10.2 Future Work

In future work, we aim to study curriculum learning strategies in order to train

better models for image and text classification tasks. A part of this future work

has already received funding through the project PN-III-P1-1.1-PD-2016-0787

entitled “Object recognition in images using curriculum learning”. We next de-

scribe the issues of the state-of-the-art deep learning models that we aim to solve

through our project. We also present the project’s objectives.

Convolutional neural networks [He et al., 2016; Krizhevsky et al., 2012; Si-

monyan & Zisserman, 2014; Szegedy et al., 2015] have become the state-of-the-
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Figure 10.1: Images with difficulty scores predicted by our system in increasing
order of their difficulty.

art approach for object recognition in images, and they are more and more used

for various computer vision tasks, for example abnormal event detection [Ionescu

et al., 2017; Smeureanu et al., 2017]. Researchers have focused on building deeper

and deeper architectures, this being the main driver for the recent performance

improvements. For instance, the CNN model of Krizhevsky et al. [Krizhevsky

et al., 2012] reaches a top-5 error of 15.4% with only 8 layers, while the ResNet

model [He et al., 2016] reaches a top-5 error of 3.6% with 152 layers. While

the CNN architecture has evolved over the last few years to accommodate more

convolutional layers, reduce the size of the filters, and even eliminate the fully-

connected layers, little attention has been paid to improving the training process,

with few exceptions from the literature [Chen & Gupta, 2015; Lee & Grauman,

2011]. An important limitation of the state-of-the-art CNN models is that ex-

amples are considered in a random order during training. Since the CNN archi-

tecture is inspired by the human visual cortex, it seems reasonable to consider

that the learning process should also be inspired by how humans learn. One es-

sential difference from how machines are trained is that humans learn the basic

(easy) concepts sooner and the advanced (hard) concepts later. This is essen-

tially reflected in all the curricula taught in schooling systems around the world,

as humans learn much better when the examples are not randomly presented but

organized in a meaningful order. Using a similar strategy for training a machine

learning model, we can achieve two important benefits: (i) an increase of the
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convergence speed of the training process and (ii) a better accuracy. Curricu-

lum learning [Bengio et al., 2009] formalizes the easy-to-hard training strategies

in the context of machine learning. The work of [Bengio et al., 2009] showed

that a curriculum learning strategy brings the expected benefits for artificially

generated data. In order to use a curriculum learning strategy to train better

CNN models for object recognition from natural images, we need a way to de-

termine which images are easy and which are difficult from the perspective of

the object recognition task. Since this is not a trivial task, Bengio et al. [Bengio

et al., 2009] limited their experiments to artificially generated data. However,

our recent work [Ionescu et al., 2016] on estimating image difficulty, defined as

the human response time for solving a visual search task, enables us to explore

the curriculum learning paradigm for training CNN models on natural images.

By all means, we can use our image difficulty predictor to arrange the images in

their increasing order of difficulty, as shown in Figure 10.1. Then, we can adopt

a curriculum learning strategy by starting the training process using only the

easiest samples and by gradually introducing more difficult samples.

Our main objective is to improve a state-of-the-art CNN model [He et al.,

2016; Szegedy et al., 2015] by adopting a curriculum learning strategy. Different

curriculum learning strategies might have different outcomes, therefore, we aim

to investigate three curriculum learning strategies in order to find the best strat-

egy and to maximize our improvements in terms of accuracy and training time.

These strategies are detailed next. Perhaps the most straightforward and simple

approach is to train the CNN model by gradually adding more difficult exam-

ples. Instead of considering all the training images from the beginning, we will

divide the training set of images into a number of k batches, such that the images

with the lowest difficulty scores are placed in the first batch, those with lowest

difficulty scores not included in the first batch are placed in the second batch,

and so on, until the last batch contains the images with the highest difficulty

scores. The CNN model will be trained on the first batch of images for a number

of t epochs. Then, the second batch will be included in the training set, and the

CNN model will be trained for another t epochs. The process goes on until we

feed all the batches to the CNN model during training. Our second strategy is

to train specialized CNN models for each level of difficulty. This time, we will
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divide the training set of images into three batches, such that the images with

the lowest difficulty scores are placed in the first (easy) batch, and the images

with the highest difficulty scores are placed in the third (difficult) batch, leaving

the images with medium difficulty scores in the second batch. For the easy batch,

we will train a less deep architecture, e.g. 8-layer VGG-f, for the medium batch

a deeper architecture, e.g. 50-layer ResNet, and for the difficult batch an even

deeper architecture, e.g. 152-layer ResNet. Thus, we will obtain three different

CNN models, one for each level of difficulty. Intuitively, a deeper the architecture

should be able to better represent the more complex patterns that usually occur

in difficult images: multiple objects of various classes scatter across the entire

image [Ionescu et al., 2016]. In the test phase, we will use our image difficulty

predictor to assess the difficulty level of the test image and pass it to the corre-

sponding CNN model. Our third strategy is based on training the neural network

by feeding all the examples from the beginning using random mini-batches, as

usual. However, before the training process starts, we will assign a weight to

each training image according to its difficulty score: the easier images will have

a higher weight and the harder images will have a lower weight. This can be

achieved by modifying the loss function that we want to optimize by training the

CNN model. During the training process, we will gradually increase the weights

of the harder images until they all become equal near the end. The idea is that

we want our model to consider the easier examples more important at first, i.e.

we can afford a greater loss for the harder examples. However, while the network

learns the easier examples, we want it to pay more and more attention the harder

examples too.

Studying curriculum learning strategies to train CNN models better than the

current state-of-the-art [He et al., 2016; Szegedy et al., 2015] will have a large-

scale impact in the computer vision community, since researchers have adopted

state-of-the-art CNN models for more and more computer vision applications

by fine-tuning the models to the specific tasks. Indeed, CNN models are now

used in many practical applications including object recognition systems built-

in autonomous vehicles, content-based image retrieval, face recognition, gesture

recognition, remote sensing, and so on. The success of adopting curriculum learn-

ing strategies for training neural networks for object recognition will also have
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an impact in other research areas, for instance researchers might consider using

curriculum learning for training convolutional neural networks used in speech

recognition or natural language processing. In fact, we aim to continue our work

by investigating curriculum learning strategies for training better deep text clas-

sification models.
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