
Intelligent Agents: 
Knowledge representation and 

Reasoning 
CGS5081:	Ar,ficial	Intelligence	

Claudia	Borg,	Dan	Cristea,	Corina	Forăscu	
claudia.borg@um.edu.mt,	dcristea@info.uaic.ro,	corinfor@info.uaic.ro		



Intelligent Agent 

• An	agent	is	anything	that	can	be	viewed	as	perceiving	its	environment	
through	sensors	and	ac,ng	upon	that	environment	through	effectors	

• An	agent	acts	intelligently	if:	
•  its	ac,ons	are	appropriate	for	its	goals	and	circumstances	
•  it	is	flexible	to	changing	environments	and	goals	
•  it	learns	from	experience	
•  it	makes	appropriate	choices	given	perceptual	and	computa,onal	
limita,ons	



How can an agent perceive, 
reason and act over time in an 
environment 
Part	1	



Intelligent Agent 

• An	agent	is	anything	that	can	be	viewed	as	perceiving	its	environment	
through	sensors	and	ac,ng	upon	that	environment	through	effectors	



Knowledge 

• Knowledge	is	informa(on	about	a	domain	that	can	be	used	
to	solve	problems	in	that	domain.	

• Knowledge	must	be	represented	in	the	agent.		
• A	representa,on	scheme:	a	framework	(specifica,ons)	of	
how	to	represent	the	knowledge	used	by	an	agent	-	the	
internal	representa,on	of	the	knowledge.		

• Knowledge	is	grouped	in	a	knowledge	base:	contains	the	
representa,on	of	all	knowledge	stored	by	an	agent.	



Knowledge of Environment 

•  Represen,ng	the	“World”	

•  What	different	configura,ons	(states	/	possible	worlds)	can	
the	environment	be	in,	and	how	do	we	denote	them?	

	Chessboard,	info	about	a	pa,ent,	robot	loca,on	



Knowledge of Environment 
• How	does	the	world	work?	
• World	knowledge	can	be	(pre)-programmed.	It	can	also	be	
updated/inferred	by	sensory	informa,on	

• Choice	of	ac,ons	informed	by	knowledge	of...	
• Current	state	of	the	world	
• Previous	states	of	the	world	
• How	its	ac,ons	change	the	world	

• Example:	Chess	agent	
• World	knowledge	is	the	board	state	(all	the	pieces)	
•  Sensory	informa,on	is	the	opponents	move	
•  Its	moves	also	change	the	board	state	



From problems to solutions 



Issues to keep in mind when framing an 
intelligent agent  

• What	is	a	solu%on	to	the	problem?	How	good	must	a	solu,on	be?	
• How	can	the	problem	be	represented?	What	specific	knowledge	
about	the	world	is	required?	Levels	of	details	and	generality...	

• How	can	an	agent	acquire	the	knowledge	from	experts	or	from	
experience?	How	can	the	knowledge	be	debugged,	maintained,	and	
improved?	Manually?	Automa,cally?	

• How	is	an	output	that	can	be	interpreted	as	a	solu,on	to	the	
problem	be	computed?		

• To	be	accepted,	a	human	must	understand	how	the	answer	was	
derived?	



Choosing the level of abstraction 

• A	high-level	descrip,on	is	easier	for	a	human	to	specify	and	
understand.		

•  BUT:	high-level	descrip,ons	abstract	away	details	that	may	be	important	for	
actually	solving	the	problem.	

• A	low-level	descrip,on	can	be	more	accurate	and	more	
predic,ve.		

•  BUT:	the	lower	the	level,	the	more	difficult	it	is	to	reason	with.	
•  AND:	you	may	not	know	the	informa,on	needed	for	a	low-level	descrip,on.	

	
=>	It	is	some,me	possible	to	use	mul,ple	levels	of	abstrac,on.	



Quality of the solution 

• Does	it	mader	if	the	answer	is	wrong	or	answers	are	missing?	
Classes	of	solu(ons:	
• An	op(mal	solu,on	is	a	best	solu,on	according	to	some	measure	of	
solu,on	quality.	

• A	sa(sfying	solu,on	is	one	that	is	good	enough,	according	to	some	
descrip,on	of	which	solu,ons	are	adequate.	

• An	approximately	op,mal	solu,on	is	one	whose	measure	of	quality	is	
close	to	the	best	theore,cally	possible.	

• A	probable	solu,on	one	that	is	likely	to	be	a	solu,on.	



Representation 
Part	2	



Representation in a State Space 

•  Explicit	states	-	a	state	is	one	way	the	world	could	be.	
• A	state	can	be	configured	in	terms	of:		

•  features:	N	binary	features	can	represent	2N	states.	
•  proposi(ons:	formal	proper,es	that	configures	a	state	(asser,ons)	



Toy problems – examples 
• The 8-puzzle problem 

 

On a 3x3 board there are 8 square pieces that can move 
upwards, downwards, to the right and to the left. At each move, 
just one piece is moved in a neighbouring position and in the 
limits of the table. There is an initial configuration of the pieces 
on the table and a final one that has to be reached. What is the 
sequence of moves that brings the table from the initial 
configuration into the final one? 
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Toy problems 

• Missionaries and cannibals 
 
3 missionaries and 3 cannibals have to cross a river in a boat having 2 

places. If at any moment during crossing, on one boarder or the other, 
the cannibals exceeds in number the missionaries, then missionaries 
are in darger of being eaten. How can all 6 men cross the river safely? 
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Toy problems 
• The cubs world 

 
A robot hand has to move a stack of cubs from an initial arrangement into a given 

final arrangement. 
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The state space 

• States, dimension of the state space 

Dimension of the state space 
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Dimension of the state space 
• Chess game: 10120 
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Dimension of the state space 
• Chess game: 10120 

• 8-puzzle: 9! 
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Dimension of the state space 
• Chess game: 10120 

• 8-puzzle: 9! 
• Missionaries and cannibals:  
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States: missionaries and cannibals 
3 cannibals on the left side 

21 

crossed states: never reached 
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States: missionaries and cannibals 
2 cannibals on the left side 

crossed states: never reached 
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States: missionaries and cannibals 
1 cannibal on the left side 

crossed states: never reached 
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States: missionaries and cannibals 
no cannibals on the left side 

crossed states: never reached 



How to represent a state? 

8-puzzle 

a 3x3 matrix 
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Missionaries and cannibals 
 
 

 

a 3 positions vector: (c, m, b) 
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How to represent a state? 



Cubs world 
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ordering defined through 
local vicinities 
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ordering defined through 
relations between objects 
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How to represent a state? 
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Cubs world – representing the configuration of the hand 
 

a collection of predicates 
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X 

handEmpty  handHolds(X) 

How to represent a state? 



Searching for a solution: 
reasoning models 
Part	3	



Seeing a problem in the state space 

Initial and final states 

ini,al	state	

final	states	
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Seeing a problem in the state space 

Transitions 

deadend 
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ini,al	state	

final	states	



Seeing a problem in the state space 

Solution = a sequence of transitions from the initial state to one 
final state  

solution 
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ini,al	state	

final	states	



An operator verifies conditions and initiates actions 
 if <conditions> then <actions> 

start	state	

des,na,on	state	
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How to represent transitions? 



Chess:  
 

Rule pawn-on-A-double-step 
IF 

 pawn in position (A,2) AND  
 position (A,3) is free AND 
 position (A,4) is free 

THEN 
 move pawn from position (A,2) onto position (A,4)  

 
8 rules of this kind... 
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How to represent transitions? 



Chess:  
 

Rule pawn-on-(X)-double-step 
IF 

 pawn in position (X,2) AND  
 position (X,3) is free AND 
 position (X,4) is free 

THEN 
 move pawn from position (X,2) onto position (X,4)  

Only one rule of this kind! 
... or two, if corresponding rule for the other player is also considered. 
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How to represent transitions? 



8-puzzle:  
 

Regula move-piece-1-upwards 
IF 

 piece 1 is not tight to the upper side of the border AND 
 the position above is free 

THEN 
 change the piece with the position above it 

 
8 rules of this kind! 
x 4 directions è 32 rules in all 
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How to represent transitions? 



8-puzzle:  
 

Rule move-blac-upwards 
IF 

 blanc is not tight to the upper side of the border 
THEN 

 change the blanc with the piece above it 

 
Only one rule of this kind! 
x 4 directions è 4 rules in all 
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How to represent transitions? 



STRIPS rules systems in the cubs world 
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X 
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Y 

takeFromBlock(X,Y) 

putOnBlock(X,Y) 

X 

X 

takeFromTable(X) 

putOnTable(X) 

How to represent transitions? 



STRIPS rules systems in the cubs world 
takeFromBlock(X,Y): 

IF {on(X, Y), freeAbove(X), handEmpty} THEN DELETE{on(X, Y), freeAbove(X), handEmpty} 
ADD{freeAbove(Y), handHolds(X)} 

takeFromTable(X): 
IF {on(X, table), freeAbove(X), handEmpty} THEN DELETE{on(X, table), freeAbove(X), handEmpty} 
ADD{handHolds(X)} 

putOnBlock(X,Y): 
IF {handHolds(X), freeAbove(Y)} THEN DELETE{handHolds(X), freeAbove(Y)} ADD{on(X, Y), 
freeAbove(X), handEmpty} 

putOnTable(X): 
IF {handHolds(X)} THEN DELETE{handHolds(X)} ADD{on(X, table), freeAbove(X), handEmpty}  
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How to represent transitions? 



In search for the solution 
• Algorithms and search heuristics in the state space 

•  irrevocable strategies 
•  hill-climbing (ascensional) 

•  tentative strategies 
•  backtracking (annealing ascensional) 

•  exhaustive strategies (brute-force) 
•  generate-and-test 
•  depth-first 
•  breadth-first 
•  best-first 
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The Search Graph 

•  A graph consists of a set N of nodes and a set A of ordered pairs 
of nodes, called arcs. 

•  Node n2 is a neighbor of n1 if there is an arc from n1 to n2. That is, 
if 〈 n1, n2 〉 ∈ A. 

•  A path is a sequence of nodes n0, n1,..,nk such that 〈 ni-1, ni 〉 ∈ A. 

•  Given a set of start nodes and goal nodes, a solution is a path 
from a start node to a goal node.  



Graph Searching 

•  Generic search algorithm: given a graph, start node, and goal 
node(s), incrementally explore paths from the start node(s). 

•  Maintain a frontier of paths from the start node that have been 
explored. 

•  As search proceeds, the frontier expands into the unexplored 
nodes until (hopefully!) a goal node is encountered. 

•  The way in which the frontier is expanded defines the search 
strategy. 

•  For most problems, we can never actually build the whole graph 



Generic Search 
• Given	a	graph,	start	nodes,	and	
goal	nodes,	incrementally	
explore	paths	from	the	start	
nodes.	

• Maintain	a	fron,er	of	paths	
from	the	start	node	that	have	
been	explored.	

• As	search	proceeds,	the	fron,er	
expands	into	the	unexplored	

• nodes	un,l	a	goal	node	is	
encountered.	

•  The	way	in	which	the	fron,er	is	
expanded	determines	the	
search	strategy.	



Search Strategies: Depth First 



Search Strategies: Breadth First 



Which shaded goal will Depth First find 
first?  



A more intelligent search?  

•  Uninformed/Blind search algorithms do not take into 
account the goal until they are at a goal node. 

•  Often there is extra knowledge that can be used to 
guide the search: an estimate  of the distance from 
node n to a goal node.  

•  This is called a heuristic 



Irrevocable strategies: hill-climbing 
• There is no way back 

•  a function approximates the closeness to the solution at any step 

•  dangers: local maxima, plateaux 
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Example: 8-Puzzle  

• Environment	changes	only	
when	the	agent	acts	

• Agent	can	perfectly	predict	
effect	of	its	ac,ons	

• Agent	is	given	a	goal	



Finding a solution 

• Define	underlying		
search	space	

• A	graph	where:	
•  Nodes	are	states	
•  Arcs	are	ac,ons	

How can we find a 
sequence of actions and 
their appropriate ordering 
that lead to the goal? 



8-puzzle: a happy ending search using 
hill-climbing 
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s(state) = #pieces in final positions 
s(initial state) = 5 
s(final state) = 8 

initial state    final state 
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plateau	

local	maximum		



Example: best-first search 
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Reasoning: common-sense 

• Much	work	in	AI	is	mo,vated	by	common-sense	reasoning.	
•  The	computer	needs	to	make	common-sense	conclusions	about	the	
unstated	assump,ons.	



Example of common-sense reasoning rules 

•  If	the	object	O	is	possessed	by	a	person	P	and	P	gives	it	to	the	person	
Q,	then	O	is	no	more	possessed	by	P	but	is	possessed	by	Q.	

•  In	order	for	a	person	P	to	give	an	object	O	to	another	person	Q,	it	
should	be	true	that	P	possesses	the	object	O.	



Example of common-sense reasoning rules 

•  Lego	

•  B	is	to-the-right	of	A	AND	C	is	to-the-right	of	B	then	C	is	to-the-right	of	A	

A	 B	

D	

C	



Example	of	common-sense	reasoning	
• Changing	a	wheel	of	a	car	
	

•  There	are	a	number	of	objects,	each	characterized	by	proper,es	and	inter-
condi,onings:		

•  stud	bolt:	can	be	,ghten	or	loosen	in	a	hole	having	a	skein;	it	helps	to	keep	the	wheel	
adached	to	the	sham	of	the	car	

•  wheel:	can	be	inflated	or	flat;	it	is	mounted	with	4	stud	bolts	on	the	sham	of	the	car;	
helps	the	car	to	move	

•  lever:	used	to	,ghten	stud	bolts	on	a	wheel	sham	
•  ...	

•  The	ini,al	situa,on:	the	car	has	a	flat	wheel	
•  The	problem:	the	agent	should	be	able	to	find	the	sequence	of	opera,ons	
that	brings	the	car	from	the	ini,al	state	into	a	final	state	in	which	the	car	is	
opera,onal		



Example	of	common-sense	reasoning	
• Puong	clothes	on		

•  A	child	learns	to	get	dressed	at	an	young	age	
•  Clothes,	each	with	its	specific	affordances	(usage	constraints:	socks	on	the	leg,	not	on	
the	hand,	but	also	not	on	the	shoe	

•  In	an	ini,al	state,	the	agent	is	dressed	in	a	pajama	
•  In	a	final	state:	goal	is	to	reach	the	school	in	the	morning,	to	go	to	the	opera-house	in	
the	evening,	etc.	

•  There	are	some	weather	condi,ons	
•  Build	an	agent	capable	to	find	a	solu,on	



Reasoning engines 
Part	4	



Search in the state space 

• Forward looking search 

initial state 

final state 



Search in the state space 

• Backward looking search 

initial state 

final state 



Search in the state space 

• Bidirectional sincron search 

initial state 

final state 

communication 



Phases	in	the	execu,on	of	an	Expert	System	
engine	

!
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Deterministic vs. Stochastic Domains 

•  Historically, AI has been divided into two camps:  
•  those who prefer representations based on logic  
•  those who prefer probability. 

•  Note: Some of the most exciting current research in AI 
is actually building bridges between these camps. 



Knowledge: Given vs learned from 
experience 
•  The agent is provided with a model of the world once and for all 
•  The agent can learn how the world works based on experience 

•  in this case, the agent often still does start out with some prior 
knowledge 

•  Supervised Machine Learning 
•  Unsupervised Machine Learning 
•  Reinforcement Learning 



Modularity 
• Modularity	is	the	extent	to	which	a	system	can	be	decomposed	into	
interac(ng	modules	that	can	be	understood	separately.	

• Modularity	is	important	for	reducing	complexity.		

•  It	is	apparent	in	the	structure	of	the	brain,	serves	as	a	founda,on	of	
computer	science,	and	is	an	important	aspect	of	any	large	
organiza,on.	



Modularity 
•  Flat	–	there	is	no	organiza,onal	structure	
• Modular	–	the	system	is	decomposed	into	interac,ng	modules	that	
func,on	each	on	their	own	

• Hierarchical	–	the	system	is	modular,	and	the	modules	themselves	
are	decomposed	into	simpler	modules,	each	of	which	are	hierarchical	
systems	or	simple	components.	

•  Example:	Planning	a	trip	from	here	to	see	Mona	Lisa	in	Paris.	
•  Home	to	airport,	fly	to	Paris,	get	to	Louvre…	

•  S,ll...	hierarchical	structure,	if	fixed,	does	not	face	complexity	



Examples 
Part	5	



Descrip,ve	seman,c	networks	
A	world	populated	by	objects:	

	
Taxonomy:	
	

corp-geometric	

cilindru	

obiect-fizic	

cub	

Cub1	 Cub2	

Conceptual	layer	

Referen,al	layer	Cilindru1	

Cub1	
Cub2	

Cilindru	
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Queries	in	a	seman,c	network	

Reţeaua	seman,că	conceptuală	

e-făcut-din	
material	 densitate	

are-dens	

are-vol	 are-dens	

are-dens	

masă	

Reţeaua	seman,că	referenţială	

cub	

dimensiune	

are-latură	

are-rază	

are-înălţime	

cilindru	

e-făcut-din	
e-făcut-din	

Cub1	

fier	 lemn	 0.8	 2.4	

are-masă	

obiect-fizic	

are-masă	

volum	2500	

1000	

Cub2	are-vol	

10	

3	

are-înălţime	
are-rază	

e-făcut-din	

Cilindru1	

corp-geometric	
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MyDailyLife	

• An	agent	capable	to	“understand”	the	situa,ons	in	which	its	Master	
happens	to	be	all	along	a	day,	then	transpose	them	in	text	and	carry	a	
dialogue	with	the	pa,ent	at	the	end	of	the	day	

•  Targeted	users:	old	persons	in	danger	of	Alzheimer	



What	the	system	does?		

•  It	“knows”,	in	as	many	as	possible	moments	of	a	day:	
•  what	am	I	doing	in	that	very	moment	
•  where	am	I	
•  with	whom	do	I	meet	
•  what	do	I	talk	about		

•  To	infer:	
•  why	do	I	do	certain	things	

•  To	be	able	to	form	sentences	that	say	what	have	I	done		
• Being	able	to	support	a	dialogue	

•  about	today,	yesterday	
•  what	should	I	do	tomorrow	



The	situa,ons	graph	–	hierarchy	of	classes	

sleeping	awake	

at_home	 moving	in_ac,vity	

alive	

in_theater	in_park	shopping	

not_moving	

driving	 walking	 jogging	

driving_in_town	 driving_outside	


