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Motivation

In my bachelor’s thesis, I implemented, specified, and verified an algorithm for a
dynamic programming problem in Dafny. This experience gave me a solid foundation
in formal verification and showed me how powerful Dafny can be as a language for
expressing correctness in a precise and rigorous way. It also made me aware of the
challenges that come with verifying programs in practice, and it sparked my interest
in exploring how these challenges can be addressed more effectively.

In my master’s thesis, I therefore contribute to the development of an Interac-
tive Prover for Dafny programs. My goal is to support a more guided and accessible
verification process, especially for students and less experienced users, while also im-
proving the overall usability of Dafny-based verification. By enabling more interactive
proof construction and clearer feedback during verification, the prover aims to make
formal verification not only easier to learn, but also more practical and scalable in ev-
eryday use.

The Interactive Prover for Dafny goes beyond automated verification by giving
the user direct control over the proof process. It allows proof obligations to be in-
spected, decomposed, and discharged step by step, while keeping a clear connection
to the original Dafny program. In this way, the prover makes the verification process
more transparent: it helps identify why a proof fails, isolate the relevant conditions,
and guide the solver when automation is not sufficient. More importantly, it turns veri-
fication into an interactive activity, where the user can work with assertions, invariants,

well-formedness conditions, and intermediate proof steps in a structured way:.



Introduction

Formal verification plays a crucial role in ensuring software correctness, particu-
larly in safety-critical systems where failures may have severe consequences. Dafny is
a verification-aware programming language that allows developers to embed formal
specifications—such as preconditions, postconditions, and loop invariants—directly
within the source code. An integrated SMT solver automatically discharges these spec-
ifications, providing strong guarantees of program correctness.

Despite this level of automation, Dafny introduces important practical challenges.
When a proof fails, the system typically points to the failing assertion or specification
but provides limited insight into the underlying cause. In particular, developers often
lack visibility into the available logical assumptions at the failure point and the exact
structure of the corresponding proof obligation. As a result, identifying missing in-
variants, assertions, or lemmas often becomes a time-consuming process of trial and
erTor.

This issue is further exacerbated by Dafny’s workflow, where even minor modifi-
cations require re-verification of the entire program. This leads to repetitive edit—verify
cycles that significantly slow down the debugging process, especially when reasoning
about complex proofs.

To address these challenges, this paper presents an Interactive Prover (IP) that in-
troduces an Interactive Proof Mode (IPM) for Dafny. Rather than repeatedly modifying
the source code and rerunning the verifier, users can directly inspect and navigate fail-
ing verification conditions. The prover extracts these conditions from Dafny-generated
SMT-LIB files, translates them back into Dafny syntax, and exposes them through an
interactive command-line environment where proof tactics can be applied incremen-
tally.

This approach enables users to experiment with proof steps, inspect the current

proof state, and obtain immediate feedback without full program recompilation.



Chapter 1

Problem Description

Formal verification ensures software behaves according to specifications, espe-
cially in safety-critical applications. Dafny automates verification using SMT solvers,
but debugging failed proofs is difficult. When verification fails, developers lack visi-
bility into assumptions and proof obligations, making proof development a trial-and-

€rTor process.

1.1 Dafny

Dafny [10] is a programming language designed for auto-active verification,
combining automatic reasoning via SMT solving with interactive guidance from the
user. It operates by translating programs into the intermediate verification language
Boogie [2], which in turn generates verification conditions discharged by an SMT
solver, typically z3 [8].

Due to the computational complexity of program verification, proof obligations
cannot always be discharged automatically. Instead, the programmer must guide the
verifier by providing proof annotations, such as helper assertions, loop invariants,
read/write frames, helper lemmas, or ghost code. After each annotation is added,
the program must be reverified to determine whether the new annotation enables the
remaining proof obligations to be discharged.

When a verification obligation fails, a Dafny programmer typically starts from a
placeholder proof such as assume false; and iteratively refines it until the failing

obligation is discharged, as illustrated in Figure
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Figure 1.1: Typical Workflow in Dafny Development

1.2 Motivating Example

As a running example, we consider the Dafny lemma shown in Figure 1.2, which

cannot be verified automatically by Dafny.

lemma triangle_sum_even (x: int)
ensures X * (x + 1) % 2 == 0

{

assume false;

}

Figure 1.2: A Dafny lemma that requires additional proof annotations

Because the lemma involves nonlinear integer arithmetic, which is undecidable
in general, the SMT solver cannot discharge the resulting verification obligation auto-
matically. Consequently, the user must provide additional proof annotations. A com-
mon approach is to start with the placeholder proof assume false; and iteratively
refine it until the verification obligation is discharged. This workflow is illustrated in

Figure[1.3]

This iterative proof development loop suffers from two main issues:

i) re-verifying the entire program at each iteration can be time-consuming for large

code bases; and

ii) the facts available to the prover at the point of failure are not always locally ac-
cessible, but may be distributed across the program (e.g., in loop invariants, class

invariants, or well-formedness conditions).



Jemma triangle_sum_even

{
assert x *
lemma triangle_sum_even ==
ce (x % 2) =
{ 2);
assume false; assume false;

} }

(x + 1) % 2

((x + 1) %

lemma triangle_sum_even

{

if (x % 2 == 0) {
assume false;

} else {

assume false;

}

(a) Start with placeholder (b) Helper assertion does not

proof. verify. (c) Try a case distinction.

lemma triangle_sum_even lemma triangle_sum_even

lemma triangle_sum_even

{... { {

if (x % 2 == 0) { if (x % 2 == 0) { if (x % 2 == 0) {
assert x == 2 * (x / assert x == 2 x (x / e
2); 2); } else {

assume false; assert x x (x + 1) == assert x == 2 x (x/2)
} else { 2 x ((x / 2) » (x + + 1;

assume false; 1)) assert x x (x + 1) ==
} } else { 2 % (x x ((x / 2) +
} assume false; 1));

} }
(d) Helper assertion not suffi- }
(f) Second branch is analogous.

cient. (e) First branch works.

Figure 1.3: The stages a Dafny programmer may go through to prove the lemma in

Figure B

Our Interactive Proof Mode (IPM) addresses these issues by enabling developers
to debug failing proof obligations in an interactive environment. To enter Interactive

Proof Mode, the user adds the { : ipm} annotation to the corresponding proof obliga-

tion:
lemma triangle_sum_even (x: int)
ensures {:ipm} x * (x + 1) % 2 == 0

{1}

and we invoke a Python script on the Dafny source file: python3 dafny-ipm.py

file.dfy.



Chapter 2

Interactive Proof Mode Architecture

The Interactive Proof Mode for Dafny (IPM) consists of two core components that

interact with each other:

1. A branch of the Dafny compiler, which we call the Dafny Incremental Proof Server
(DIPS), that allows for the incremental addition of proof hints to a Dafny devel-

opment and retrieves the resulting verification obligations (discussed in Chapter

B), and

2. A back-translation component, which we call the Interactive Prover (IP), is based
on rewrite rules and takes as input SMT-LIB verification obligations generated by
the Dafny-Boogie-Z3 pipeline, presents these verification obligations to the user
as Dafny expressions (discussed in Chapter @), and supports tactic-based proof

construction.

The diagram in Figure 2.1|shows the workflow of the interactive proof mode.

To start the Interactive Proof Mode, users annotate the proof obligation with the
{ :ipm} attribute. The system launches the Dafny Incremental Proof Server (DIPS),
which processes the instrumented code through the standard verification pipeline
(Dafny-Boogie-Z3) and generates SMT-LIB specifications. These are translated back to
boolean Dafny expressions and presented to the user. When the user applies a tactic,
the system translates it to Dafny code and queries DIPS for the resulting verification
obligation(s). This interactive process repeats until the initial obligation is fully dis-

charged.
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Figure 2.1: IPM Workflow

2.1 Dafny Incremental Proof Server (DIPS)

We introduce the Dafny Incremental Proof Server (DIPS), an extension of the Dafny

compiler designed to enable interactive proof development. The server serves two key

purposes:

e support incremental verification by enabling the integration of proof structure into

the original Dafny development and generating the resulting updated verification con-

ditions;

¢ add instrumentation to the Dafny code to enable the back-translation component.

In the following, we explain how DIPS operates on our running example:

lemma {:isolate_assertions} {:induction false} m(x: int)
ensures {:ipm} x * (x + 1) & 2 ==

{
}

When executed on the file above, IPM launches DIPS, which performs an initial

code transformation as follows:

1. it generates a module _protectors containing helper functions required for

back-translation;



2. it encapsulates the entire original source code in a module named _IPM;

3. for each entity (lemma, function, or method) annotated with { : ipm}, it creates
a dedicated module (in our example, _IPM_m) that refines _IPM and includes a

copy of that entity.

For our running example, the transformed code is shown below (with minor

omissions for brevity):

module _protectors {
function _protect<T>(x: T, name: string): bool { true }
function _protectScope<T>(x: T, name: string): bool { true }
function _protectToProve<T>(x: T, name: string, scope: seqg<bool>,
id: int): T { x }
function _protectToProveImmediate<T>(x: T, name: string, scope:

seg<bool>, id: int): T { x }

function _protectToProveWE<T> (x: T, name: string, scope: seq<bool>,
id: int): T { x }
function _protectToProveInv<T>(x: T, name: string, scope: seqg<bool>,
id: int): T { x }

}

abstract module _IPM {
lemma {:isolate_assertions} {:induction false} m(x: int)
requires _protectors._protect (x, "x")
ensures x * (X + 1) % 2 ==
decreases x
{1
import _protectors

}

abstract module _IPM m refines _IPM {

lemma {:isolate_assertions} {:induction false} _IPM_m(x: int)
requires _protectors._protect (x, "x")
ensures {:ipm} _protectors._protectToProve(x * (x + 1) % 2 == 0,
"x » (x + 1) % 2 == 0", [_protectors._protectScope(x, "x")], 0)

decreases x

{1}
}

The functions __protect,_ protectToProve,__ protectToProveWF,

_ _protectToProvelnv, __ protectToProveImmediate, and __protectScope
are used as metadata annotations for classifying proof obligations and supporting the
back-translation process. A more detailed discussion of these mechanisms is provided
in Chapter 4|

DIPS then invokes Dafny’s standard compilation pipeline to derive the verifica-
tion conditions. For the running example, this yields the following SMT-LIB verifica-

tion condition (some parts omitted for brevity):

(assert (not (=> (= (ControlFlow 0O 0) 2) (let ((anonO_correct

— (:> (and



(and (and (and ($IsGoodHeap S$Heap@@2) ($IsHeapAnchor

<~ SHeap@Q@2))

(|_protectors._ default._ protect#canCall| TInt ($Box_ 577

—~ |x#0@@32])

[...])) (and (__protectors.__default._ protect TInt

reveal_ protectors._default._protect ($Box_577 |x#0Q@QR32])

<~  (Lit_29427

(|Seg#Build]| |Seg#Empty]| (S$SBox_28869 (|char#FromInt]| 120)))))
- (=

S_ModifiesFrame@O (|lambda#0| null S$Heap@@2 alloc false))))
- (and (and
(|_protectors._ default._ protectScope#canCall| TInt

—~ ($Box_577

| x#0@Q@32|) [...1)
. (|_protectors._ _default._ protectToProve#canCall]
TBool ($SBox_1061 (= (Mod (Mul |x#00@@32| (+ |x#0@@32| 1))

- (LitInt 2))
(LitInt 0))) [...] [...] (LitInt 0))) (= (ControlFlow 0 2) (-
- 0 1))))

(SUnbox_1061 (_ _protectors._ default._ protectToProve TBool

reveal_ protectors._default._protectToProve ($SBox_1061 (= (Mod
- (Mul

|x#0Q@@32| (+ |x#0@@32| 1)) (LitInt 2)) (LitInt 0))) [...]

o [...]

(LitInt 0)))))) anonO_correct)) ))

The essential part of the verification obligation is located in the last few lines:
(= (Mod (Mul |x#0@@32| (+ [x#0@@32| 1)) (LitInt 2)) (LitInt 0))

which corresponds to the Dafny post-condition of the lemma, x * (x + 1) % 2
== 0.

As can be observed, although the SMT-LIB code is not human-readable, it en-
codes all the information necessary for our back-translation component to reconstruct

a human-readable Dafny expression.

10



The IPM then reads a tactic from the user and translates it into a partial Dafny
proof, which is sent to DIPS. For example, if the user performs a case analysis on x %
2 == 0, DIPS receives a command of the following form:

Oph: if (x % 2 == 0) { } else { },

o\

which specifies that a proof hint (denoted by ph) should be inserted for the verification

o\

obligation with index 0, namely Oph:, containing the expression 1f (x % 2 == 0)
{ } else { }.
The DIPS then inserts the generated code into the Dafny program at the correct

position within the module corresponding to the current lemma.
abstract module _IPM m refines _IPM {

lemma {:isolate_assertions} {:induction false} _IPM m(x: int)
requires _protectors._protect (x, "x")
ensures {:ipm} _protectors._protectToProve(x * (x + 1) % 2 == 0, "x =*
(x + 1) $ 2 == 0",
[_protectors._protectScope(x, "x")1, 0)

decreases x

The server then runs the standard Dafny pipeline to regenerate the verification
conditions. For efficiency, we modify a copy of the lemma contained in its own module.
The most costly phases of the pipeline are cached from the initial compilation, at the
granularity of individual modules. As a result, only the modified module—typically
small—needs to be reprocessed. Consequently, regenerating the verification conditions

is significantly faster than recompiling the entire Dafny program from scratch.

2.2 Interactive Prover (IP)

The Interactive Prover is the user-facing component of the Interactive Proof Mode,
consisting of two coordinated Python scripts that orchestrate the Dafny-Boogie-Z3
pipeline and manage interactive proof sessions. Together, they transform static batch
verification into a dynamic, interactive process where users can explore the proof space
step-by-step.

It consists of two main Python scripts (dafny-ipm.py and smtinc.py) orches-
trating the Dafny-Boogie-Z3 pipeline and managing interactive proof sessions.

The dafny-ipm.py script serves as the entry point, executing two compilation

step:

11



Listing 2.1: Execution steps

STEP 1: dotnet <dafnydll> verify <filepath> —--cores 1 —--boogie /
noVerify —--solver-log <smt2filepath> --allow-warnings

STEP 2: smtinc.start_ipm(file.smt2)

After generating the SMT-LIB file, it calls smtinc.start_ipm() to launch the
interactive engine.

The Interactive Prover operates in a continuous cycle that integrates three main
components. First, it performs SMT-LIB file management by loading proof obligations
from the generated SMT-LIB file. Second, it provides an interactive user interface that
displays the current goals and reads tactics or commands from the user. Third, it in-
tegrates with the Dafny Incremental Proof Server (DIPS) to process tactics and update
the corresponding verification state.

The main execution loop (Figure illustrates how these components interact

to guide users through interactive proof development.

Detailed Description of Each Phase

In the following, I provide a detailed description of each phase of the Interactive
Prover pipeline, outlining the responsibilities and internal processing steps of each

stage.

Phase 1: Session Initialization

The IP session begins by loading proof obligations from the generated SMT-LIB
(SMT?2) file. This file is produced by the Dafny compilation pipeline (DIPS) in response
to code annotated with { : ipm}, which may correspond to assertions, ensures clauses,
or invariants specified by the user.

The system takes as input a path to the SMT-LIB file provided as a command-
line argument. It then parses the SMT-LIB code in order to extract proof obligations
and determine their types. The Interactive Prover uses a Python SMT-LIB parser to
read solver configuration options (omitted for brevity), approximately 1000 axioms,
and the generated verification obligations.

The verification obligations are identified via the markers __protectToProve,

__protectToProveImmediate,__protectToProveWF,and

12
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Figure 2.2: Interactive Proof Mode: Main Execution Cycle

__protectToProvelnv as described in Chapter

This yields a list of proof obligations, where each proof obligation includes the
goal condition to be proven, a set of hypotheses, an index, the marker type, the axioms
relevant to the goal, and additional metadata such as recursive and non-recursive func-

tion information. The hypotheses and the goal are extracted from the back-translated

13



proof obligation, as described in Chapter 4 The index represents the entry point in the
source code corresponding to the proof obligation. The marker indicates the type of
proof obligation, namely, whether it originates from an assert/ensures clause, a well-
formedness condition, a loop invariant, or an intermediate goal generated during proof
construction. The axioms consist of logical formulas that define properties of symbols

and operations, enabling the solver to reason about their intended semantics.

Phase 2: Goal Verification Check

Before displaying the current goal, IP checks whether all proof obligations have
been discharged.

¢ If all goals proven: Generate final Dafny proof code and export it.

e If goals remain: Continue to the interactive phase.

Phase 3: Goal Display

The current (first undischarged) proof obligation is displayed to the user in human-

readable Dafny syntax format:

Current Goal (index = i, marker = marker_type)
Hypotheses:
hy : expr,

ho : expr,

Goal:

goal_expr

This representation is produced by the back-translation component, converting
SMT-LIB format to Dafny syntax.

On the first execution, the IP loads the original proof obligations, including as-
sertions, postconditions, well-formedness conditions, and invariants. Each original
proof obligation has an associated global proof tree that stores its proof construction.
Following each tactic application, it updates the proof tree and presents the remain-

ing(immediate) obligations that could not be discharged automatically.

14



Phase 4: User Input

In this phase, IP enters an interactive loop and waits for user input. The user
may provide either a proof tactic (assert, case, assume, check) or a session command
(:help, :undo, :quit, :focus, :set-timeout, :set-rlimit, etc.). Tactics are
used to refine the current proof state, while commands control the interaction itself
(e.g., displaying help, restoring a previous state, changing the active goal, or configur-
ing solver parameters).

To make the interaction efficient, the input interface provides command auto-
completion and persistent command history (accessible with the up/down arrows).
When the input is malformed or does not match a supported action, IP reports a clear
error message and keeps the session active, allowing the user to correct the instruction

without restarting the proving process.

Phase 5a: Tactic Processing

If the user provides a tactic (e.g., assert x > 0), IP executes a tactic-processing

pipeline before querying DIPS:

1. Parse the tactic and extract its relevant components.

2. Update the current proof tree by inserting a node that represents the tactic appli-

cation.
3. Translate the updated proof tree into Dafny code.

4. Annotate the generated code with the appropriate IP marker so that DIPS can

recognize the active proof context.

5. Prefix the command with the phase-specific tag: {index}ph: (regular),
{index}wf: (well-formedness), {index}ii: (invariant initialization),

{index}im: (invariant maintenance).

6. Send the resulting command to DIPS through the child process and reload the
updated proof obligations.

Example:
User input: assert x > 0
Generated: assert x > 0 by { /* proof */ };
Dispatched: Oph: assert x > 0 by { /x proof =/ };

15



Phase 5b: Command Processing
If the user enters a command, IP handles it locally, without invoking DIPS. More

specifically:

1. :help displays the list of available tactics and session commands;

2. :undo restores the previous proof state from the interaction history;

3. :focus n moves execution to the n-th undischarged goal;

4. :show shows the remaining undischarged goals;

5. :search f lists all axioms that mention the function £;

6. :set-timeout 7 updates the Z3 timeout to 7 milliseconds;

7. :set-rlimit 7 updates the Z3 rlimit to 7 resources;

8. :quit terminates the current IPM session.

Phase 6: DIPS Response Handling

After receiving a tactic from the Interactive Prover, DIPS applies it by integrating the
generated proof fragment into the original Dafny program. In practice, this means
that the server updates the current source state, then triggers regeneration of the SMT-
LIB obligations through the :s (save) command. Immediately afterwards, it issues
:r (reset), so that verification restarts from the updated program state and the next
interaction step is based on fresh proof obligations.

At this point, two execution paths may follow. If the tactic is malformed, or if the
updated Dafny code fails to compile or verify structurally, DIPS reports an error and
the interaction returns to the input phase, where the user can provide a corrected tactic.
If no error is detected, the tactic is considered successfully processed, the proof state is

refreshed, and the workflow continues to the next phase (Phase 7).

Phase 7: Proof State Update

Upon successful tactic application, IP first commits the tactic effect to the global
proof tree by replacing the currently focused unknown node with the newly con-

structed proof fragment. It then reloads the regenerated SMT2 file produced by DIPS

16



and parses the updated set of verification obligations. During this step, the system
back-translates the obligations to Dafny-level goals and classifies the resulting proof
state, distinguishing between newly introduced sub-goals, obligations that remain open,
and goals that have already been discharged automatically by the solver.

After this state reconstruction phase, control returns to Phase 2, where the re-
freshed goals are checked and the next interaction step is selected. In this way, one full

iteration of the interactive proving loop is completed.

Phase 8: Proof Synthesis

When all goals have been successfully proven (i.e., no Unknown () nodes remain
in any proof tree), the system traverses the proof tree in a top-down, left-to-right man-
ner from the root to the leaves in order to collect all applied tactics in their execution or-
der. Based on this reconstructed sequence of tactic applications, the Interactive Prover
generates the corresponding Dafny proof code, as illustrated in the example below.
The resulting proof is then exported (:w server command) or can be manually copied

back into the original Dafny source file.

lemma {:isolate_assertions} my_lemma (x: int)

ensures {:ipm} statement

//An example of a proof generated by the IPM.

if ( ...)
{
assert ... by {};
}
else
{
assert ... by {};

17



Chapter 3

Proof Obligation Types

The Interactive Prover classifies proof obligations into four categories by analysing
the protection markers embedded in the SMT encoding. This extraction process is
polarity-aware: primary obligations are identified from occurrences in conclusion po-
sition (i.e., under negative polarity in the internal traversal scheme), while additional
polarity checks are applied when necessary to refine invariant-related obligations. This
ensures that only genuine verification goals are collected, rather than occurrences of

the same markers inside hypotheses, axioms, or other auxiliary contexts.

1. Regular proof obligations are identified by the marker _ protectToProve.
These correspond to user-level assert and ensures obligations annotated with

{ :ipm} in the original Dafny program.

2. Well-formedness proof obligations are identified by _ protectToProveWF.
They encode side conditions required for expression well-formedness (e.g., de-

finedness constraints) and are handled as a distinct proof category.

3. Invariant proof obligations are identified by _ protectToProveInv. They

are further split into:

e initialization obligations (inv_1i), when the invariant marker is detected

in the goal-side classification pass;

* maintenance obligations (inv_m), when the same invariant index is also
detected in hypothesis position, indicating preservation across loop itera-

tions.

4. Immediate proof obligations are identified by __protectToProveImmediate.

18



These obligations are generated on-the-fly during interactive proof steps (e.g., af-

ter tactic applications) and are solved in the current proof context.

The Interactive Prover uses a deterministic priority rule when multiple marker
kinds are detected, so that exactly one active proof-obligation type is selected for clas-

sification and processing.

1. Immediate (__protectToProveImmediate)
2. Well-formedness (__protectToProveWF)
3. Invariant (__protectToProvelInv)

4. Regular/original (__protectToProve)

Hence, if several markers co-occur, the prover selects the first applicable category
in the order above: Immediate overrides Well-formedness, Well-formedness overrides
Invariant, and Invariant overrides Regular.

For invariant obligations, classification is further refined as follows: an obliga-
tion is first marked as initialization (inv_i) when the invariant marker is detected on
the goal side; if the same invariant index is also detected on the hypothesis side, it is
upgraded to maintenance (inv_m).

Each proof obligation extracted from the SMT-LIB input is represented as an in-
stance of the ProofObligation class. This class acts as the central container for
interactive reasoning, storing the active hypotheses, the current goal, and the meta-
data required by the back-translation pipeline, including scoped variables, function
declarations, and auxiliary proof-related information.

Below, I present the Python class that defines this core data structure used to
represent proof states in the Interactive Prover.

The boolean fields is_original, is_wf,is_inv_i,is_inv_m, and
is_immediate classify each proof obligation by verification phase: assert/ensures,
well-formedness, invariant initialization, invariant maintenance, and immediate obli-
gations generated during interactive proof construction. In parallel, active_index
stores the marker index associated with that obligation and serves as the source-level
entry point used to correlate the obligation with the corresponding verification loca-

tion.
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class ProofObligation:
def _ _init_ (self, exp: z3.ExprRef, hypotheses: list, goal: str,
axioms: z3.ExprRef, dict_names: dict, proof: Proof, origin: str

, recursive_funcs: dict, non_recursive_funcs: dict,

active_index: int = -1, is_immediate: bool = False, is_wf: bool
= False, i1s_inv_i: bool = False, is_inv_m: bool = False,
is_original: bool = False)

def pretty_print (self):
print (Fore.YELLOW + )
for hyp in self.hyp:
print (Fore.WHITE + , str (hyp))
print (Fore.YELLOW + )
print (Fore.WHITE + , self.goal)

print (Style.RESET_ALL)

The field expr stores the full verification condition as an SMT-LIB formula, while
axioms represent the background SMT formulas that are assumed to be true while
proving the current goal. Starting from this representation, the back-translation pipeline
reconstructs (i) a set of hypotheses, corresponding to the assumptions available in the
current proof context, and (ii) a goal, representing the formula to be discharged; both
are rendered in Dafny syntax.

The field dict_names stores the name-recovery map from internal SMT vari-
able terms to human-readable source-level names. It is used to print obligations in a
readable form, so solver identifiers are shown as meaningful program names (and, for
scoped markers, with before/after context when needed).

The field recursive_funcs stores the functions identified as recursive, together
with metadata about how recursion is encoded (for example, explicit or implicit fuel),
while non_recursive_funcs stores the functions identified as non-recursive, which
are handled as ordinary function calls without recursive fuel behavior.

Finally, proof contains the proof object itself, represented as a tree-structured
derivation that records the full interactive construction of the argument. The proof-

tree representation is discussed in detail in Chapter|6|
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Proof Obligation Handling

When interactive proof mode starts, all proof obligations are extracted from the
SMT-LIB file and represented as ProofObligation objects. The system first identi-
fies the top-level obligations, namely those that do not correspond to immediate goals.
A separate global proof tree is maintained for each such obligation.

The proof obligations are processed in ascending order of their active_index.
For each top-level obligation, the system first attempts automatic discharge using the
SMT solver. If the obligation can be proved automatically, the corresponding
UnknownProof node in the proof tree is replaced by an AutomaticProof node.

Otherwise, the obligation enters the interactive proving loop. During this phase,
tactic applications may generate additional immediate proof obligations. These obli-
gations are given priority over all other obligations and are processed before returning
to the parent proof obligation. Whenever an immediate obligation is discharged auto-
matically, the corresponding UnknownProof node in the proof tree is replaced by an
AutomaticProof node.

The interactive process terminates when no unresolved proof obligations remain
in the current proof tree. At that point, the complete proof tree is traversed and trans-

lated back into Dafny proof code.
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Chapter 4

Back-translation Pipeline

The Dafny Interactive Prover begins by parsing the SMT-LIB file generated by
the Dafny-Boogie-Z3 pipeline. It extracts the solver configuration options, axioms,
and verification conditions. Then the verification conditions are back-translated into
Dafny-level expressions and represented internally as proof obligations that can be
manipulated interactively.

Figure 4.1/ shows the SMT-LIB encoding generated by the standard Dafny com-
piler (not DIPS) for the running example introduced in Figure

The verification obligation shown in Figure 4.1/ highlights several key challenges

that must be addressed during back-translation.

i) the identifier x in the initial source code is now mangled: it appears as x#0@@1

in SMT-LIB;

ii) the arithmetic operations are symbols like Mod and Mul, which are axiomatized
in the SMT-LIB code;
(declare—fun Mod (Int Int) Int) and (declare—-fun Mul (Int Int)
Int)

iii) the constants are boxed (e.g., LitInt 2 is used for the constant 2), and
(declare—fun LitInt (Int) Int)

iv) additional constructions, like $ IsGoodHeap, are not present in the original source

code, but are an artifact of the translation process.

To support back-translation, the IP uses the SMT-LIB file generated by DIPS in-

stead of the standard Dafny output. This file contains additional annotations that are
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[...]

(assert (forall ((o@@5 T@Box) ) (! (not (|Set#IsMember| |Set#Empty|
— 0(@5))
:gid |filebpl.796:15| :skolemid |125| :pattern ( (|Set#IsMember |
< | Set#Empty| oQE5))
)))
[...]

(push 1)

[...]

(assert (not (=> (= (ControlFlow 0 0) 2) (let ((anonO_correct (=>

N (and (and

($IsGoodHeap S$Heap) (SIsHeapAnchor S$Heap)) (and (= $_ModifiesFrame@O
<~ (|]lambda#0|

null SHeap alloc false)) (= (ControlFlow 0 2) (- 0 1)))) (= (Mod

< (Mul |x#0@@1|

(+ |x#0@E@1| 1)) (LitInt 2)) (LitInt 0))))) anonO_correct)) ))
(check—-sat)

[...]
(pop 1)

Figure 4.1: SMT-LIB verification condition for the running example. The core of
the proof goal is (= (Mod (Mul |x#0@@1l| (+ |[x#0Q@Q@1| 1)) (LitInt 2))

(LitInt 0)), which corresponds to the Dafny postcondition x  (z + 1)%2 = 0.

required during back-translation and are discussed next. The instrumented Dafny

code corresponding to our running example is reproduced below:
module _protectors {
function _protect<T>(x: T, name: string): bool { true }
function _protectScope<T>(x: T, name: string): bool { true }
function _protectToProve<T> (x: bool, name: string,
int): T { x }
function _protectToProveImmediate<T> (x: bool, name:
seg<bool>, id: int): T { x }
function _protectToProveWF<T> (x: bool, name: string,
id: int): T { x }
function _protectToProveInv<T> (x: bool, name:
id: int): T { x }

scope: seqg<bool>, id:
string, scope:
scope: seqg<bool>,

string, scope: seqg<bool>,

}

abstract module _IPM m refines _IPM {

lemma {:isolate_assertions} {:induction false} _IPM m(x:

int)
requires _protectors._protect (x, "x")
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)

ensures {:ipm} _protectors._protectToProve(x * (x + 1) &% 2 == 0,
"x x (x + 1) % 2 == 0", [_protectors._protectScope(x, "x")], 0)
decreases x
{1
}

The names starting with _ are not accepted by the Dafny parser as identifiers
but are used successfully in subsequent compilation passes; therefore, they effectively
act as reserved names and cannot clash with user-defined identifiers. The _protectx
functions serve to encapsulate certain expressions and carry auxiliary information nec-

essary for back-translation across the compilation pipeline.

* _protect: it is used to map each program variable to its corresponding Dafny
name, enabling mangled identifiers in the SMT-LIB code (such as |x0@@1 ) to

be systematically mapped back to their original names (such as x);

® _protectScope: it is used to distinguish between variables when name shadow-

ing occurs;

The protectScope function is also used to extend the internal variable map-
ping constructed during back-translation. In contrast to protect, which handles
variables originating from the source Dafny program, protectScope is applied
to variables that appear in the SMT encoding but are not already present in the
existing mapping.

In the current implementation, this mechanism is primarily used for invariant
proof obligations. For such cases, newly introduced variables are inserted into
the mapping with a state-dependent annotation derived from the polarity of the
protectScope occurrence in the verification condition. If protectScope ap-
pears in premise position, the variables are recorded with the suffix [before];

if it appears in conclusion position, they are recorded with the suffix [after].

This polarity-based annotation ensures a consistent distinction between pre-state
and post-state occurrences of variables, while maintaining a unified representa-

tion for both source-level and SMT-introduced variables.

* _protectToProve: itis used to tag verification obligations marked with the { : ipm}

attribute that are included in the IPM;

* _protectToProveImmediate: it is used to tag intermediate verification obligations

generated during the interactive proof construction process;
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® _protectToProveWF: it is used to tag well-formedness verification obligations

generated from the initial Dafny code;

® _protectToProvelnv: it is used to tag invariant verification obligations marked

with the { : ipm} attribute in the original Dafny code.

SMT-LIB expressions are incrementally transformed by the back-translation en-

gine through a sequence of passes until they are expressed in readable Dafny syntax:

Phase 1: selection of tagged verification obligations Proof obligations presented to
the user are identified by analyzing the generated SMT-LIB verification conditions for
occurrences of the protection functions _protectToProve, _protectToProvelF,
_protectToProvelInv, and _protectToProveImmediate. These functions serve
solely as temporary markers for extracting and classifying obligations and are removed

prior to sending the resulting verification conditions to the SMT solver.

Phase 2: removal of _protectxannotations All wrapper calls to _protect are re-
moved, and the back-translation engine concurrently builds a correspondence map-
ping between Dafny identifiers and their mangled SMT-LIB representations. This map-
ping serves as the primary variable dictionary used throughout the pretty-printing
phase. In addition, the same dictionary is extended with entries produced by
_protectScope, which handles variables that appear in the SMT encoding but are
not directly present in the original Dafny source. While _protect populates the map-
ping from source-level identifiers, _protectScope enriches it with SMT-introduced
variables that require contextual naming during back-translation.

Example: The protection wrapper _protectors._protect (x, "x") could

occur in the SMT-LIB code as

(__protectors.__default._ _protect TInt
— reveal_ protectors._default._protect
($Box_577 |x#0Q@QR32])
(Lit_29427 (|Seg#Build| |Seg#Empty| ($Box_28869 (|char#FromInt |

- 120)))))

Such calls to _protect are removed, and the mapping between the SMT-LIB
identifier | x#0@@32| and the Dafny identifier x (character code 120) is stored as a

side effect.
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Phase 3: structural normalization and AST simplification Before semantic-level

rewriting begins, the expression tree is first normalized at the syntactic layer, so that
downstream translation operates on a cleaner and more uniform representation. This
phase removes solver-specific wrapping patterns and collapses intermediate encod-
ings that do not contribute direct proof content, thereby reducing noise early in the

pipeline.

¢ Removal of boxing and unboxing layers. Conversion artifacts such as $Box,
$Unbox, U_2_bool, bool_2_U, and related wrappers are stripped whenever

they only mediate representation changes between solver sorts.

* Elimination of literal wrappers. Terms encoded through Lit-style constructors
(including LitInt) are normalized to their underlying values or subterms, so

that later stages reason over direct expressions instead of wrapper nodes.

¢ Simplification of boolean scaffolding. Trivial boolean structure introduced by
encoding (for example wrapper-generated true or false contexts) is reduced, pre-

serving only formula components that carry logical content.

¢ Flattening of nested collection encodings. When possible, deeply nested se-
quence, map, and set encodings are linearized into simpler structural forms,
which improves readability and enables more predictable pretty-printing in sub-

sequent phases.

Overall, this stage acts as a representation-cleaning pass: it does not change the
intended meaning of the verification condition, but it produces a normalized AST that

is substantially easier to translate into Dafny-oriented surface syntax.

Phase 4: pattern-based rewriting of theory constructs In this phase, theory-specific
SMT-LIB constructs are systematically translated into Dafny-level notation using a
fixed mapping scheme (Table [4.1). The transformation covers the standard families of
verification terms, including arithmetic operators, sequence expressions, set and mul-
tiset operators, and map primitives, so that the resulting goal is presented in a notation
that is semantically faithful but significantly closer to the source-level proof language.

Beyond direct symbol replacement, the implementation applies targeted pattern-
based rewrites for constructs that cannot be rendered adequately by a purely syn-

tactic mapping. In particular, Seq#Build chains are interpreted through a string-
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reconstruction heuristic when they encode character sequences; MapTypeOSelect
and select terms are normalized to canonical map-indexing form; and

Set#FromBoogieMap expressions are rewritten into set/range-comprehension style
whenever recognizable structural patterns are detected. Together, these rules preserve
semantic intent while improving readability and proof-guidance quality in the recon-

structed Dafny expression.

SMT-LIB Pattern Dafny Output Use Case

LitInt n n Integer constants
|char#FromInt| n Unicode character with code n|Character literals
Seg#Length s Is| Sequence length
Seg#Index seq i seq[i] Sequence element access
Set#Empty {} Empty set
Set#Union sl s2 (sl + s2) Set union
Set#Intersection sl s2 (sl x s2) Set intersection
Set#IsMember e s (e in s) Membership test
MultiSet#Multiplicity ms e ms[e] Element multiplicity
Map#Build m k v mik := v] Map update
Map#Elements m m.Values Map values

Mul a b (a * Db) Multiplication

Mod a b (a $ b) Modulo

Div a b (a / b) Integer division
=ab a==>b Equality

not (= x y) x =y Inequality

not (e in s) (e !in s) Negated membership
and true x X Simplification

or true x true Simplification

=> true x X Simplification
Constructor args Constructor (args) Constructor call
Destructor obj obj.field ADT field access
other

Table 4.1: Translation patterns from SMT-LIB expressions to Dafny syntax

For example, expressions such as ( | char#FromInt| 120), (LitInt 2), (Mod
(Mul (LitInt 2) (LitInt 3) (LitInt 4))) arerewrittenas: 'x’,2,and 2 x

3 % 4,respectively.
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Phase 5: variable reconstruction and scope resolution (simultaneous with Phase 2)
SMT-LIB variable names, such as | x#0@@32 |, are replaced with their corresponding
Dafny names computed during Phase 2, while name shadowing is resolved by prior-
itizing names occurring in the _protectScope function. Constructor, discriminator,

and destructor symbols are also normalized into Dafny-style accessors.

Phase 6: semantic filtering of SMT artifacts Calls to symbols related to error re-
porting, implicit Dafny-level predicates, and unsupported language constructs are re-
moved from the translated expression, as summarized in the table below. This phase

also removes tautologies and solver-generated auxiliary constraints.

SMT-LIB pattern to remove | Reason

ControlFlow x y Used only for error reporting
$IsHeapAnchor h Implicit in the Dafny code
$IsGoodHeap h Implicit in the Dafny code

= $_ModifiesFrame(O f | Frame annotations not supported in IPM yet

$IsAllocx x t h Heap allocation not supported in IPM yet

Phase 7: implication normalization and substitution-based simplification Implica-
tions of the form:

(Hi A NH,) = G

are transformed by:

tlattening conjunctions in the antecedent

separating equalities from logical constraints

performing sequential substitution of equalities into the goal

simplifying trivial cases (true/false propagation)

When the pretty-printer encounters an implication, it first normalizes the an-
tecedent by flattening nested conjunctions into a single list of conjuncts. It then parti-
tions this list into two groups: equalities of the form variable = term (where the left side
is a nullary symbol, treated as a variable), and all remaining logical constraints. The
equalities are processed sequentially, and each step rewrites the current goal and also
updates the remaining antecedent constraints, so substitutions are propagated consis-

tently through the whole implication. In the usual case, the substitution direction is
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variable — term; however, for protected names, the code may reverse the direction to
preserve user-facing identifiers. After substitution, the implication is rebuilt only from
the residual non-equality constraints and the rewritten goal.

Finally, the function applies lightweight logical simplifications to reduce noise in
the printed formula: ¢true = X becomes X, X = true becomes true, empty antecedents
are dropped, and repeated nested antecedents are collapsed when possible. The result
is a shorter and more readable implication that keeps the same proof-relevant content

while removing administrative equalities and trivial structure.

Phase 8: logical rewriting and algebraic simplification After implication-level nor-
malization, the pretty-printing stage applies a second pass of local logical rewrites
whose role is to reduce syntactic noise while preserving semantic meaning. This pass
targets recurrent SMT encodings (especially around negation, conjunction/disjunction
structure, and set or multiset membership) and rewrites them into formulas that are

closer to Dafny-style notation and easier to inspect interactively.

* Double negation elimination. Nested negations are simplified to remove redun-
dant logical wrappers, e.g. =(—¢) is reduced to ¢ whenever the inner form can be

rendered directly.

* De Morgan-style simplifications for sets and multisets. Negated membership
encodings produced by solver-level operators are rewritten into direct
non-membership syntax. In particular, multiplicity-based encodings such as
negated positivity tests are mapped to membership complements, yielding read-

able forms instead of low-level arithmetic predicates.

¢ Membership negation rewriting. Expressions of the shape not (x in S) are
rendered as x !in S. The same convention is applied uniformly for both sets
and multisets, so negation is expressed at the membership operator level rather

than as an outer logical wrapper.

¢ Elimination of empty conjunctions/disjunctions. After recursive filtering, con-
junctions or disjunctions that no longer contain informative operands are col-
lapsed to neutral outcomes (or removed when appropriate), avoiding vacuous

constructs in the final pretty-printed goal.
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¢ Constant folding and identity propagation. Boolean identities are applied ea-
gerly, e.g. true && x —x,false || x—x,true || x— true. This keeps
only the logically relevant core and suppresses tautological scaffolding intro-

duced by intermediate encodings.

This phase is not a proof transformation in the logical sense; it is a presentation-
oriented normalization that makes proof obligations shorter, structurally cleaner, and

significantly easier for users to read and manipulate in the interactive workflow.

Phase 9: final rendering into Dafny syntax In the final stage, the normalized in-
ternal representation is translated from solver-oriented terms into Dafny-level surface
notation. The objective is purely presentational: preserve logical meaning while replac-
ing SMT-LIB encodings with expressions that match the syntax users expect in Dafny
proofs. This includes arithmetic pretty-printing, collection operators, and datatype-
level notation, so that generated goals and hypotheses can be read as ordinary Dafny

formulas rather than as low-level solver terms.

¢ Arithmetic rendering. Primitive arithmetic forms are emitted with Dafny opera-
tors, including +, -, x, %, and /, with infix formatting and simplified parentheses

where possible.

* Sequence notation. Encoded sequence primitives are mapped to Dafny-style in-
dexing and length, e.g. seq[i] and | seq|, instead of raw constructor or selector

calls.

¢ Set and multiset operators. Membership, union/intersection-style operators,
and disjointness are rendered in compact Dafny form (such as in, +, %, ! !), yield-

ing expressions that align with user-written specifications.

* Map updates and access. Map encodings are translated into familiar update
syntax, e.g. m[k := v], and related map expressions are printed with Dafny-

like key access conventions.

¢ Datatype constructors and field access. Constructor names are cleaned from
backend prefixes, and discriminator/destructor patterns are rendered in idiomatic
object-style notation, so datatype terms resemble standard Dafny constructor and

tield usage.
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As a result, the output of the pipeline is not only logically equivalent to the orig-
inal SMT obligations, but also readable enough to support interactive proof develop-

ment, tactic debugging, and direct reintegration into Dafny proof scripts.

Phase 10: split into hypotheses and goal If the normalized verification condition has
the form:

HiAHy A AH, = G,

the antecedent conjuncts H; are presented as hypotheses, while G is extracted as the

goal of the proof obligation.

31



Chapter 5

Tactics

The Interactive Prover supports the following tactics:

1. assert tactic, that introduces an intermediate assertion that decomposes the proof

into two sub-goals:

* proving the assertion, i.e., showing that the assertion follows from the cur-

rent hypotheses;

* proving the original goal under the strengthened context, where the asser-

tion is added to the current hypotheses.

2. case tactic, which performs case analysis based on the truth value of the given
argument, splitting the proof into separate sub-goals corresponding to each pos-

sible case.

3. assume tactic, which adds a new hypothesis to the current proof context without

generating a proof obligation.

4. check tactic, which takes a Dafny boolean expression ¢ as argument and verifies
whether v is a logical consequence of the current hypotheses. It does not modify

the proof context or the proof tree.

Below, I present an example of how tactics can be applied. The interactive proof
mode is activated by adding the annotation { : ipm} to the failing proof obligation:

lemma triangle_sum_even (x: int)

[)

ensures {:ipm} x * (x + 1) % 2 == 0

{1}

and a Python script is run on the Dafny source file using the command python3

dafny—-ipm.py file.dfy.
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The interactive environment resembles that of the Rocq [11] or Lean [1] provers.
At each iteration, the proof context (the set of facts known to the system) and the proof

goal (the statement to be proved) are displayed.

hypotheses: -
goal: (((x » (x + 1)) % 2) == 0)

The system processes a sequence of proof tactics that are used to discharge the
current proof obligation. For example, the check tactic can be used to verify whether

Z3 can prove a given fact from the current set of hypotheses.

> check (x » (x + 1) % 2 == (x % 2) » ((x + 1) % 2))
No, solver can not prove {check_expr} from the current set of

<~ hypotheses.

The user receives immediate feedback after each tactic application, since recom-
pilation of the entire code base is not required. The primary source of latency is the
call to the solver (7 3), which is unavoidable; however, the timeout can be reduced to a
small value, such as 1 second. To discharge the goal in the running example above, a

case analysis can be performed using the case tactic:

> case ((x % 2) == 0)

hypotheses: ((x % 2) == 0)

goal: (((x » (x + 1)) % 2) == 0)
[goal 2 is: (((x * (x + 1)) % 2) == 0)]

The case analysis tactic above splits the current proof obligation into two cases,
depending on the truth value of the expression ( (x % 2) == 0). For both resulting
cases, the user can complete the proof using the assert tactic, which adds a provable

expression to the current set of hypotheses.

> assert ((x » (x + 1)) == (2  ((x / 2) = (x + 1))))
hypotheses: ((x % 2) == 0)
goal: ((x * (x + 1)) == (2 « ((x/ 2) « (x + 1))))

Congrats, current goal proved.
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[goal 2]

hypotheses: ((x % 2) == 0)
((x * (x + 1)) == (2  ((x/ 2) » (x+ 1))))
goal: (((x » (x + 1)) % 2) == 0)

Congrats, current goal proved.

[goal 3 is: (((x * (x + 1)) % 2) == 0)]

> assume false
hypotheses: ((x % 2) !'= 0)
assume false

goal: (((x » (x + 1)) % 2) == 0)

Congrats, current goal proved.

After applying a sequence of tactics that discharge the proof obligation, the IPM

produces a proof of the verification condition:

if (((x 5 2) == 0)) {
assert ((x » (x + 1)) == (2 = ((x / 2) = (x + 1))));
} else {

assume false;

The proof code can be reintegrated into the Dafny development, where it will

verify successfully.
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Chapter 6

Proof Types

Each original proof obligation has an associated proof tree, where each node cor-
responds to a tactic application and each leaf represents either a discharged obligation
or an unresolved subgoal.

To support incremental proof construction, I define a hierarchy of classes, each
corresponding to a specific tactic in the interactive proof system. In particular, I pro-
vide dedicated representations for assert, assume, case, as well as special nodes
for Unknown and Automatic proofs.

The AssertionProof class defined below represents an intermediate assertion,
decomposing the proof into two sub-goals: one corresponding to the proof of the as-
serted expression and another corresponding to the continuation of the proof under the
strengthened context. Similarly, the CaseProof class encodes case analysis by split-
ting the proof into branches corresponding to the truth values of a given expression.
The AssumeProof class extends the current context with an additional hypothesis
without generating a proof obligation.

The UnknownProof class represents an unresolved proof obligation. It acts as
a placeholder in the proof tree and is progressively replaced as tactics are applied in-
teractively. In contrast, the AutomaticProof class represents obligations discharged
automatically by the underlying solver, without further user interaction.

All these classes implement a common interface that supports traversal, printing,
and replacement of unresolved goals. In particular, the function
replace_first_unknown enables incremental refinement of the proof tree by re-
placing the first encountered UnknownProof node with a newly generated subproof.

This mechanism allows the interactive proof system to maintain a consistent global
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proof structure while progressively discharging obligations.

class AssertionProof (Proof) :

def __init__ (self, expr, pol: Proof = None, po2: Proof = None,
goal: str = ""):
super () ._ _init__ ("assertion", goal)
self.expr = expr

self.pol = pol

self.po2 = po2
def hasAnyUnknown (self) :

return self.pol.hasAnyUnknown () or self.po2.hasAnyUnknown ()
def print (self, indent, firstUnknown: FirstUnknown) :

pad = " " x indent

pol_str self.pol.print (indent + 2, firstUnknown)

po2_str self.po2.print (indent, firstUnknown)
result = f"{pad}assert {self.expr}"”
if self.pol.isAutomaticProof () :
result += ";"
else:
result += " by {\n"
result += f"{pol_str}i\n"
result += f"{pad}}}"
if not self.po2.isAutomaticProof () :
result += f"\n{po2_str}"
return result

def replace_first_unknown(self, new_proof):

"""Replace the first UnknownProof in the tree with new_proof"""

new_pol = self.pol.replace_first_unknown (new_proof)

if new_pol == self.pol:
new_po2 = self.po2.replace_first_unknown (new_proof)
if new_po2 == self.po2:

return self
return AssertionProof (self.expr, new_pol, new_po2, self.goal
)

return AssertionProof (self.expr, new_pol, self.po2, self.goal)
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Chapter 7

Proof Tree Construction

The Interactive Prover uses a tree-based representation to manage and structure
verification goals throughout the proof development process. Unlike traditional batch
verification, where all proof obligations are processed simultaneously, the Interactive
Prover organizes proof obligations into hierarchical tree structures that evolve as the
user applies tactics. This chapter provides a detailed examination of how proof trees
function, using the example illustrated in Figure to highlight the mechanics of tree
construction, goal decomposition, and proof synthesis.

A proof tree in IPM is fundamentally a directed acyclic graph representing the
logical structure of a proof. The root node corresponds to the original goal that re-
quires verification. Interior nodes represent intermediate goals generated through tac-
tic application—such as sub-goals created by case splits or assertions. Leaf nodes cor-
respond to goals that have been automatically verified by the SMT solver or proven by
previous tactics. Each node in the proof tree encapsulates a set of hypotheses, a goal to

be proven, and metadata tracking its verification status.

Case Study: The ite_ex3.dfy Example

To concretize the discussion of proof trees, we examine a concrete verification

problem from the test suite. The ite_ex3.dfy file contains the following lemma:

lemma triangle_sum_even(x: int)
requires x >= 0

ensures {:ipm} (x » (x + 1)) % 2 == 0
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This lemma states that for any non-negative integer z, the product = - (z + 1) is al-
ways even. The lemma body is empty, requiring the user to construct a proof through
Interactive Prover tactics. The property holds because one of the two consecutive inte-
gers must be even, making their product even.

When the Interactive Prover processes this file, it identifies two proof obligations:

1. Well-formedness (WF) goal: Verify that the constant divisor 2 # 0 (necessary for

the modulo operation to be well-defined).

2. Original goal: Prove that (z - (z 4+ 1)) mod 2 = 0.

The well-formedness goal is trivial and is immediately verified by the Z3 solver.
The original goal, however, requires user guidance because the solver cannot directly
establish the relationship between consecutive integers and even products without ad-

ditional lemmas or assertions.

Proof Tree Evolution: Phase 1 - Initial State

At the beginning of the interactive proof session, the IP system loads two proof
obligations from the SMT-LIB file. The initial proof tree consists of a single root node
representing the original goal (z - (z+1)) mod 2 = 0. The system attempts to verify this
goal automatically using Z3, with the following configuration: MBQI disabled, eager

threshold set to 44, case split limit set to 3, and default timeout of 1 second.

PO ID | Marker Goal Status
0 WEF 240 Proven
1 Original | (z - (x + 1)) mod 2 = 0 | Unknown

Table 7.1: Initial proof obligations for the lemma.

The Z3 solver’s response to the original goal is unknown, indicating that the
solver lacks sufficient information to complete the proof. The system then transitions

to interactive mode, presenting the user with the current goal and awaiting tactic input.

Proof Tree Evolution: Phase 2 - Case Split Application

The user applies the case split tactic with the expressionx ¢ 2 == 0:
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This tactic instructs the Interactive Prover to partition the proof into two branches:
one where z mod 2 = 0 (i.e., x is even) and another where x mod 2 # 0 (i.e., x is odd).

The IPM generates the following Dafny proof code:

if (x $ 2 == 0) {

assert {:ipm_now 0} (((x * (x + 1)) % 2) == 0);
} else {

assert {:ipm_now 1} (((x = (x + 1)) % 2) == 0);

The system then transmits this code to the DIPS compiler with phase prefix Oph:,
causing Dafny to generate new SMT-LIB obligations for both branches. The SMT-LIB

tile now contains 9 proof obligations, including;:

1. Well-formedness checks for the i f condition and both branches.

2. Two immediate goals corresponding to the assertions in each branch, marked
with protectToProveImmediate and indexed as 0 (true branch) and 1 (false

branch).

3. The original goal, now constrained by the appropriate branch condition.

After reloading from the updated SMT-LIB file, the proof tree evolves to the fol-

lowing structure:

Active Index | Marker Goal Hypotheses
0 Immediate | (z- (z+ 1)) mod2=0|2%#0,zmod2=0
1 Immediate | (z-(x+1)) mod2=0|2#0,zmod2#0

Table 7.2: Proof obligations after case split.

The system focuses on the first immediate goal (active index 0), corresponding to
the true branch where z is even. The Z3 solver attempts to verify this goal but returns
an unknown status, indicating that while the hypothesis z mod 2 = 0 is now available,
this information alone is insufficient for the solver to establish the conclusion without

additional reasoning.
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Proof Tree Evolution: Phase 3 - First Assertion

The user provides additional guidance by asserting an intermediate lemma in the

true branch:

assert x * (x + 1) == 2 % ((x / 2) = (x + 1))

This assertion establishes that when z is even, the product z - (z+1) can be rewrit-

tenas 2 - ((z/2) - (x + 1)), making the evenness explicit. The IPM generates updated

Dafny code:
if (x $ 2 == 0) {
assert x * (x + 1) == 2 * ((x / 2) = (x + 1)) by {
assert {:ipm_now 0} x » (x + 1) == 2 * ((x / 2) = (x + 1));
}
assert {:ipm_now 1} (((x * (x + 1)) % 2) == 0);
} else {
assert {:ipm_now 2} (((x * (x + 1)) % 2) == 0);

This code creates two new immediate goals: one for proving the assertion itself
(active index 0) and one for proving the original goal given the assertion as a new

hypothesis (active index 1). The false branch retains its original goal (active index 2).

Active Index | Marker Goal Status
0 Immediate r-(z+1)=2-((z/2) - (x+1)) Proven
1 Immediate (x-(x+1))mod2=0 Proven
2 Immediate | (z - (z + 1)) mod 2 = 0 (else branch) | Unknown

Table 7.3: Proof obligations after first assertion.

The Z3 solver successfully proves the new goals at indices 0 and 1. For index
0, the solver verifies the algebraic equivalence = - (z + 1) = 2 ((z/2) - (x + 1)) using
arithmetic axioms. For index 1, the solver uses the proven assertion as a hypothesis
to directly conclude the original goal. However, index 2 corresponding to the false
branch remains unproven, as the solver cannot establish the result for odd = using the

assertion intended for the even case.
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Proof Tree Evolution: Phase 4 - Second Assertion

To complete the proof, the user must address the false branch where x is odd. The

user provides another assertion specifically for this case:

assert x * (2 x (x / 2) + 2) == 2 % (x » ((x / 2) + 1))

This assertion establishes that when x is odd, the product can be rewritten using
the formz - ((2- (z/2) +2)) =2 (z - ((z/2) + 1)). This transformation is valid for odd

integers because (x + 1) must be even when z is odd. The updated code becomes:

if (x $ 2 == 0) {
assert x * (x + 1) == 2 * ((x / 2) » (x + 1));
} else {
assert x * (2 « (x / 2) +2) == 2 % (x » ((x / 2) + 1)) by {
assert {:ipm_now 0} x » (2 * (x / 2) + 2) == 2 x (x » ((x / 2) +
1))
}
assert {:ipm_now 1} (((x * (x + 1)) % 2) == 0);

After DIPS recompiles and the system reloads the proof obligations, two proof

obligations remain:

Active Index | Marker Goal Status
0 Immediate | z- (2 (z/2)+2)=2-(x-((z/2) + 1)) | Proven
1 Immediate | (z-(z+ 1)) mod 2 = 0 (else branch) | Proven

Table 7.4: Proof obligations after second assertion.

Both new goals are verified by Z3. The first goal (index 0) is proven through
algebraic manipulation recognizing that for odd z, the value = + 1 is even, making the
rewrite valid. The second goal (index 1) is proven by combining the newly asserted
equality with the modulo properties.

At this point, all immediate goals across both branches have been proven. The
proof obligation processing marks both the true and false branches as complete. The

system extracts the finalized proof tree into synthesized Dafny code:

41




if (x $ 2 == 0) {

assert x * (x + 1) == 2 * ((x / 2) = (x + 1));
} else {
assert x « (2 x (x / 2) +2) == 2 % (x x» ((x / 2) + 1));

Proof Obligation Reloading and Marker Tracking

A critical aspect of proof tree management is the reloading of proof obligations
after each tactic application. When the user applies a tactic, the IPM translates it to
Dafny code, transmits it to DIPS, and causes DIPS to recompile the file generating new
SMT-LIB obligations. The system then iterates through the SMT-LIB file, identifying
all (assert (! ... :named protectToProveXXX)) expressions.

The protect ToProveXXX marker naming convention encodes information about

the obligation’s role:
* protectToProve: The original goal from the lemma statement.

* protectToProveImmediate: A sub-goal generated by a tactic (case split, as-

sertion, or assumption).

* protectToProveWF: A well-formedness condition for expressions (e.g., non-

zero divisors).
* protectToProvelInv: An invariant condition for loop constructs.

The reload process constructs a mapping from SMT-LIB proof obligation IDs to
their internal representation in the proof tree. Obligations without the protectToProve
marker are skipped, as they represent intermediate reasoning steps rather than user-
facing goals. This selective loading ensures that the proof tree contains only the goals

that the user must explicitly address through tactics.

Solver Integration and Automatic Verification

As proof trees evolve, the Interactive Prover continuously invokes the Z3 SMT

solver to verify nodes within the tree. The solver integration operates as follows:

1. Goal Extraction: For each proof obligation, the system extracts the goal expres-

sion and hypothesis set.
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2. SMT-LIB Encoding: The goal and hypotheses are encoded as an SMT-LIB for-

mula of the form (assert goal). Hypotheses are asserted as conjunctions.

3. Z3 Invocation: The encoded formula is submitted to the Z3 solver with the con-

tiguration specified for the IPM instance.

4. Status Interpretation: The solver returns a status: sat (satisfiable, meaning the
negation is unsatisfiable and the goal is provable), unsat (unsatisfiable, indicat-

ing an inconsistency in assumptions), or unknown (unable to determine).

5. Tree Update: Successful proofs are marked as proven in the tree; unknown goals

remain for user intervention.

In the ite_ex3.dfy example, the Z3 solver successfully proves most goals be-
cause they reduce to arithmetic tautologies once the user-provided assertions are avail-
able. For instance, after the assertion z - (xr + 1) = 2 - ((2/2) - (z + 1)) is added to the
true branch, proving (z - (x + 1)) mod 2 = 0 becomes straightforward: the modulo of a

multiple of 2 is always 0.

Tactic Integration with Proof Tree Modification

The four tactics available in IPM (assert, case, assume, check) each modify the

proof tree in characteristic ways:

assert Tactic

The assert tactic adds a new sub-goal to the current branch of the proof tree.
The new node represents the assertion itself, and a sibling node represents the original
goal with the assertion available as a hypothesis. If the assertion is proven automati-
cally, the sibling goal may also be proven if the assertion provides sufficient informa-

tion.

case Tactic

The case tactic partitions the current goal into multiple branches, each corre-
sponding to a different case of the case condition. This creates multiple child nodes in
the proof tree, one for each branch. The system then processes each branch indepen-

dently, allowing the user to provide branch-specific tactics.
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assume Tactic

The assume tactic adds a hypothesis to the current goal without requiring proof.
This is semantically different from assert, as no sub-goal is generated. The assumed
proposition is immediately added to the hypothesis set, potentially enabling auto-
mated proof of the goal.

check Tactic

The check tactic evaluates an expression without modifying the proof tree. This
is useful for exploring hypotheses or verifying intermediate results without commit-
ting to the proof structure. The check does not alter the proof tree; it merely provides

feedback to the user.

Proof Synthesis and Code Generation

Once all goals in a proof tree have been proven, the Interactive Prover synthesizes
the final Dafny proof code by performing a depth-first traversal of the tree. For each

node:

1. If the node corresponds to a case split, a conditional statement (1 f-else) is gen-

erated, with sub-trees recursively synthesized for each branch.

2. If the node corresponds to an assertion, an assert statement is generated, pre-

serving the assertion expression and any attached proof blocks.

3. If the node corresponds to an assumption, an assume statement is generated,

preserving the assumed expression.

The synthesis process reconstructs the logical structure of the proof from the tree
representation, producing valid Dafny code that can be saved to the source file and
verified by the standard Dafny compiler. For the triangle_sum_even lemma, the

synthesized code is:

if (x $ 2 == 0) {
assert x * (x + 1) == 2 = ((x / 2) = (x + 1));
} else {
assert x * (2 x (x / 2) +2) ==2 x (x * ((x / 2) + 1));
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This code is semantically equivalent to the proof tree constructed during the in-
teractive session. When this code is later verified by the standalone Dafny compiler, all
verification obligations are automatically discharged by Z3, confirming the correctness

of the proof.

Error Handling and Backtracking

If the user applies an incorrect tactic or if a proof branch reaches a contradiction,

the Interactive Prover provides mechanisms for error recovery:

1. Failed Solver Verification: If a sub-goal remains unproven after a tactic and no
further tactics are provided, the system continues to prompt for additional input.

The user may apply corrective tactics.

2. Contradiction Detection: If hypotheses become contradictory (e.g., both x mod
2 = 0 and z mod 2 # 0), the Z3 solver may detect an inconsistency. The system

reports this to the user.

3. Undo Mechanism: The :undo command allows the user to revert the most re-
cent tactic, restoring the proof tree to its prior state and enabling alternative proof

strategies.

4. Reset to Checkpoint: The system maintains checkpoints at significant proof mile-

stones, allowing efficient backtracking without restarting the entire proof session.
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Chapter 8

Evaluation and Case Studies

I evaluate the IP framework on a benchmark suite of 50 Dafny programs cov-
ering the subset of the language currently supported by the system. The goal of this
evaluation is to assess both the coverage of supported language constructs and the
correctness of the back-translation pipeline.

The benchmark includes a diverse set of features commonly used in Dafny pro-
grams, ranging from arithmetic and logical expressions to more complex structures
such as recursive and non-recursive functions with fuel handling, finite and infinite set
operations, multiset and map manipulations, abstract data types (including construc-
tors, destructors, and discriminators), arrays, conditional expressions, as well as in-
variants, well-formedness conditions, and variable handling including name shadow-
ing. This collection is designed to reflect typical constructs encountered in verification-
oriented programs.

All programs are processed through the Dafny-Boogie-Z3 pipeline and then
passed through the IP back-translation engine, allowing us to validate that verification
conditions are correctly transformed into human-readable Dafny syntax while preserv-
ing semantic equivalence with the original SMT-LIB representation.

The distribution of test programs across feature categories is shown in Figure
and summarized numerically in Table The figure emphasizes relative distribution

across categories, while the table provides exact counts.
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Category Count

Multiset Operations 10
Map Operations 8
Set Operations (Finite & Infinite) 10
Abstract Data Types (ADTs) 5
Recursive Functions with Fuel Handling 6
Sequences & Arrays 3
Conditional Logic 2
Arithmetic Expressions 3
Variable Handling & Shadowing 3
Total 50

Figure 8.2: Exact distribution of benchmark programs across feature categories.
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Figure 8.1: Distribution of IP benchmark programs across supported Dafny feature

categories.

Overall, the evaluation demonstrates that IP successfully handles all supported
language features across the benchmark suite. All test cases are correctly processed
through the Dafny—Boogie—Z3 pipeline, and the back-translation consistently produces
readable Dafny syntax while preserving the structure and semantics of the original

verification conditions.
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Chapter 9

Related work

Auto-active verification systems such as Why?3 [5], F*, and Lean [1] rely on helper
assertions to guide automated verification. In contrast to Why3, where proof objects
remain hidden, our Interactive Prover synthesizes explicit Dafny proof code. Interac-
tive theorem provers such as Rocq and Lean provide rich tactic languages but require
users to manually translate specifications. Our approach preserves the original Dafny
workflow while introducing interactive proof construction.

Several approaches have explored the integration of automated and interactive
proving. Sledgehammer [4] enriches interactive theorem provers with automated rea-
soning, while recent work combines interactive and automated proofs for C programs
in Rocq [14]. Other efforts embed Dafny or Dafny-style specifications into Lean to
enable interactive reasoning while leveraging SMT solvers [9, 12]. Complementary
tools include the z3 Axiom Profiler [3], which helps diagnose difficult proof obliga-
tions involving quantifiers, and the SMT counterexample back-translation technique
of Chakarov et al. [6], which reconstructs counterexamples in Dafny syntax. Recent
developments also include heap-dependent assertions in the Iris framework [13] and
Knuckledragger [15], an effort to turn Z3 into an interactive theorem prover.

An earlier version of this work was presented at the Dafny 2026 Workshop (with-
out formal proceedings) [7], and the current version has been accepted for presentation

at WP TE 2026.
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Conclusions

This paper presents a practical Interactive Prover for Dafny programs that im-
proves the accessibility of formal verification. The system back-translates SMT-LIB
verification obligations into readable Dafny syntax and exposes them through a tactic-
based interactive interface, thereby reducing development latency and improving vis-
ibility into proof construction.

To remain faithful to the Dafny verification pipeline, IP does not re-implement the
underlying solver infrastructure. Instead, it invokes Z3 using the same configuration
as Dafny, including incremental solving and disabling model-based quantifier instan-
tiation. The current implementation focuses on proof obligations generated with the
{:isolate-assertions} option and does not fully support well-formedness con-
ditions. The DIPS component is implemented as a fork of Dafny, with plans for future
integration as a command-line extension.

The system supports a restricted fragment of Dafny, including Booleans, integers,
arithmetic operations, sets, algebraic data types, recursive functions with fuel han-
dling, and common logical patterns. It has been evaluated on a test suite of 50 Dafny
programs covering multiset and map operations, finite and infinite sets, ADT patterns
(constructors, destructors, discriminators), recursive definitions, and arithmetic and
logical expressions.

The implementation relies on Python bindings for Z3 to parse SMT-LIB output
generated by Boogie and currently supports a small set of meta-commands such as
quit, search, and set-timeout. Name shadowing is handled using
_protectScope markers.

Several technical challenges remain. In particular, imperative programs intro-
duce difficulties in back-translation due to state-dependent reasoning, since Dafny
does not natively expose previous variable states without ghost code. Additionally,

encodings such as var x: C being translated into constraints like x != null &s&
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dtype (x) == C require structural pattern recognition to preserve readable Dafny
syntax. Protection markers may also interfere with trigger generation, motivating fu-
ture improvements in trigger inference.

The Interactive Prover reconstructs and presents proof obligations in human-
readable Dafny syntax, preserving semantic equivalence with the original SMT-LIB
formulas. This improves proof obligation visibility and allows users to understand
and address verification failures that would otherwise remain opaque in batch verifi-
cation.

The interactive tactic mechanism (assert, case, assume, check) effectively guides
the solver in decomposing complex proof goals. In particular, case analysis and asser-
tion strengthening are especially effective for arithmetic properties requiring algebraic
reasoning.

All interactively constructed proofs successfully export to valid Dafny code with-
out modification, enabling seamless integration with standard Dafny verification work-
flows.

The main advantage of the IP is that it exposes the full verification context to
the user, including compiler-generated constraints that are otherwise invisible in the
source code. This enables interactive exploration of proof obligations and avoids the
repetitive edit-compile-verify cycle typical of Dafny development.

Finally, I envision extending the IP with support for proof modification work-
flows, integration with Z3’s axiom profiler, and deployment as an IDE plugin.

Industry and Educational Impact: The IP is primarily intended as an educa-
tional tool, providing an accessible entry point to formal verification by leveraging
immediate feedback and familiar debugging workflows. Beyond education, it can also
accelerate adoption in safety-critical domains such as financial systems, healthcare,
autonomous systems, and compiler verification, where faster iteration makes formal
methods more practical for industrial use.

Al Use: [ used Al to assist with typesetting early versions of the TikZ diagrams.
The manuscript itself was written entirely by me, without Al assistance. Al was also
used to generate parts of the IP source code, such as setting up the testing framework
and accelerating the implementation of recursive functions over Z3 expressions. The
core algorithms, including the back-translation algorithm, were designed entirely by

me.
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