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UNIVERSITATEA ”ALEXANDRU-IOAN CUZA” DIN IAS, I

FACULTATEA DE INFORMATICĂ
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mine ı̂n cadrul prezentei lucrări de licent, ă.
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Introduction

In systems where correctness is critical, a software defect can have severe con-

sequences, and while conventional testing can demonstrate the presence of defects in

the inputs it exercises, unless the tested domain is exhaustive, it cannot demonstrate

their absence [6, p. 6]. By proving that a program satisfies its specification in all possi-

ble cases, formal verification unlocks the potential for stronger guarantees than testing

can feasibly provide.

Dafny [8] is a verification-aware programming language built around this idea,

allowing programmers to augment implementation code with formal specifications.

By using language constructs such as preconditions, postconditions, assertions, invari-

ants, and lemmas, a developer can express the intended behavior of their programs and

verify that the implementation satisfies the provided specifications. The Dafny verifier

achieves this by translating a given Dafny program into the intermediate verification

language Boogie [2]. The translation is designed so that proving the generated Boo-

gie program is sufficient to establish the relevant correctness properties of the original

Dafny program [8, p. 349]. Dafny then uses Boogie to generate first-order verification

conditions, which it sends to a theorem prover, typically Z3 [5].

For the purposes of this thesis, Dafny’s verification process can be viewed as pro-

ducing a set of verification results, each associated with a verifiable declaration such

as a method, function, or lemma. A successful result indicates that Dafny was able to

prove the generated verification conditions for that declaration. However, an unsuc-

cessful result is inconclusive: it may point to an actual error, but it may also be due to

insufficient guidance. For example, the program may require additional intermediate

assertions, adjusted loop invariants, or more precise preconditions and postconditions.

In addition, SMT-based verification is affected by theoretical and practical limitations,

including resource limits, incomplete quantifier instantiation heuristics [9], and diffi-

cult reasoning tasks such as nonlinear integer arithmetic, whose satisfiability problem
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is undecidable in general [7]. As a result, a property may be true but still not automat-

ically provable by the verifier in its current form.

lemma triangle_sum_even(x : int)
ensures x * (x + 1) % 2 == 0

{}

Code snippet 1: A Dafny lemma that fails to verify automatically.

The example in Code snippet 1 illustrates why unsuccessful verification results

cannot always be treated as evidence of incorrectness. The stated property is true, but

due to the presence of nonlinear integer arithmetic, the verifier does not automatically

prove it in this form. When confronted with such a failing proof obligation1, a Dafny

programmer typically enters an iterative proof development process. The program-

mer inspects the failing obligation, adds, modifies, or removes proof hints, and runs

the verifier again. The result may show that the original proof obligation has been

discharged, but it may also expose a new or more specific proof obligation that still

needs to be proven. The programmer repeats this cycle until the intermediate facts are

sufficiently explicit for the verifier to complete the proof automatically.

This standard iterative workflow has two main drawbacks. First, each proof at-

tempt may require reprocessing and reverifying more of the program than is actually

relevant to the local proof change, which can make the feedback loop inefficient. Sec-

ond, the information needed to understand or prove a failing obligation is not always

localized at the point of failure: it may depend on the surrounding context, such as

invariants, preconditions, type information, or other declarations. These drawbacks

motivate an interactive workflow in which proof development focuses on selected

obligations, while the compiler backend preserves the context needed to process proof

changes efficiently.

This thesis addresses the compiler-side support required to make such an interac-

tive proof development workflow possible in Dafny. An Interactive Proof Mode for Dafny

(AIPMDA) provides the user-facing component, while the project presented here im-

plements the Dafny Incremental Proof Server (DIPS), which acts as AIPMDA’s backend

inside the Dafny compiler infrastructure. DIPS connects proof mode interactions to

Dafny’s existing verification pipeline by processing the proof mode changes it receives

from AIPMDA, rewriting Dafny programs, reusing resolution information where pos-

1In this thesis, a proof obligation refers to a source-level Dafny construct that gives rise to one or

more verification conditions, such as an assertion, an invariant, or an ensures clause.
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sible to make repeated verification more efficient, and preserving the program context

needed to interpret proof obligations.

The contributions of this project are the components that make up DIPS: the

interface through which AIPMDA communicates proof mode changes, described in

Chapter 3; the incremental resolver that processes those changes while reusing prior

resolution results, described in Chapter 4; and the protection mechanism that sup-

plies AIPMDA with the context it needs to interpret proof obligations, described in

Chapter 5. DIPS builds upon Dafny’s compilation pipeline and operates alongside

AIPMDA, which was developed as a separate project providing the user-facing com-

ponent of the interactive proof mode.
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Chapter 1

Terminology and Conventions

This chapter introduces the Dafny constructs and conventions used throughout

this thesis.

1.1 Dafny constructs

Verifiable Declarations: This thesis uses the term verifiable declaration to denote a

Dafny declaration that can give rise to verification conditions, either directly or through

the declarations it contains. This includes declarations with bodies, specifications, ini-

tializers, or default values that the verifier must check. Examples include modules,

classes, constructors, methods, lemmas, functions, predicates, constant fields with ini-

tializers, and datatype constructors that contain at least one field with a default value.

Callables: In this thesis, a callable refers to a constructor, method, lemma, function, or

predicate. The implementation treats callables as the declarations to which DIPS can

apply proof mode changes.

Specification Clauses: A specification clause is a language structure that contributes to

the specifications of a declaration or statement. Dafny supports several kinds of speci-

fication clauses, including requires, ensures, decreases, reads, modifies, and

invariant clauses. This thesis mainly uses the term when referring to ensures,

invariant, and requires clauses.

Attributes: An attribute is metadata attached to a Dafny construct using the

"{:" name [ arguments ] "}" syntax. Attributes can influence compilation or
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verification without changing the surrounding program structure. For example,

{:isolate_assertions} changes how verification conditions are generated, while

{:induction} controls induction trigger generation. DIPS uses the {:ipm} attribute

to mark proof obligations that should be exposed to the interactive proof mode work-

flow.

Well-Formedness Conditions: Before the verifier can establish the correctness of an

expression, it may first need to prove additional facts, ensuring that each operation

within the expression is applied in a valid context. These facts are often referred to as

well-formedness conditions. The following example shows an ensures clause whose

expression requires such an additional well-formedness check.

method m(s: seq<int>, i: int) ensures s[i] >= 0 { }

Code snippet 1.1: A postcondition that gives rise to a well-formedness condition.

In Code snippet 1.1, the postcondition states that the element at index i is non-

negative. Before the verifier can establish the correctness of this postcondition, it must

prove the additional condition 0 <= i < |s|, which ensures that the sequence ac-

cess s[i] is well-formed.

Proof Brittleness: The Dafny reference manual uses the term brittle for proof obli-

gations that verify successfully in one context but may time out or report potential

errors after changes to the program that should have little to no effect on their logical

validity [4, Sec. 13.7.6].

AIPMDA Tactics: In this thesis, AIPMDA tactics are the set of commands provided by

AIPMDA through which the user guides the proof process. They serve as an abstrac-

tion over DIPS’s interface by hiding the proof management details that DIPS ultimately

applies through proof mode changes.

1.2 Generated identifiers

Several transformations performed by DIPS add new Dafny declarations to the

program, creating the possibility of name collisions with existing declarations. Since

Dafny’s parser does not accept user-written declaration names that start with an un-
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derscore, DIPS avoids such collisions by prefixing generated identifiers with an under-

score.

However, the underscore prefix alone does not prevent collisions between gener-

ated declarations. For example, consider the following program:

module A { class B { function f(): bool { true } } }
module C { trait D { function f(): bool { true } } }

Code snippet 1.2: Two declarations with the same name in different enclosing contexts.

This example contains two functions, both named f. If DIPS generated a decla-

ration named _f for each of these functions and placed them in the same scope, the

generated program would contain two declarations with the same name. To avoid

this, DIPS generates a name from the chain of enclosing modules, if any, followed by

the enclosing non-module declaration, if any, and finally by the name of the original

declaration. For the declarations in Code snippet 1.2, DIPS would generate declara-

tions named _A_B_f and _C_D_f.

1.3 Entry points

DIPS assigns each proof obligation marked with the {:ipm} attribute a unique

numeric entry point. DIPS assigns entry points according to a deterministic ordering of

the marked proof obligations: first by the URI of the source file in which they occur,

then by their line number, and finally by their column number. AIPMDA and DIPS use

them to refer to marked proof obligations during the interactive proof mode workflow.
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Chapter 2

Interactive Proof Mode Workflow

The interactive proof mode workflow starts from a Dafny input program in which

the user has marked one or more proof obligations with the {:ipm} attribute. These

annotations identify the obligations that should be exposed to AIPMDA for interactive

proof development. Once the user has annotated the program, they start AIPMDA,

which in turn starts DIPS.

DIPS first runs the modified Dafny compilation pipeline once. The incremental

resolver that DIPS implements requires this initial run, a detail Section 4.4 expands

upon. If this initial run reports parsing or resolution errors, the workflow terminates.

After a successful initial run, DIPS waits for input from AIPMDA. At this point,

the workflow enters a loop. AIPMDA determines whether the selected proof obliga-

tions have already been proven, in which case the workflow finishes. Otherwise, AIP-

MDA waits for a tactic from the user, which it then transforms and forwards to DIPS.

When DIPS receives proof mode changes from AIPMDA, it applies them to its Dafny

input program and runs the modified Dafny compilation pipeline again. After this run

finishes, DIPS again waits for input from AIPMDA, and the loop repeats. Figure 2.1

shows the overall workflow.
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Figure 2.1: Interactive proof mode workflow.

9



Chapter 3

DIPS–AIPMDA Interface

Chapter 2 describes the overall interactive proof mode workflow, in which AIP-

MDA communicates with DIPS by sending textual inputs. This chapter presents the

interface designed and implemented for this communication as part of this work, de-

scribing the commands and kinds of proof mode changes DIPS accepts, explaining

their roles in the workflow, and providing the context needed to justify the selected

design choices.

3.1 Proof mode changes

Proof mode changes are the inputs through which AIPMDA requests modifica-

tions to the Dafny program currently managed by DIPS. The general form of a proof

mode change is shown below:

proofModeChange ::= < entryPoint > (wf | ph | ii | im): < text >

| < entryPoint > im < branchIndex > : < text >

Besides the text that is applied to the Dafny input program, a proof mode change

must also specify where and how to apply that text. For this reason, each proof mode

change starts with an entry point that identifies the proof obligation being modified,

followed by a tag that specifies the purpose of the modification. Additionally, proof

mode changes with the im tag may also include a branch index; Subsection 3.1.3 dis-

cusses this exception. The following subsections describe all supported kinds of proof

mode changes, grouped by tag.

In the examples that follow, proof obligations are marked with attributes of the
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form {:ipm <entryPoint>} instead of {:ipm}. The entry point clarifies which

proof obligation each proof mode change applies to, without applying the modifica-

tions that would otherwise introduce it, which are discussed in Section 5.2.

3.1.1 Well-formedness changes

A proof mode change with the wf tag modifies the proof attempt for a well-

formedness condition. Since any expression can generate well-formedness checks, any

marked proof obligation within a callable can receive well-formedness changes.

Postcondition-related well-formedness changes

When translating Dafny code to Boogie, the translation of a callable results in at

least two Boogie declarations: one for proving specification-related well-formedness

conditions and one for proving the correctness of the specifications. This split sepa-

rates the verification context available for specification-related well-formedness checks

from the rest of the callable’s context, such as its body. Consequently, DIPS must ap-

ply a well-formedness change for a specification proof obligation in its corresponding

context in order to influence its corresponding verification result.

Consider the following example:

opaque const c: nat := 1
lemma l() ensures {:ipm 0} c / c == 1 {}

The well-formedness of l’s ensures clause relies on proving that c != 0. To

this end, revealing the value of c is sufficient, which corresponds to a proof mode

change such as 0wf: reveal c;. However, as was previously explained, applying

this modification in the body of the lemma does not help prove the well-formedness

condition:
opaque const c: nat := 1
lemma l() ensures {:ipm 0} c / c == 1 { reveal c; }

A possible approach would be to add the required fact as a precondition:

opaque const c: nat := 1
lemma l()

requires reveal c; c != 0
ensures c / c == 1

{}

This may appear to solve the original problem, but it actually delegates it to the

lemma’s callers. A more natural alternative would be to add the required fact as an

earlier postcondition:

11



opaque const c: nat := 1
lemma l()

ensures c != 0
ensures c / c == 1

{ reveal c; }

This proves the well-formedness condition since the verifier can prove the first

postcondition using the body of the lemma and then use it as context for the following

postcondition. In this sense, it allows implementation details from the callable’s body

to indirectly contribute to proving the well-formedness condition. However, adding

an ensures clause changes the callable’s interface and may affect the verification of

its callers by introducing proof brittleness.

This could lead to situations where the user proves two proof obligations through

the interactive proof mode workflow, only to verify them afterwards and discover that

one of them can no longer be proved. Section 6.2 discusses enhancing both AIPMDA

and DIPS to properly handle the addition of ensures clauses, as a potential improve-

ment. Instead, DIPS applies the well-formedness change directly before the expression

that generated the condition:

opaque const c: nat := 1
lemma l()

ensures reveal c; c / c == 1
{}

Invariant-related well-formedness changes

Well-formedness conditions generated by invariant proof obligations pose a sim-

ilar challenge. Consider the following example:

opaque const c: nat := 1
lemma proof(x: int)

requires x % 4 == 3
ensures x * x % 4 == 1

{
ghost var q := x / 4;
assert x * x == 4 * (4 * q * q + 6 * q + 2) + 1;

}
lemma l() {

var x: int := 4 * c + 3;
while x > 4

invariant x % 4 == 3
invariant {:ipm 0} x / (x * x % 4) >= 0
decreases x

{ x := x - 4; }
}

12



Code snippet 3.1: An invariant whose well-formedness condition requires an external

fact.

Below is a simplified version of the Boogie implementation generated for the l

lemma, with irrelevant details removed.
implementation {:smt_option "smt.arith.solver", "2"}

{:verboseName "l (correctness)"}
Impl$$_module.__default.l() returns ($_reverifyPost: bool)

{
var x#0: int;
var $w$loop#0: bool;
var $decr$loop#00: int;

$_reverifyPost := false;
x#0 := Mul(LitInt(4), _module.__default.c()) + 3;
havoc $w$loop#0;
assume $w$loop#0 ==> true;
while (true)

invariant $w$loop#0 ==> Mod(x#0, LitInt(4)) ==
LitInt(3);

invariant $w$loop#0 ==> Div(x#0, Mod(Mul(x#0, x#0),
LitInt(4))) >= LitInt(0);
{

if (!$w$loop#0) {
assert LitInt(4) != 0;
assume Mod(x#0, LitInt(4)) == LitInt(3);
assert LitInt(4) != 0;
assert Mod(Mul(x#0, x#0), LitInt(4)) != 0;
assume Div(x#0, Mod(Mul(x#0, x#0), LitInt(4))) >=

LitInt(0);
assume false;

}
if (4 >= x#0) {

break;
}
$decr$loop#00 := x#0;
x#0 := x#0 - 4;
assert 0 <= $decr$loop#00 || x#0 == $decr$loop#00;
assert x#0 < $decr$loop#00;

}
}

The transformations related to $w$loop#0 effectively split the verification of the

loop invariants into two parts. The first part is the ordinary loop verification, without

accounting for invariant-related well-formedness checks, and the second part verifies

the well-formedness conditions generated by the loop invariants. In this second part,

the verifier assumes each invariant after proving its well-formedness, which allows

earlier invariants to contribute to proving the well-formedness of later invariants. Af-
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ter processing all invariant-related well-formedness checks, the translation disables

verification for the rest of the loop body.

To make this transformation clearer, the following two code snippets show what

the loop would look like if the two possible values of $w$loop#0 were considered

separately.

When $w$loop#0 is true, the loop resembles the ordinary translated loop:

implementation {:smt_option "smt.arith.solver", "2"}
{:verboseName "l (correctness)"}
Impl$$_module.__default.l() returns ($_reverifyPost: bool)

{
var x#0: int;
var $decr$loop#00: int;

$_reverifyPost := false;
x#0 := Mul(LitInt(4), _module.__default.c()) + 3;
while (true)

invariant Mod(x#0, LitInt(4)) == LitInt(3);
invariant Div(x#0, Mod(Mul(x#0, x#0), LitInt(4))) >=

LitInt(0);
{

if (4 >= x#0) {
break;

}
$decr$loop#00 := x#0;
x#0 := x#0 - 4;
assert 0 <= $decr$loop#00 || x#0 == $decr$loop#00;
assert x#0 < $decr$loop#00;

}
}

When $w$loop#0 is false, the invariants become trivial, since false ==> E is

true for any expression E, and the translated loop body first enters the branch used to

prove invariant-related well-formedness checks:

implementation {:smt_option "smt.arith.solver", "2"}
{:verboseName "l (correctness)"}
Impl$$_module.__default.l() returns ($_reverifyPost: bool)

{
var x#0: int;
var $decr$loop#00: int;

$_reverifyPost := false;
x#0 := Mul(LitInt(4), _module.__default.c()) + 3;
while (true)

invariant true;
invariant true;

{
assert LitInt(4) != 0;
assume Mod(x#0, LitInt(4)) == LitInt(3);
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assert LitInt(4) != 0;
assert Mod(Mul(x#0, x#0), LitInt(4)) != 0;
assume Div(x#0, Mod(Mul(x#0, x#0), LitInt(4))) >=

LitInt(0);
assume false;
if (4 >= x#0) {

break;
}
$decr$loop#00 := x#0;
x#0 := x#0 - 4;
assert 0 <= $decr$loop#00 || x#0 == $decr$loop#00;
assert x#0 < $decr$loop#00;

}
}

This inlining shows that only facts available before entering the loop, earlier in-

variants, or modifications to the invariant itself can influence the verification of an

invariant clause’s well-formedness. As with additional postconditions, adding an in-

variant would change the verification context of other obligations in the callable, po-

tentially introducing proof brittleness. This is also discussed in Section 6.2.

To prove the well-formedness of the invariant from Code snippet 3.1, one possi-

ble proof mode change is 0wf: assert x * x % 4 != 0 by { proof(x); }.

DIPS applies such a change in the following way:

opaque const c: nat := 1
lemma proof(x: int)

requires x % 4 == 3
ensures x * x % 4 == 1

{
ghost var q := x / 4;
assert x * x == 4 * (4 * q * q + 6 * q + 2) + 1;

}

lemma l() {
var x: int := 4 * c + 3;
while x > 4

invariant x % 4 == 3
invariant {:ipm 0} assert x * x % 4 != 0 by { proof(x); }

x / (x * x % 4) >= 0
decreases x

{ x := x - 4; }
}

For this reason, and to keep the behavior of wf changes uniform across assertions,

ensures clauses, and invariant clauses, DIPS applies all well-formedness changes

immediately before the expression that generated the corresponding well-formedness

condition.
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3.1.2 Proof hint changes

A proof mode change with the ph tag modifies the proof attempt for a non-

invariant proof obligation, such as an assertion or an ensures clause. Any such proof

obligation marked with {:ipm} can receive proof hint changes.

Unlike well-formedness changes, the separation of verification contexts discussed

in Section 3.1.1 does not constrain proof hint changes. Nevertheless, DIPS applies them

as locally as possible, so that a hint intended for one proof obligation has minimal in-

fluence on later obligations.

For assertion proof obligations, DIPS places the proof hint in the assertion’s by

block. If the assertion does not already have such a block, DIPS creates one containing

the relevant changes. The following example shows both cases:

lemma l() {
assert {:ipm 0} true;
assert {:ipm 1} true by {}

}

Applying the following changes:

0ph: assert 0 is int;

1ph: assert 1 is int;

produces the following code:

lemma l() {
assert {:ipm 0} true;
assert {:ipm 0} true by { assert 0 is int; }
assert {:ipm 1} true by { assert 1 is int; }

}

DIPS applies proof hint changes for ensures clauses to the body whose correct-

ness the verifier checks against the corresponding postcondition. For lemmas, forall

statements, and opaque blocks, DIPS inserts the proof hint at the end of that body. If

the body is missing, DIPS creates one that contains the relevant changes.

Function postconditions are an exception. Since a function body is an expression

rather than a statement body to which DIPS can append proof hints, DIPS inserts proof

hint changes for function postconditions directly into the postcondition expression, in

the same way as well-formedness changes.

The following example shows how DIPS applies proof hint changes to all the

constructs that introduce ensures clauses:
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lemma bodyless() ensures {:axiom} {:ipm 0} true
lemma l() ensures {:ipm 1} true {

forall a: int ensures {:ipm 2} true
forall a: int ensures {:ipm 3} true {}
opaque ensures {:ipm 4} true {}

}
function f(): bool ensures {:ipm 5} true { true }

Applying the following changes:

0ph: assert 0 is int;

1ph: assert 1 is int;

2ph: assert 2 is int;

3ph: assert 3 is int;

4ph: assert 4 is int;

5ph: assert 5 is int;

produces the following code:

lemma bodyless() ensures {:axiom} {:ipm 0} true {
assert 0 is int;

}
lemma l() ensures {:ipm 1} true {

forall a: int ensures {:ipm 2} true { assert 2 is int; }
forall a: int ensures {:ipm 3} true { assert 3 is int; }
opaque ensures {:ipm 4} true { assert 4 is int; }
assert 1 is int;

}
function f(): bool

ensures {:ipm 5} assert 5 is int; true { true }

3.1.3 Invariant initialization and maintenance changes

Loop invariants differ from the proof obligations discussed so far because the ver-

ifier checks their correctness in two distinct ways. First, the invariant must hold before

the loop begins. Second, every relevant path through the loop body must maintain it.

DIPS, therefore, treats proof mode changes for invariant initialization separately from

those for invariant maintenance.

A proof mode change with either the ii or the im tag modifies the proof attempt

for an invariant proof obligation. The ii tag marks invariant initialization, and DIPS

applies the modification before the start of the loop, while the im tag marks invariant

maintenance, and DIPS applies the modification at the end of the loop body. If the

loop has no body, DIPS creates one that contains the relevant changes. The following

example shows how these changes are applied to while and for loops:
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lemma l() {
var i := 0;
while i < 10

invariant {:ipm 0} true
{ i := i + 1; }
while i < 10

invariant {:ipm 1} true
for i := 0 to 10

invariant {:ipm 2} true
{}
for i := 10 downto 0

invariant {:ipm 3} true
}

Applying the following changes:

0ii: assert 0 is int;

0im: assert (0 + 1) is int;

1ii: assert 1 is int;

1im: assert (1 + 1) is int;

2ii: assert 2 is int;

2im: assert (2 + 1) is int;

3ii: assert 3 is int;

3im: assert (3 + 1) is int;

produces the following code:

lemma l() {
var i := 0;
assert 0 is int;
while i < 10

invariant {:ipm 0} true
{ i := i + 1; assert (0 + 1) is int; }
assert 1 is int;
while i < 10

invariant {:ipm 1} true
{ assert (1 + 1) is int; }
assert 2 is int;
for i := 0 to 10

invariant {:ipm 2} true
{ assert (2 + 1) is int; }
assert 3 is int;
for i := 10 downto 0

invariant {:ipm 3} true
{ assert (3 + 1) is int; }

}

Invariant maintenance changes can also target a specific branch of a case-based

while loop. In such loops, the verifier checks invariant maintenance separately for
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each case, and the optional branch index selects the case to which DIPS applies the

proof mode change. DIPS indexes cases from 0 in their order of appearance and, if

the proof mode change provides no branch index, selects the first case. Consider the

following example:

opaque function b(i: int): bool { true }
lemma l() {

var i := *;
while

invariant {:ipm 0} b(i)
decreases if i >= 0 then i else -i

{
case i <= -10 => i := i + 5;
case -10 < i < 0 => i := i + 1;
case 0 < i < 10 => i := i - 1;
case 10 <= i => i := i - 5;

}
}

Applying the following changes:

0ii: assert b(i) by { reveal b; }

0im: reveal b;

0im2: reveal b;

0im3: reveal b;

produces the following code:

opaque function b(i: int): bool { true }
lemma l() {

var i := *;
assert b(i) by { reveal b; }
while

invariant {:ipm 0} b(i)
decreases if i >= 0 then i else -i

{
case i <= -10 => i := i + 5; reveal b;
case -10 < i < 0 => i := i + 1;
case 0 < i < 10 => i := i - 1; reveal b;
case 10 <= i => i := i - 5; reveal b;

}
}

3.2 Commands

In addition to proof mode changes, DIPS accepts a set of textual commands. Most

commands serve strictly for debugging and inspecting the Dafny and Boogie code that

DIPS generates.
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:h Displays a help message describing the accepted proof mode changes and com-

mands.

:ad Prints all post-resolution Dafny code.

:d Prints the post-resolution Dafny code of the changed modules.

:d i <entryPoint>+ Prints the post-resolution Dafny code of the callables that

contain the provided entry points.

:d s <symbol>+ Prints the post-resolution Dafny code of the provided symbols.

For example, if a module A contains a function f, then :d s IPM.A prints the

module, while :d s IPM.A.f prints the function. The _IPM prefix in these

symbols refers to the generated wrapper module introduced in Section 4.3.

:ab Prints all Boogie code generated from the input Dafny code.

:b Prints the Boogie code generated from the changed modules.

:b m <module>+ Prints the Boogie code generated from the provided modules.

:as Generates all verification conditions.

The remaining commands are part of the ordinary interaction between AIPMDA

and DIPS. They either manage the active proof mode changes or generate the verifica-

tion conditions relevant to them.

:s Generates the verification conditions influenced by the currently active proof mode

changes.

:w Writes the formatted Dafny input code into separate files, but only for files whose

text changes as a result of formatting.

:c Displays the currently active proof mode changes.

:r Clears the currently active proof mode changes.

:q Closes DIPS.
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Chapter 4

Incremental Resolution

As described in Chapter 2, DIPS responds to the proof mode changes it receives

through its interface, presented in Chapter 3, by running the modified Dafny compi-

lation pipeline. Within this pipeline, the incremental resolver described in this chap-

ter overrides Dafny’s resolver, allowing it to reuse resolution results from earlier runs

wherever the applied proof mode changes leave them valid.

4.1 Resolution context

DIPS’s incremental resolver builds on Dafny’s existing resolution process. This

section describes the relevant aspects of that process, along with the reuse principle

that motivates DIPS’s strategy.

Since modules can contain other modules, import other modules, refine modules,

replace modules, define export sets, and import other modules’ export sets, the reso-

lution of one module can depend on information obtained during the resolution of

another. The resolver uses these dependency relationships to build a directed graph

that describes how modules, export sets, and module imports depend on one another.

Each node in this graph corresponds to a module, export set, or module import, and an

edge from node A to node B means that resolving A depends on the resolution results

of B. The resolver reports any cycle in this graph as a resolution error. If the resolver

finds no cycles, the graph is acyclic and provides an order for resolving the modules.

The following cases introduce edges in the graph:

1. each export set depends on the module in which it is declared;

2. each module depends on the abstract module imports declared directly inside it;
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3. each abstract module import depends on the module named in its declaration;

4. each module depends on the alias module imports declared directly inside it;

5. each alias module import depends on the module it aliases;

6. each module depends on the modules declared directly inside it;

7. each refining module depends on the module it refines;

8. each replacing module depends on the module it replaces.

For example, the declaration module M { const c: int := 0 export e

provides c } introduces an edge from the export set e to the enclosing module

M because the export set can only be resolved after the declarations it exposes from

M have been resolved. Similarly, in abstract module B { import i: A }, the

enclosing module B depends on the import declaration i, while the import declaration

itself depends on A.

The following code snippet shows a small Dafny program that contains all of

these relationships. Figure 4.1 shows its corresponding dependency graph.

module A {
function f(x: int): bool
{ true }
export a reveals f

}

abstract module B {
module X { const c: int := 0 }
import alias = A‘a
import abstract_: A‘a
function f(x: int): bool
{

X.c == 0 && alias.f(x) && abstract_.f(-x)
}

}
module C refines B {}

replaceable module D {}
module E replaces D {}

Code snippet 4.1: Example of a Dafny program.
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module

C
B

B.X

B.abstract

B.alias

A
A‘a

ED

Figure 4.1: Dependency graph generated by the Dafny resolver when given the preced-

ing code snippet as input. Internally, the top-level declarations of the input program

are placed in a module named _module.

Once the resolver has built the dependency graph, it resolves declarations in an

order that resolves each one only after its dependencies.

A declaration’s resolution result is determined only by itself and the resolution

results of its dependencies. In principle, a declaration’s previous resolution result can

be reused if it has not changed and none of its dependencies’ resolution results have

changed in a way that would affect its resolution. Conversely, if the declaration has

changed, or if any dependency has changed in a way that would affect its resolution,

then the declaration’s previous resolution result cannot be reused.

While DIPS does not implement this reuse strategy, it provides the reference point

for the strategy DIPS uses. Section 6.1 discusses its implementation as a potential im-

provement.

4.2 Incremental resolution reuse strategy

The incremental resolver implemented in this work uses a conservative approxi-

mation of the reuse strategy described above: a declaration’s previous resolution result

is reused only when the declaration itself is unchanged, and the previous resolution re-

sults of all its dependencies are reused as well. If either condition fails, the declaration

is resolved again. Consequently, a change to a declaration propagates to all its depen-

dents. For example, consider the following change applied to Code snippet 4.1:

abstract module B {
module X { const c: int := 0 }
import alias = A‘a
import abstract_: A‘a
function f(x: int): bool
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requires x > 0
{ X.c == 0 && alias.f(x) && abstract_.f(-x) }

}

Adding a precondition changes the function B.f, so DIPS cannot reuse the pre-

vious resolution result of module B. Since C depends on B through refinement, and

_module depends on the top-level modules it contains, their previous resolution re-

sults are also invalidated. Figure 4.2 highlights the affected nodes.

module

C
B

B.X

B.abstract

B.alias

A
A‘a ED

Figure 4.2: Propagation of a change to module B through the dependency graph.

Nodes highlighted in red are those whose previous resolution results are invalidated

by the incremental resolver.

4.3 Program rewriting

The reuse strategy described in the previous section can result in resolving more

declarations than necessary. In the worst case, if the dependency graph has a unique

sink node, then every node in the graph can reach it [1, Prop. 1.4.4], and a change to

the declaration associated with that node would invalidate all resolution results from

the previous run.

The following code snippet shows a simplified version of Code snippet 4.1, adapted

to demonstrate this case. In the corresponding dependency graph, shown in Figure 4.3,

module A is the unique sink. Therefore, a proof mode change applied directly to a dec-

laration in A would prevent the reuse of any previous resolution results.

module A {
function f(x: int): bool

ensures {:ipm} true
{ true }
export a reveals f

}

abstract module B {
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import alias = A‘a
function f(x: int): bool
{

assert {:ipm} true;
alias.f(x)

}
}
module C refines B {}

Code snippet 4.2: Example program before rewriting.

module

CBB.alias

A

A‘a

Figure 4.3: Dependency graph of the altered program before rewriting.

To reduce this propagation, DIPS rewrites the input program at the beginning of

the resolution process by creating a new module for each callable containing at least

one proof obligation marked with the {:ipm} attribute. The goal of this rewriting step

is to isolate proof mode changes in generated modules rather than applying them di-

rectly to the original modules where the corresponding proof obligations appear. Ide-

ally, in addition to limiting the propagation of proof mode changes in the dependency

graph, such a rewrite would satisfy the following conditions:

• The generated callable should be usable in place of the original in any proof in

which it appears. To achieve this, the callable must preserve its signature and

avoid both strengthening its preconditions and weakening its postconditions.

• The generated callable should permit any modifications required by the interac-

tive proof mode workflow.

However, no rewriting strategy satisfying both requirements was found during

the development of DIPS. The two strategies considered below each satisfy one re-

quirement but not the other.

The first strategy creates a refinement of the corresponding callable within a re-

fining module. Under this approach, the refined callable would remain constrained by

the original callable’s signature and specification, as enforced by the resolution pro-

cess. However, these same refinement restrictions disallow changes to the original
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ensures clauses, even when those changes would not weaken the callable’s postcon-

ditions. This makes it impossible to prove the well-formedness checks generated by a

callable’s ensures clauses.

The second strategy also creates a refining module, but instead of refining the

original callable directly, it creates a copy of the callable under a generated name. Since

this copy is not a refinement of the original callable, DIPS can modify its specifica-

tions, including ensures clauses. This makes it possible to prove the well-formedness

conditions generated for those clauses. The drawback of this approach is that an

ensures clause of the copied callable can be rewritten into a weaker expression, such

as ensures true || ψ;. Such a change would normally affect the callable’s mean-

ing and therefore require propagation through the dependency graph.

The implementation uses the second strategy because supporting proof changes

related to well-formedness is necessary for the interactive proof mode workflow. AIP-

MDA restricts the types of changes DIPS’s interface allows, mitigating the disadvan-

tage of this strategy.

The implemented rewriting pass first places the contents of the original program

inside a generated module named _IPM. This wrapper preserves the original mod-

ule hierarchy, making the rewritten program easier to inspect and keeping generated

declarations organized. Code snippet 4.3 shows the rewritten program:

abstract module _IPM {
abstract module A {

function f(x: int): bool
ensures true

{ true }
export a reveals f

}

abstract module B {
import alias = A‘a
function f(x: int): bool
{

assert true;
alias.f(x)

}
}
abstract module C refines B {}

}
abstract module _IPM_A_f refines _IPM.A {

function _IPM_f(x: int): bool
ensures {:ipm} true

{ true }
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}
abstract module _IPM_B_f refines _IPM.B {

function _IPM_f(x: int): bool
{

assert {:ipm} true;
alias.f(x)

}
}

Code snippet 4.3: Example program after rewriting.

moduleIPM

IPM A f

IPM B f

C
BB.alias

A

A‘a

Figure 4.4: Dependency graph of the rewritten program.

DIPS places proof mode changes to A.f and B.f in the generated modules _IPM_A_f

and _IPM_B_f. As a result, the original declarations within _IPM remain unchanged

when those proof mode changes are applied, allowing for greater reuse of previous

resolution results.

4.4 How the incremental resolver works

The previous sections describe relevant aspects of Dafny’s resolution process,

DIPS’s reuse strategy, and the rewriting step used to limit the propagation of changes.

This section describes how these concepts interact in the incremental resolver imple-

mented by DIPS.

Before resolution begins, DIPS rewrites the input program as described in Sec-

tion 4.3. DIPS then constructs the dependency graph for the rewritten program and

processes declarations in an order derived from this graph, as stated in Section 4.1.

On the initial run, DIPS resolves all declarations normally. It then stores the re-

sults of this run and uses them as the fixed baseline for later proof mode runs. This

simplifies the implementation by keeping reuse decisions relative to a single resolved

program.

On a subsequent run, DIPS first determines which modules have changed since
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the initial run. It then collects the recursive dependents of those changed modules into

a set of affected declarations, as explained in Section 4.2. Due to the rewriting step

described in Section 4.3, the generated modules holding proof mode changes have

no dependents other than the internal top-level module _module. The affected set is

therefore either empty or contains only _module.

For each declaration, the resolver reuses the initial resolution result if it has not

changed and is not in the affected set; otherwise, it is resolved again. This implements

the reuse strategy described in Section 4.2.

4.5 Benefits of incremental resolution

Incremental resolution combines the advantages of two different approaches to

processing proof changes.

Prior to the addition of the incremental resolver, AIPMDA could provide fast

feedback by working directly on the generated verification conditions. However, this

meant that AIPMDA had to translate proof changes into corresponding changes to the

verification conditions. This approach supported only a small subset of the Dafny lan-

guage, and extending this approach to the full Dafny language would have required

reimplementing a significant part of Dafny’s processing logic inside AIPMDA. This

would have been difficult to maintain and would likely have been less efficient than

relying on Dafny itself, since AIPMDA is implemented in Python while Dafny is im-

plemented in C#.

An alternative would have been to invoke Dafny after each proof change, thereby

avoiding the need to duplicate Dafny’s processing logic within AIPMDA. However,

doing so would reintroduce the inefficiency of the standard iterative workflow into

the interactive proof mode workflow.

By using an incremental resolver, DIPS can leverage Dafny’s compilation pipeline

to process proof mode changes without incurring the full cost of running resolution

after each change. This allows the interactive proof mode workflow to support Dafny-

level changes while avoiding the efficiency issue described in the introduction.
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Chapter 5

Protection Mechanism

AIPMDA depends on information computed during Dafny’s compilation process

for many of its functionalities. In some cases, AIPMDA cannot infer this information

from the generated Boogie code or verification conditions; in others, it could be, but it

is simpler and more efficient for DIPS to provide it directly.

The protection mechanism developed in this work, described throughout this

chapter, provides that information by inserting semantically neutral function calls into

the program at various points in the compilation pipeline. DIPS inserts most of these

calls after parsing and before resolution, but it can insert some as late as the translation

from Dafny to Boogie. For organizational purposes, DIPS groups the functions used

for this information transfer into a generated module named _protectors. The fol-

lowing code snippet shows this module, along with the protection functions used by

DIPS:
module _protectors {

function _protect<T>(x: T, name: string): bool { true }
function _protectScope<T>(x: T, name: string): bool { true }
function _protectToProve(

x: bool, name: string, scope: seq<bool>, id: int
): bool { x }
function _protectToProveInv(

x: bool, name: string, scope: seq<bool>, id: int
): bool { x }
function _protectFinishedInv(

x: bool, name: string, scope: seq<bool>, id: int
): bool { x }
function _protectToProveWF(

x: bool, name: string, scope: seq<bool>, id: int
): bool { x }
function _protectToProveImmediate(

x: bool, name: string, scope: seq<bool>, id: int
): bool { x }
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}

For the rest of this chapter, these functions are written without the _protectors

qualifier in order to save space, as if the _protectors module were imported as

opened in each relevant scope.

5.1 Variable and scope protection

Although the incremental resolver removed the need for AIPMDA to translate

proof mode changes from Dafny to SMT2, AIPMDA still needs to present verification

conditions as Dafny code. This proves to be an issue when back-translating variables

since they are transformed during both translation processes. DIPS provides the neces-

sary information to create a mapping of variable names before and after translation by

adding a _protect call whenever a variable enters a scope. The following example

demonstrates some of these cases:
datatype Tree<T> = Empty

| Node(left:Tree<T>, info:T, right:Tree<T>)

lemma l(input: object) returns (output: object)
requires _protect(input, "input")
ensures _protect(output, "output")

{
var x := 10;
assert _protect(x, "x");

var t := Node(
Node(Empty, -1, Empty),
0,
Node(Empty, 1, Empty)

);
assert _protect(t, "t");

var Node(Node(ll, _, _), _, Node(rl, _, _)) := t;
assert _protect(ll, "ll");
assert _protect(rl, "rl");

match t {
case Empty =>
case Node(left, _, right) =>

assert _protect(left, "left");
assert _protect(right, "right");

}

output := input;
}

While this protection serves its purpose, it does not allow AIPMDA to meaning-
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fully distinguish between variables with the same Dafny name, as occurs with name

shadowing. This could lead to cases where a hypothesis and either another hypothesis

or a conclusion use the same representation for two different variables during back-

translation, causing confusion. For this reason, proof obligation protection functions

also receive a scope argument, containing one _protectScope call for each variable

binding that is visible at the location of the proof obligation.

5.2 Protecting primary proof obligations

As explained in Chapter 2, the user marks the proof obligations they wish to

work on with the {:ipm} attribute. After parsing and before resolution begins, DIPS

wraps each proof obligation in a call to a protection function that receives a unique

entry point as its last argument, as described in Section 1.3.

The following example shows how DIPS protects a non-invariant proof obliga-

tion using _protectToProve:

lemma l(x: int) {
assert {:ipm} x >= 0;

}

After protection, DIPS rewrites the assertion as follows:

lemma l(x: int) {
assert {:ipm} _protectToProve(x >= 0, "x >= 0",

[_protectScope(x, "x")], 0);
}

DIPS protects invariant proof obligations separately using _protectToProveInv,

a function that has the same behavior as _protectToProve, but identifies the wrapped

obligation as a loop invariant. This distinction is important because the interactive

proof mode workflow handles invariant proof obligations differently from non-invariant

ones, as described in Subsection 3.1.3.

The protection itself is similar to the non-invariant case:

lemma l() {
var idx := 0;
while idx < 10

invariant {:ipm} _protectToProveInv(idx % 4 == 0,
"idx % 4 == 0", [_protectScope(idx, "idx")], 0)

{ idx := idx + 4; }
}
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5.3 Marking finished invariants

Invariants from earlier loops appear in the verification conditions generated for

the invariants of later loops. If these invariants are marked with {:ipm}, AIPMDA

needs a reliable mechanism for distinguishing between currently active invariants and

those that belong to loops that have already been finished. For this purpose, DIPS

adds _protectFinishedInv calls after each loop for every protected invariant proof

obligation belonging to that loop.

Consider the following example:

lemma l() {
var idx := 0;
while idx < 10

invariant {:ipm} idx % 4 == 0
{ idx := idx + 4; }

while idx < 20
invariant {:ipm} idx % 6 == 0

{ idx := idx + 6; }
}

After DIPS has protected the invariant proof obligations and inserted their corre-

sponding _protectFinishedInv calls, it rewrites the example as follows:

lemma l() {
var idx := 0;
while idx < 10

invariant {:ipm} _protectToProveInv(idx % 4 == 0,
"idx % 4 == 0", [_protectScope(idx, "idx")], 0)

{ idx := idx + 4; }
assert _protectFinishedInv(idx % 4 == 0,

"idx % 4 == 0", [_protectScope(idx, "idx")], 0);

while idx < 20
invariant {:ipm} _protectToProveInv(idx % 6 == 0,

"idx % 6 == 0", [_protectScope(idx, "idx")], 1)
{ idx := idx + 6; }
assert _protectFinishedInv(idx % 6 == 0,

"idx % 6 == 0", [_protectScope(idx, "idx")], 1);
}

The scope of a loop index introduced by a for loop is restricted to the loop’s

body and invariants, which means that the index cannot be referenced after the loop.

Because of this, DIPS cannot apply the transformation presented in this section to in-

variants that reference a loop index introduced by a for loop. DIPS bypasses this issue

by delaying the transformation until translation into Boogie, where the translation ex-

tends the scope of any loop index introduced by for loops beyond the end of the loop.
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5.4 Protecting well-formedness conditions

When proving the well-formedness of a proof obligation, it is useful for AIPMDA

to display its well-formedness conditions as goals, rather than the proof obligation it-

self. To achieve this, AIPMDA must be able to associate each proof obligation with its

corresponding well-formedness conditions. DIPS preserves this association by wrap-

ping every well-formedness condition generated from a protected proof obligation in a

_protectToProveWF call with the same entry point as its corresponding proof obli-

gation. Consider this example:

lemma l(x: nat) ensures {:ipm} 7 / x >= 0 {}

The division in the postcondition generates a well-formedness condition requir-

ing the divisor to be non-zero. The following code snippets show simplified versions

of the Boogie implementation generated for checking the well-formedness of l’s post-

conditions, with irrelevant details removed and explanatory comments added. With-

out the protection presented above, the generated condition appears as an ordinary

assertion:
implementation {:smt_option "smt.arith.solver", "2"}

{:verboseName "_IPM_l._IPM_l (well-formedness)"}
CheckWellFormed$$__IPM__l.__default.__IPM__l(x#0: int)

{
var scope#0: Seq;

scope#0 := [ __default.__protectScope(
Tclass._System.nat(), x#0, "x"

) ];

assume __default.__protect(
Tclass._System.nat(), x#0, "x"

); // from the protection of parameter ‘x‘

assert x#0 != 0; // generated well-formedness condition

assume __default.__protectToProve(
Div(7, x#0) >= 0, "7 / x >= 0", scope#0, 0

); // from ‘ensures _protectToProve(7 / x >= 0)‘
}

After applying this protection, DIPS wraps the same generated assertion in a

_protectToProveWF call as follows:
implementation {:smt_option "smt.arith.solver", "2"}

{:verboseName "_IPM_l._IPM_l (well-formedness)"}
CheckWellFormed$$__IPM__l.__default.__IPM__l(x#0: int)

{
var scope#0: Seq;
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scope#0 := [ __default.__protectScope(
Tclass._System.nat(), x#0, "x"

) ];

assume __default.__protect(
Tclass._System.nat(), x#0, "x"

); // from the protection of parameter ‘x‘

assert __default.__protectToProveWF(
x#0 != 0, "x != 0", scope#0, 0

); // generated well-formedness condition

assume __default.__protectToProve(
Div(7, x#0) >= 0, "7 / x >= 0", scope#0, 0

); // from ‘ensures _protectToProve(7 / x >= 0)‘
}

5.5 Protecting intermediary proof obligations

Some AIPMDA tactics may split the verification process into multiple parts [3,

Subsec. 3.1]. For example, adding an intermediary fact ψ (through the ”assert ψ” tactic)

splits a verification condition of the form φ1 → (φ2 → . . . (φn → φ)) into:

• φ1 → (φ2 → . . . (φn → ψ))

• φ1 → (φ2 → . . . (φn → (ψ → φ)))

Without additional support, this split may require two separate interactions be-

tween AIPMDA and DIPS, using two proof mode changes with the same entry point

and tag:

• assert ψ; assume false;

• assume ψ;

While these interactions could be merged into a proof mode change contain-

ing assert ψ;, AIPMDA cannot reliably distinguish between the verification con-

ditions it introduces, especially after multiple interactions that introduce splits of their

own. To avoid this ambiguity, DIPS allows AIPMDA to send proof mode changes

that include intermediary proof obligations marked with the {:ipm_now <index>}

attribute. DIPS wraps such obligations in _protectToProveImmediate calls con-

taining the index supplied by AIPMDA.
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The following example illustrates how DIPS applies this protection. Suppose

AIPMDA introduces an intermediary assertion while transforming a proof obligation:

lemma l(x: int)
requires x % 2 == 0
ensures {:ipm} (x * x) % 2 == 0

{
assert {:ipm_now 1738} x * x == 2 * (x / 2 * x);

}

DIPS protects this intermediary proof obligation as follows:

lemma l(x: int)
requires x % 2 == 0
ensures {:ipm} (x * x) % 2 == 0

{
assert {:ipm_now 1738} _protectToProveImmediate(

x * x == 2 * (x / 2 * x),
"x * x == 2 * (x / 2 * x)", [_protectScope(x, "x")], 1738);

}
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Chapter 6

Potential Improvements

While describing aspects of DIPS’s implementation, several of the preceding chap-

ters noted limitations and deferred their discussion to this chapter. These limitations

are examined below, each alongside a way in which they could be addressed.

6.1 Optimizing incremental resolution

Section 4.2 described the reuse strategy implemented by DIPS. While it ensures

the validity of the implemented incremental resolver, it discards more of the previous

resolution results than necessary, as stated at the beginning of Section 4.3. For example,

adding an unused declaration to a module should not necessarily affect the resolution

of its dependents:

module A { predicate p() { true } }

module B { import A }

A more precise strategy could also distinguish between different dependents of

the same module. For example, suppose two modules depend on a module A, but

each dependent uses different declarations from A. If a declaration changes, then de-

pendents whose resolution results do not rely on it, directly or indirectly, should not

need to be resolved again.

module A {
function f(): bool { g() }
function g(): bool
lemma l(x: int) ensures x * (x + 1) % 2 == 0 {}

}

module B {
import A
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lemma l() ensures A.f() { A.l(1); }
}

module C {
import A
lemma l() ensures A.g() { A.l(-1); }

}

Since B uses f, a change to f may affect B’s resolution process. Conversely, since

C does not use f, no valid changes applied to f would influence C’s resolution.

This distinction is not limited to which declarations are used by each dependent,

as some changes to that declaration may leave the information exposed to some of its

dependents unchanged. For example, prefixing a postcondition with an assertion does

not change the specification exposed to its dependents:

module A {
function f(): bool { g() }
function g(): bool
lemma l(x: int) ensures assert true; x * (x + 1) % 2 == 0 {}

}

Such an optimization would make the current rewriting strategy described in

Section 4.3 unnecessary. However, implementing it would require a deeper analysis,

along with an invasive override of a module’s resolution process. Unlike the override

implemented by DIPS, which is confined to a few points where the resolution of mod-

ules is coordinated, this one would need to be threaded through many points across a

large codebase, making it a substantial undertaking in its own right. For this reason,

the optimization is left as future work.

6.2 Enhancing the proving of well-formedness checks

Section 3.1.1 explained how DIPS applies well-formedness changes directly be-

fore the expression that generated the corresponding well-formedness condition. As

discussed in that same section, this strategy is not always powerful enough because

some well-formedness checks might require facts that are not available in the verifica-

tion context of the expression itself.

Consider the following example, which is a variation of the example from Sec-

tion 3.1.1:
opaque const c: nat := 1

lemma proof(x: int)
requires x % 4 == 3
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ensures x * x % 4 == 1
{

ghost var q := x / 4;
assert x * x == 4 * (4 * q * q + 6 * q + 2) + 1;

}

lemma l() {
var x: int := 4 * c + 3;
while x > 4

// invariant x % 4 == 3
invariant {:ipm 0} x / (x * x % 4) >= 0
decreases x

{
x := x - 4;

}
}

The marked invariant clause generates a well-formedness condition requiring x

* x % 4 to be non-zero. The lemma proof can establish this fact, but it requires

that x % 4 == 3, which was previously included as a preceding invariant. In this

example, its exclusion highlights a key limitation of DIPS’s interface, as proving the

well-formedness of the marked invariant may not be feasible without additional in-

variants.

A possible extension to DIPS’s interface would be to introduce a new tag, bc

(before clause), to support the addition of invariant or ensures clauses preced-

ing their corresponding marked proof obligations. For the example above, this would

allow the addition of the commented invariant as part of the proof mode workflow,

instead of requiring the user to add it manually:

0bc: x % 4 == 3

While implementing this tag on the DIPS side would be straightforward, AIP-

MDA does not yet have the capabilities to process such proof mode changes properly,

and DIPS’s implementation may need additional changes to accommodate that han-

dling. Since adding an invariant or ensures clause can alter the verification con-

text that other proof obligations rely on, AIPMDA would need to warn the user about

the proof brittleness it might introduce and, if the user chooses to proceed with the

tactic that would introduce these proof mode changes, re-check each proof obligation

it had previously proven. For this reason, the addition of invariant and ensures

clauses is not included in the interactive proof mode workflow, and such clauses must

be added by the user to the Dafny input program.
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Conclusions

This thesis presents the Dafny Incremental Proof Server (DIPS), the compiler-side

component that supports the interactive proof mode workflow provided by An Inter-

active Proof Mode for Dafny (AIPMDA). Chapter 2 describes this workflow, and the

following chapters describe the components within DIPS’s implementation that sup-

port it: the interface through which AIPMDA communicates proof mode changes to

DIPS in Chapter 3, the incremental resolver that processes those changes efficiently

in Chapter 4, and the protection mechanism through which DIPS communicates in-

formation back to AIPMDA in Chapter 5. Together with AIPMDA, they address the

drawbacks of the standard iterative workflow described in the introduction, as the in-

cremental resolver avoids reprocessing much of the program left unaffected by proof

mode changes, and the protection mechanism provides the context AIPMDA needs to

interpret proof obligations.

While this project achieves its goals as stated in the introduction, it does so by

favoring simplicity over precision, and several of the resulting limitations are worth

restating. The reuse strategy described in Section 4.2 is a conservative approximation

of the ideal strategy on which it was originally modeled, discarding some resolution

results that it could safely reuse. The rewriting step described in Section 4.3 is, in turn,

a workaround rather than an end in itself, and a more precise reuse strategy would

remove the need for it entirely. Additionally, since the rewriting step copies each

marked callable rather than refining it, proof mode changes that would weaken the

copied callable’s specification are permitted on DIPS’s side of the workflow, leaving

the soundness of the workflow to be enforced by AIPMDA. Finally, applying well-

formedness changes immediately before the expression that generates the condition,

as described in Subsection 3.1.1, is not always sufficient since proving some well-

formedness conditions might depend on facts unavailable in their context.

Chapter 6, in turn, presents two potential remedies for these limitations. As de-
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scribed in Section 6.1, filtering the propagation of changes based on their effect on

dependents would bring the currently implemented reuse strategy closer to the theo-

retical ideal described in Section 4.1 and make the rewriting step unnecessary, while

a dedicated tag for adding clauses preceding a marked proof obligation, as described

in Section 6.2, would enhance the interactive proof mode workflow by broadening the

contexts used for proving well-formedness conditions. Together, these improvements

point toward a more precise and capable DIPS.
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