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From Wikipedia, The Free Encyclopedia

Text mining, also referred to as text data mining, similar to text
analytics, is the process of deriving high-quality information from
text. It involves "the discovery by computer of new, previously
unknown information, by automatically extracting information from
different written resources." Written resources may include
websites, books, emails, reviews, and articles. High-quality
information is typically obtained by devising patterns and trends by
means such as statistical pattern learning.



Typical Text Mining Tasks

• Text categorization (by topic)

• Authorship analysis

• Native language identification, translationese

• Sentiment analysis, opinion mining

• Topic modeling

• Plagiarism detection



Text: Characters vs. Words



Why at Character Level?

Using character level representation makes the corresponding learning
method completely language independent, because the texts will be
treated as sequences of symbols (strings). Methods working at the word
level or above very often restrict their feature space according to
theoretical or empirical principles. For instance, they select only features
that reflect various types of spelling errors or only some type of words,
such as function words. These features prove to be very effective for
specific tasks, but it is possible that other good features also exist.
Character level representation embed the texts in a very large feature
space, given by all the substrings in a specified length limits, and leave it
to the learning algorithm to select important features for the specific
task, by highly weighting these features.

Furthermore, a way to segment a text into words is not an easy task for
some languages, such as Chinese.



Advantages of Working at the Character Level

• Statistical Robustness

• Completely language independent

• Linguistic theory neutral



The Main Tools: Kernel Methods & String Kernels



What?
Shallow Methods

in Deep Learning Age?



There are Tasks 
for which 

Shallow Methods 
are SOTA











Kernel Methods



Kernel Methods - A First Attempt of Definition

Kernel methods are an approach to machine learning problems (all
kind, supervised, unsupervised, etc.)

The kernel methods combine the theoretically well-founded
approach specific to linear learning methods (like perceptron and
ridge regression), with the flexibility of nonlinear methods (like
neural networks) and with the rigour of statistical approach (like
regularisation from multidimensional statistics).



Kernel Methods Strategy
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Kernel Methods Strategy

Kernel-based learning algorithms work by embedding the data into a
feature space (a Hilbert space), and searching for linear relations
in that space. The embedding is performed implicitly, that is by
specifying the inner product between each pair of points rather
than by giving their coordinates explicitly.

Despite of looking for linear relations in the feature space, in the
original space can be discovered nonlinear relations because the
embedding process (kernel function) can be (and usually is) a
nonlinear one. In this way the nonlinear relation in the original
data are transformed in linear relations in the new space in which
the data are embedded



Kernel Methods Strategy

The main ingredients of kernel methods:

(i) Data items are embedded into a vector space called the feature space.

(ii) Linear relations are sought among the images of the data items in the feature    
space.

(iii) The algorithms are implemented in such a way that the coordinates of the 
embedded points are not needed, only their pairwise inner products.

(iv) The pairwise inner products can be computed efficiently directly from the 
original data items using a kernel function.



Kernels & Embedding
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Kernel Trick
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Operations on Kernels



Combining Kernels Using Kernel Alignment
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Combining Kernels Using Kernel Alignment
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Kernel Methods

• Support Vector Machines (SVM)

• Kernel Ridge Regression (KRR)

Regularized Least-Squares Classification (RLSC)

• Kernel Fisher Discriminant (KFD)

• Kernel Partial Least Squares (KPLS)



String Kernels



p-Spectrum Kernel



p-Grams Presence Bits Kernel



Intersection Kernel



Relation between the Three Kernels



Blended Kernels

Taking into account p-grams of different length and summing up the
corresponding kernels, new kernels, termed blended kernels, can be
obtained.

Summing Kernels = Concatenating the corresponding embedding features

< 𝑎1, 𝑏1 , 𝑎2, 𝑏2 >=< 𝑎1, 𝑎2 >+< 𝑏1, 𝑏2 >



Normalized Versions of the Kernels



Efficient Algorithms for String Kernels
String Kernels Software Package:

http://string-kernels.herokuapp.com

http://string-kernels.herokuapp.com/


String Kernels for Polarity Classification 



String Kernels as a 
Highly Accurate and 

Readily Available 
Intelligent Baseline



English Language Polarity Classification

• Corpus: IMDB Review data set:
50,000 reviews from IMDB with
an even number of positive and
negative reviews. The data set is
evenly divided into 25,000
labeled reviews for training and
25,000 labeled samples for test.

• The best performance: 90.7%
with the blended intersection
kernel based on p-grams in the
range 8-10.



Arabic Language Polarity Classification

• Corpus: Large-scale Arabic Book
Review (LABR) data set:
balanced polarity classification
task, for which there are 13,160
reviews in the training set and
another 3,288 in the test set.

• The best performance: 86.5%
with the blended intersection
kernel based on p-grams in the
range 3-5.



Chinese Language Polarity Classification

• Corpus: PKU data set: 886
product reviews collected from a
popular Chinese IT product web
site. There are 451 positive
reviews and 435 negative
reviews in this data set.

• The best performance: 94.2%
with the blended intersection
kernel based on p-grams in the
range 1-2.



Results Summary on all Three Corpora



String Kernels for Native Language Identification 



String Kernels for Native Language Identification 

• Popescu, Marius, Radu Tudor Ionescu. The Story of the Characters, the 
DNA and the Native Language. Proceedings of the Eighth Workshop on 
Innovative Use of NLP for Building Educational Applications NAACL/HLT. 
2013.

• Ionescu, Radu Tudor, Marius Popescu, and Aoife Cahill. Can characters 
reveal your native language? A language-independent approach to native 
language identification. Proceedings of the 2014 Conference on 
Empirical Methods in Natural Language Processing (EMNLP). 2014.

• Ionescu, Radu Tudor, Marius Popescu, and Aoife Cahill. String kernels for 
native language identification: Insights from behind the curtains. 
Computational Linguistics 42.3 (2016): 491-525.

• Ionescu, Radu Tudor, and Marius Popescu. Can string kernels pass the test 
of time in Native Language Identification?. arXiv preprint BEA@EMNLP 
224-234, 2017.



Native 
Language 

Identification



Summary of corpora used in the experiments



NLI: TOEFL11 Corpus

• 12,100 essays from the ETS Test of English as a Foreign Language 
(TOEFL) 

• 11 L1s: 
• Arabic, Chinese, French, German, Hindi, Italian, Japanese, Korean, Spanish, 

Telugu, Turkish

• 900 train / 100 dev / 100 test

• Sampled for equal representation of L1s across topics as much as 
possible

• Includes 3-tier proficiency level



Results









Can string kernels pass the test of time?



Kernels Methods for Authorship Analysis 



Kernel Methods for Authorship Analysis

• Marius Popescu, Liviu P. Dinu. Kernel Methods and String Kernels 
for Authorship Identification: The Federalist Papers Case. 
Proceedings of the International Conference on Recent Advances in 
Natural Language Processing (RANLP-07). Borovets, Bulgaria. 2007.

• Liviu Dinu, Marius Popescu, Anca Dinu. Authorship Identification of 
Romanian Texts with Controversial Paternity. Proceedings of the 
Sixth International Language Resources and Evaluation (LREC'08). 
Marrakech, Morocco. 2008.

• Marius Popescu, Cristian Grozea. Kernel Methods and String 
Kernels for Authorship Analysis. CLEF (Online Working 
Notes/Labs/Workshop) 2012.



PAN 2012 Traditional Authorship Attribution Tasks

Authorship Attribution

• Three pairs of problems (A,B), (C,D), and (I,J)

• Each pair contains works by the same author, the difference being the 
first problem is closed class while the second is open; task is to identify 
author

Author Clustering

• Two problems E, and F

• They consist of a number of documents with joint authorship; task is 
define what sections were written by different authors



PAN 2012 Traditional Authorship Attribution Tasks

• A/B - 3 authors, ~5000 words/sample, 6/10 test documents

• C/D - 8 authors, ~10000 words/sample, 8/17 test docs

• I/J - 14 authors, ~100,000 words/sample, 14/16 test docs

• E - 3 30-paragraph “documents,” intermixed by paragraphs from 
2/3/4 separate authors

• F - 4 20-paragraph “documents,” single intrusive section from 
single other author (one document had no intrusion)



PAN 2012 Traditional Authorship Attribution Tasks

p-spectrum normalized kernel of length 5 

Closed-Class Authorship Attribution – KPLS

Authorship Clustering – Spectral Clustering



PAN 2012 Traditional Authorship Attribution Tasks

Problem KPLS SVM (ova) SVM (ovo)

A 100.00% 100.00% 83.33%

C 100.00% 62.50% 50.00%

I 92.86% 78.57% 71.43%

Overall 97.62% 80.36% 68.25

The results obtained by kernel PLS regression, one-versus-all SVM

and one-versus-one SVM for closed-class attribution sub-task problems



PAN 2012 Traditional Authorship Attribution Tasks



And yet Deep Learning …



The Greatest Problem of Kernel Methods

• At inference time you have to compute the kernel between the 
testing example and all training examples.

• Don’t scale for large training data sets



Can we distill knowledge obtain from feature 
engineering into a neural network representation?



One possible solution very suited for kernels 
induced knowledge



Under Investigation



Thank You


