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Abstract. The work in unsupervised learning centered on clustering
has been extended with new paradigms to address the demands raised
by real-world problems. In this regard, unsupervised feature selection has
been proposed to remove noisy attributes that could mislead the cluster-
ing procedures. Additionally, semi-supervision has been integrated within
existing paradigms because some background information usually exist in
form of a reduced number of similarity/dissimilarity constraints. In this
context, the current paper investigates a method to perform simultane-
ously feature selection and clustering. The benefits of a semi-supervised
approach making use of reduced external information are highlighted
against an unsupervised approach. The method makes use of an ensem-
ble of near-optimal feature subsets delivered by a multi-modal genetic
algorithm in order to quantify the relative importance of each feature to
clustering.
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1 Introduction

Classification and clustering are two problems intensively studied in machine
learning. Classification aims at assigning new data items to existing groupings.
Clustering is the problem of identifying natural or interesting groupings in data.
Although similar at first sight, they belong to two distinct paradigms: supervised
versus unsupervised learning.

Feature selection (FS) is a problem of great interest for both scenarios -
classification and clustering - with the aim of improving the performance of
the corresponding machine learning techniques. Feature ranking is a relaxation
of FS: the features are ranked based on their relevance to the problem under
investigation. With regard to clustering, fewer approaches exist in literature due
to the difficulties raised by the unsupervised nature of the problem; most of them
offer feature rankings because the optimal number of features to be selected is
hard to be determined in the unsupervised scenario.

The current work investigates an extension of a feature ranking technique we
have recently proposed in the context of unsupervised clustering [1]. The method



is based on evolving an ensemble of feature subsets which serve further for feature
ranking. The algorithm is extended here to return the optimal subset of features
for clustering, overcoming the initial drawback of fixed cardinality imposed over
the feature subspace. As a result, the extended method is able to return the
optimum number of features in a completely unsupervised scenario. Additionally,
an extension is proposed to deal with the semi-supervised version of clustering,
namely supervised information is incorporated in form of similarity/dissimilarity
pairwise constraints.

The paper is structured as follows. Section 2 presents succinctly existing
approaches to feature selection and feature ranking for unsupervised and semi-
supervised clustering. Section 3 revisits the method we proposed previously for
feature ranking [1] and describes an extension for the semi-supervised case. Sec-
tion 4 extends the method towards a complete feature selection procedure and
Section 5 evaluates the performance of the method on complex synthetic data
sets. The paper concludes with a short discussion in Section 6.

2 Related work on Feature Selection and Feature
Ranking

Feature selection (FS) generally aims at reducing the representation of the data
in order to lower the computational cost of further analysis. To this goal, fil-
ter methods were designed which try to remove redundant features in a pre-
processing step.

With regard to the two intensively-studied problems in machine learning -
classification and clustering - FS plays different roles. In classification FS aims to
identify the features which predict with the highest accuracy the class labels. In
clustering FS aims to identify the features which lead to well-defined groupings.

Feature ranking is a generalization of FS: the features are ordered in accor-
dance with their relative contribution to the goals expressed previously.

2.1 The Unsupervised Scenario

In the unsupervised scenario for clustering no information is available with regard
to the number of clusters nor with regard to the assignment of some particular
data instances.

Filter approaches to FS aim at quantifying the merit of each feature ignor-
ing the subsequent method of analysis. Two strategies are used to compute the
merit of each feature: one that aims at removing redundant features and one
that scores the relevance of features. Redundancy-based approaches hold that
mutually-dependent features should be discarded. In this regard, clustering on
features is proposed selecting further one representative feature per class [4]. On
the contrary, there exist approaches in the second category [11, 14] that compute
relevance accepting that relevant features are highly dependent on the clusters
structure and therefore, they are pairwise dependent; pairwise dependence scores



are computed using mutual information and mutual prediction [14]. Other ap-
proaches rank the features accordingly to their variances or accordingly to their
contribution to the entropy calculated on a leave-one-out basis [15, 3].

Unlike most of the filter approaches, wrapper methods evaluate feature sub-
sets and not simple features. These approaches perform better since the evalu-
ation is based on the exploratory analysis method employed for data analysis.
However, wrapper approaches have two drawbacks: high computational time,
and bias. The high computational time is due to the evaluation procedure which
consists in running a full clustering algorithm. The bias is due to the objective
function used to evaluate different partitions. In an unsupervised framework,
the objective function which guides the search for good partitions induces some
biases on the number of clusters and the size of the feature subspace. Regarding
the number of clusters, several unsupervised clustering criteria were proposed to
deal with the unsupervised clustering problem (i.e. Silhouette Width and Davis-
Bouldin Index). However, all objective functions are based on computing some
distance function for every pair of data items; the dimensionality influences the
distribution of the distances between data items and thus induces a bias on the
size of the feature space.

In order to reduce the bias with regard to the number of features, a few
strategies were proposed. Dy and Brodley [5] introduce the cross-projection nor-
malization: given two feature subsets, the best partition is determined for each
feature subspace and the resulting partitions are each evaluated in the other
subspace. The cross-projection normalization is used in a greedy scenario (se-
quential forward search); because it is not transitive, its use in global search
techniques is inappropriate. However, this drawback is alleviated in [1] by using
a steady-state genetic algorithm which implements a crowding scheme at re-
placement encouraging the competition among pairs of relatively similar feature
subsets. The cross-projection normalization is thus studied in a larger context
and its performance proved to be highly dependent on the unsupervised cluster-
ing criteria used: i.e. Silhouette Width [13] which is one of the best performers in
unsupervised clustering behaved worst under this normalization. In our opinion,
the cross-projection normalization does not offer a feasible solution to the fea-
ture cardinality bias: the results regarding feature selection show that part of the
relevant features are eliminated and, furthermore, irrelevant features are selected
as relevant. This suggests that the bias towards small features subspaces is not
completely removed and that the cross-projection misleads the search algorithm.

Multi-objective optimization algorithms are a more straightforward way to
deal with biases: the bias introduced in the primary objective function is coun-
terbalanced by other objective functions. A more extensive study on the use of
multi-objective optimization for unsupervised feature selection is carried out in
[7]: some drawbacks of the existing methods are outlined and several objective
functions are thoroughly tested on a complex synthetic benchmark.

More recently, ensemble unsupervised feature ranking and selection were pro-
posed. In [9] clustering is performed on random subsets of features and each
feature is ranked through analyzing the correlations between the features and



the clustering solution. Based on the ensemble of feature rankings, one con-
sensus ranking is constructed. Even if this ensemble feature ranking method is
considered to work unsupervised, some degree of supervision is introduced in
the study: in order to deliver partitions in feature subspaces, k-Means is run
with the known number of clusters. In [6] an ensemble of feature rankings is
obtained using the Laplacian score for random feature subsets and a subset of
the best features with respect to the different rankings is obtained by assuming
that the distribution of the irrelevant features at each of the remaining kth rank
is uniform.

2.2 The Semi-supervised Scenario
In the semi-supervised scenario for clustering, external information is introduced
in the form of a reduced number of pairwise constraints: similarity constraints
indicate pairs of data items which must share the same cluster and dissimilarity
constraints indicate pairs of data items which must be put in different clusters.
The number of clusters is still unknown; however, some information with regard
to the minimum number of clusters allowed can be inferred from the constraints.

The semi-supervised problem stands as a junction for supervised learning
and unsupervised learning. Therefore, two wrapper scenarios are proposed in
literature: 1) classifiers are extended to incorporate unlabeled data and 2) clus-
tering methods are modified to benefit from guidance provided by the labeled
data.

In the first category, Ren et.al. [12] learn a classifier on the reduced labeled
data and extend it at each iteration introducing randomly-selected unlabeled
data; implicitly, new features are added iteratively in a forward-search manner.

In the second category, Handl and Knowles extend their multi-objective algo-
rithm proposed for unsupervised feature selection [8]. The Adjusted Rand Index
(ARI) [10] is introduced to measure the consistency with the given constraints
or class labels as a third objective or in a linear and non-linear combination
with the unsupervised clustering criterion. The solution recording the highest
consistency reflected by the ARI score is reported from the final Pareto front.

3 Constructing an Ensemble of Near-Optimal Feature
Subsets

In [1] a multi-modal genetic algorithm is used to derive an ensemble of near-
optimal feature subsets for unsupervised clustering. The wrapper paradigm is
employed. The bias with regard to the cardinality of the feature subsets in-
troduced by the unsupervised clustering criteria (as explained in Section 2.1)
impedes us to select the optimal feature subset. For this reason a fixed cardinal-
ity is imposed for all feature subsets and the ensemble of solutions in the final
generation of the genetic algorithm is used to derive feature weights which lead
further to an optimal ranking. Experimental results showed that the method is
feasible in the context of data sets with a large number of noisy features. How-
ever, its performance is dependant on the cardinality of the candidate feature



subsets imposed within population. The current paper alleviates this drawback
and proposes a complete feature selection algorithm.

Subsection 3.1 revisits the genetic algorithm in [1] and Subsection 3.2 pro-
poses an extension for the semi-supervised case.

3.1 The Unsupervised Scenario

The use of a multi-modal algorithm to search for optimal feature subsets is highly
justified by the multi-modal nature of the problem: different feature subspaces
may lead to different meaningful partitions of the original data. However, the
reason for using such an approach in the current paper is different: the diversity
in population maintained by such an algorithm will guarantee an uniform dis-
tribution of the irrelevant features. This premise of uniform distribution of the
irrelevant features has been already used in the ensemble FS method presented
in [6] but the framework we propose here is totally different.

The algorithm we use is the Multi-Niche Crowding genetic algorithm (MNC-
GA) [16]. It is employed for several reasons: it maintains diversity throughout
the search and maintains stable sub-populations within different niches of the
search space. Also, by implementing a steady-state scheme it allowed us to study
in previous work the cross-projection normalization [1].

Fig. 1. One iteration in the MNC-GA algorithm for FS

Figure 1 illustrates one iteration of the MNC-GA algorithm for feature selec-
tion. A chromosome in the algorithm encodes a feature subspace and the number
of clusters of the partition to be derived in that feature subspace. The evalu-
ation of such a chromosome necessitates a clustering algorithm: the k-Means
algorithm is used to return the near-optimal partition in the encoded feature
subspace with the number of clusters specified in the encoding. The evaluation
of a feature subset is thus reduced to the evaluation of the derived partition.
Unsupervised clustering criteria able to evaluate partitions with various num-
bers of features and built over feature subspaces of different cardinalities are
required. Widely used unsupervised clustering criteria like Silhouette [13] and
Davis-Bouldin [2] would favor feature subsets of lower cardinality and would di-
rect the search towards the feature subset of minimum allowed cardinality. We
proposed a new unsupervised clustering criterion which reduces part of this bias
by penalizing small numbers of features m:

Crit =

(
1

1 + W
B

· m

m + 0.5

)log2(k+1)+1

(1)



where W =
∑k

i=1

∑
d∈Ci

s(ci, d) is the within-cluster inertia computed as the
sum of the distances between all data items d and their cluster centers ci;

B =
∑k

i=1 |Ci| · s(ci, g) is the between-cluster inertia computed as the sum
of the distances between the cluster centers ci and the center of the entire data
set g weighted with the size of each cluster |Ci|.

Experiments on synthetic data sets with the criterion in equation 1) sug-
gested that it is a brave competitor to the Silhouette Width criterion, working
at reduced computational costs; it outperformed the Davis-Bouldin Index in our
experiments [1]. It still records a bias towards lower cardinalities of the feature
space but not as pronounced as the bias introduced by the other unsupervised
clustering criteria.

To deal with the bias introduced by the unsupervised clustering criteria,
limits are imposed to the number of features selected within a chromosome.

3.2 The Semi-supervised Scenario
We investigate two scenarios to introduce external information in the previous
unsupervised approach. In a first scenario, the fitness function is modified to re-
flect the consistency of the partition with the labeled data: the product between
the unsupervised clustering criterion in equation 1) and the ARI [10] score in-
volving the labeled data is used. In the second scenario we force all partitions to
satisfy the given constraints by employing constrained KMeans [17] as clustering
procedure.

4 Feature Selection

In [1] feature rankings are derived based on the distribution of the features en-
coded in the final population of the algorithm described previously. The success
of this ranking scheme is based on two premises: 1) uniform distribution of the
irrelevant features and 2) high frequency of the relevant features in the final
generation of the genetic algorithm. With regard to the roles of the genetic op-
erators, the mutation is responsible for diversity which supports the first premise
while the crossover operator propagates in population the best characteristics,
supporting the second premise.

Because of the bias with regard to the number of features introduced by the
fitness function, the chromosomes encode feature subspaces of fixed cardinal-
ity which is a parameter of the algorithm. This is an important drawback of
the algorithm: if the number of relevant features is much smaller compared to
the cardinality imposed, the relevant features get suffocated and the partition
resulted does not reflect the distribution of values across the relevant features.
From this point of view we anticipate that the ensemble method proposed in
[9] which is based on measuring the correlation between the variables and the
clustering solution suffers form the same drawback.

To overcome this drawback and to develop a method able to go further and
perform feature selection we propose to vary the cardinality of the feature sub-
spaces along the run of the genetic algorithm. The main decision factors involved



are the variance of the fitness in population and the distribution of features in
population reported to the cardinality of the encoded feature subspaces.

Regarding the dynamic of the fitness variance in population along the run, a
behavior typical to genetic algorithms is recorded. A small variance in the first
iteration is due to sub-optimal solutions. Once good schemata are retrieved,
the variance increases due to the presence of a small number of high-fitness
chromosomes. Then, the variance in fitness decreases as the population tends
to converge. When the variance in fitness is smaller than the variance recorded
in the first iteration and it remains unmodified for several iterations, the multi-
modal genetic algorithm reaches convergence. It is worth noticing that we do
not condition convergence to null variance, for several reasons. First of all, the
multi-modal genetic algorithm is supposed to converge to multiple optima in the
search space which signify different fitness values in the final iteration. Secondly,
the fitness of the chromosomes is computed based on the partitions generated
with k-Means; therefore, two identical chromosomes encoding the same feature
subspace and equal numbers of clusters, could have been assigned different fitness
values because of slightly different partitions generated as result of different
initialization of the clustering algorithm.

When the conditions required for convergence are fulfilled, the distribution
of selected features in population is computed. A heuristic step is employed at
this stage: a feature is considered relevant if its frequency in population exceeds
50% (more than half of the chromosomes in population selects it). On this basis,
the number of relevant features is computed; if it is smaller than the cardinality
of the feature subspace imposed to chromosomes, the cardinality is decremented
by 1 and the algorithm is restarted. To benefit from the information gathered
throughout the search one new chromosome is constructed encoding the features
marked as relevant and adding random chosen features to reach the cardinality
imposed. To avoid the hitchhiking phenomenon which was shown to cause pre-
mature convergence in GAs, only the 25% best chromosomes are kept and the
rest of the population is randomly generated, encouraging diversity.

When the conditions required for convergence are fulfilled, and the cardinality
imposed to the feature subsets encoded by chromosomes does not exceed the
number of features computed as relevant, the algorithm returns the features
marked as relevant.

5 Experiments

In order to compare the results obtained by the new method with related work,
the experiments are carried out on the artificial data sets created by Handl and
Knowles [7]. A number of 40 data sets are used in our experiments, clustered
into 4 groups (10 data sets per group) named dd-kk; d expresses the number
of relevant features and takes the values {2,10} and k expresses the number of
clusters and takes the values {4, 10}. For all data sets 100 Gaussian features were
introduced as noise. Before applying the algorithm all data sets are standardized
to have mean 0 and variance 1 for each feature. For the semi-supervised scenario,



five data items are extracted randomly from each class and are used further as
labeled data.

The parameters of the algorithm are set as follows. The population size was
set to 50. In order to ensure diversity throughout the run in MNC-GA the size
of the group at selection, the size of the group at replacement and the number of
groups at replacement are all set to 10% of the population size. The number of
features selected in each chromosome was set to 20 and then decreased along the
run as explained in section 4; the choice of this specific value was made in order
to be consistent with the experiments presented in [7] where the cardinality of
the candidate feature subsets varies in the range 1-20.

The performance of our method is evaluated with regard to the quality of
the partition obtained and with regard to the consistency between the feature
subset returned and the relevant feature subset.

The partition reported in our experiments is obtained running k-Means with
different numbers of clusters on the feature subset returned by our method. In the
unsupervised case the best partition is extracted using the clustering criterion
in equation 1). In the semi-supervised case, in the first scenario the product
between ARI and the clustering criterion is used, while in the second scenario
the constrained k-Means is used in conjunction with the clustering criterion. The
Adjusted Rand Index (ARI) [10] is used to evaluate the partitions delivered by
our method against the known true partition of the data set.

In order to judge the consistency between the returned feature subset and the
known relevant feature subset, two measures from information retrieval are em-
ployed. Precision is defined as the number of relevant features identified divided
by the total number of features returned and stands for Specificity. Recall is
defined as the number of relevant features retrieved divided by the total number
of existing relevant features and stands for Sensitivity. Also, their combination
under the harmonic mean, known as F-measure, is reported.

As measure of time-complexity, the number of fitness evaluations required
for a complete run of the algorithm is computed.

Problem ARI k sensitivity specificity F-measure # evaluations

2d-4c 0.6623 3.98 0.89 0.93 0.90 12036

2d-10c 0.70 8.78 0.97 0.99 0.98 11767

10d-4c 0.9374 3.71 0.92 0.93 0.91 7887

10d-10c 0.8055 8.16 0.93 0.99 0.95 8222
Table 1. Results for unsupervised feature selection as averages over 10 runs for each
data set: the ARI score and the number of clusters k for the best partition, the sensi-
tivity and the specificity of the selected feature subspace.

Table 1 presents the results for the unsupervised scenario as averages over
10 runs for each data set, 10 data sets per problem class.

Figure 2 (left) includes for comparison purposes the results presented in
[7] obtained with the multi-objective genetic algorithm in a wrapper context
and also in a filter scenario based on entropy. These results were obtained in
a supervised manner from the Pareto front; a small decrease in performance is
recorded if an automatic extraction procedure is involved, as shown in [7]. Figure
2 (right) presents the results obtained for semi-supervised feature selection.



Fig. 2. ARI - comparative results. Left: the three lines denoted MO- correspond to
the multi-objective algorithm investigated in [7] within a wrapper scenario with sev-
eral clustering criteria used as the primary objective: Silhouette Width, Davies Bouldin
and Davies-Bouldin normalized with respect to the number of features; Entropy corre-
sponds to the multi-objective algorithm investigated in [7] within a filter scenario which
is based on an entropy measure; MNC-GA corresponds to the method investigated in
the current paper. Right: the unsupervised scenario and the two semi-supervised ap-
proaches

The results in Table 1 show that the method is able to identify the relevant
features and delivers high-quality partitions. The comparisons with the multi-
objective algorithm, which is one of the few feasible solutions to unsupervised
FS, show that the multi-modal approach behaves comparable.

Regarding the semi-supervised scenario, the gain in performance is evident
compared to the unsupervised case, especially for the data sets with high num-
bers of clusters. The experiments show that constraining the partitions to satisfy
the labeled data employing constrained k-Means generally hastens the retrieval
of the relevant features and provides better results compared to the alternative
approach. Additional experiments we have performed with higher numbers of
labeled data items revealed that no significant improvements are obtained for
the method which incorporates the supervised information in the fitness func-
tion. However, the method which makes use of Constrained k-Means continues
to record performance improvements when increasing the number of labeled
samples because the partitions are guaranteed to satisfy the provided labels.

6 Conclusion

Feature selection for unsupervised clustering is a problem of great interest in the
current context of data mining. However, few feasible solutions exist in literature
due to the difficulties raised by the unsupervised nature of the problem. Ensem-
ble methods are gaining ground in this context. The current paper proposes a
wrapper feature selection algorithm for data sets with large numbers of noisy
features. The method makes use of an ensemble of near-optimal feature subsets
evolved with a multi-modal genetic algorithm. Such an optimization algorithm
is necessary to retrieve the relevant features in a large search space. At the same
time, it is capable of maintaining high diversity in population, ensuring uniform
distribution for the irrelevant features.
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